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Summary 

 

The President’s Precision Medicine Initiative (PMI) is “enabling a new era of clinical care 
through research, technology, and policies that empower patients, researchers, and 
providers to work together toward the development of individualized care”.1 Its 
commitment to privacy and security in the setting of responsible data sharing and 
transparency is articulated in the “Privacy and Trust Principles”1 and the “Data Security 
Policy Principles and Framework”2, developed by an interagency working groups including 
the Office of the National Coordinator for Health Information Technology in conjunction 
with multiple stakeholders.   
 

In this paper, we review the threats to the security, confidentiality, integrity, and availability 
of PMI data.  PMI organizations can mitigate these challenges through a new system 
architecture in development at MIT -- the OPAL/Enigma project3 -- which creates a peer-to-
peer network that enables parties to jointly store and analyze data with complete privacy, 
based on highly optimized version of multi-party computation with a secret-sharing.  An 
auditable, tamper-proof distributed ledger (a permissioned blockchain) records and controls 
access through smart contracts and digital identities.  We conclude with an initial use case 
of OPAL/Enigma that could empower precision medicine clinical trials and research. 
 

MIT’s OPAL/Enigma challenges traditional data security paradigms.  Centralized databases 
cannot assure security and data integrity, regardless de-identification and controlled access 
requirements.  Safe, vetted queries that are distributed to private, encrypted databases 
assure that organizations and participants can share health care data with cryptographic 
guarantees of privacy with various stakeholders, assuring momentum for a new era of 
medical research and practice. 
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Introduction 

In an online world where users expect instant information and seamless flow of data, 
stakeholders expect new technologies to be absorbed by society and industries as soon as it 
is available. However, this has not been the case of the healthcare industry, despite 
technologic advances and economic relevance of technological innovation.  
The Office of the National Coordinator for Health Information Technology (ONC)4 
acknowledged that healthcare stakeholders should assist in creating a new infrastructure for 
the industry and its users, whether government agencies, drug developers, doctors or 
patients.  
 
The foundation of a new healthcare IT system lays in, among other measures, the creation 
of a platform that allows interoperability; the adoption of Electronic Health Records (EHR), 
creation of standards and formats that can be widely adopted by the stakeholders; safe 
storage of all the data that is collected by all healthcare agents with the highest regard to 
participant privacy and secure and efficient exchange of health information between the 
parties respecting the privacy of all those whose information is involved. 
 
In this paper, we posit the adoption of OPAL/Enigma5,6, an encrypted platform that is able to 
create a secure environment for the storage and analysis of healthcare information by using 
blockchain technology, as an effective solution to address the privacy and security concerns 
of the stakeholders. OPAL/ENIGMA is also a potential tool to resolve infrastructural matters, 
such as time and cost related to the analysis, storage and manipulation of health 
information. A framework for precision medicine trials, development of more comparative 
trials, cheaper development of drugs and assignment of more effective treatments to 
patients are also potential future benefits. 
 

Privacy, security, and trust in healthcare IT 

 

Overview of guiding principles 

Interoperability not only means having the ability to exchange information, but also being 
able to use the exchanged information.   In this regard, in addition to real-time, secure data 
sharing, there should also be mechanisms that ensure data provenance (identifying the 
original source of the information), data verification/accuracy and that the respective 
consent has been duly obtained. Failure in obtaining and communicating patient consent 
could give cause to liabilities related to breach of electronic protected health information.  
The concerns on being able to comply with different state regulations specially in 
connection with patient privacy and rules on health information exchange, has led to debate 
on how data sharing should be handled, to what purposes it should be used and who should 
have access to it. 
 

The ONC has a 10-year vision for an “interoperable health IT ecosystem”, in which health 
information flows seamlessly and securely to the right people, at the right place, at the right 
time.4,7  This interconnected “learning health system” will enable the rapid dissemination of 
new knowledge to support the use of best evidence in the care of all patients, lower 
healthcare costs, improve population health, empower patients, and drive innovation.   A 
guiding principle is to protect privacy and security in all aspects of interoperability, with 
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strong and effective safeguards as well as greater transparency, in order to establish and 
maintain public trust.   
 

Current ONC standards and goals rely heavily on encryption technology for secure data 
transmission between organizations in a healthcare IT ecosystem.    In an increasingly 
interconnected healthcare IT system, security is difficult to ensure for all organizations in 
the larger healthcare IT ecosystem that will have access to PMI data.  Perimeter defenses 
such as hardware and software intrusion detection systems fail to secure vital health IT 
infrastructure.8 The failure rate is high and the root cause is “the human factor”, our 
reliance on human maintenance and intervention.   A “learning health system” must 
leverages lessons learned about cybersecurity to answer new questions.   
 

In order to unlock the potential value of data sharing, we need better solutions to manage 
data security.  Centralized IT systems offers advantages in terms of efficiency, however, 
frequent data breaches, lack of transparency, and loss of data integrity have led to the 
adoption of networks which distribute authority among many trusted actors, so that 
significant security compromises would require consensus.  In addition to this distributed 
consensus mechanisms, blockchain is a distributed ledger that provides a immutable and 
auditable record of actions (and actors).  Technologies based on blockchain may provide 
more optimal solutions for inherently safe health IT ecosystems.   
 

We posit that the ONC should support blockchain-based architectures that meet the needs 
of future health IT ecosystems can lead to improved clinical guidelines and practices.  
 

 
 

Figure Blockchain will interconnect stakeholders7 
 
Tension between data sharing and privacy 

Two competing needs must be satisficed: the need for data-sharing between stakeholder 
(government public sector, industry private sector, healthcare providers, researchers, and 
patients) and the need for privacy and confidentiality. These create an unsustainable 
ecosystem if based on current legacy protocols and legacy hardware/software that do not 
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guarantee data integrity.   The first requirement of an optimal solution is a permissioned 
distributed ledger, which automatically tracks every change to the data, so it is auditable, 
trustworthy, and transparent (the blockchain).8,9  On top of the blockchain, is a layer that 
provides secure, privacy-preserving processing.  In order to ensure that entities are engaging 
in data sharing that is appropriately permissioned, without revealing private or confidential 
information, there must be a mechanism for automation of data processing that verifies 
permissioned identities, will ultimately bind the parties in a data usage agreement that is 
compliant.  Finally, data must remain encrypted, during storage and processing in personal 
data stores.  We posit that MIT OPAL/Enigma may provide an architecture with these 
attributes. 

 
OPAL/Enigma challenges the security paradigm 

 

Overview of OPAL/Enigma 

Resolving the tension between data sharing and privacy, in order to unlock the potential 
value of that data, is a challenge for healthcare IT.3,10–13 Although centralized databases for 
processing may be conceptually simpler, distributed networks with privacy maximizing 
algorithms can maximize security for data processing, in compliance with HIPAA, 
confidentiality and other regulatory and ethical requirements without the limited scalability 
of current distributed processing platforms. 
 

OPAL/Enigma3,6 envisions distributed data repository architecture on a peer-to-peer (P2P) 
network where data is encrypted at its repository so that raw data is never released.  Data 
remains secure during storage and analysis, because data can be queried, but only by 
queries that are permissioned by digital identity credentials for specific data operations 
defined by legally binding smart contracts.  An unalterable and auditable record of patterns 
of communications between data and operators, including credentials and data operations 
is recorded, creating a distributed cryptographic ledger, or permissioned blockchain. 
 

At the level of the data repository node, data is encrypted by Enigma and remain encrypted 
in storage and during computation, which counters internal data theft. The data repository 
owner has control over granularity of answers to queries and therefore privacy.  The OPAL 
algorithm essentially “moves the algorithm to the data” by using distributed query 
processing to ship queries and sub-queries to data repositories, where computation occurs, 
so that each data repository returns only de-identified aggregated results.  The queries can 
be permissioned by smart contracts, or Query Smart Contract (QSC), that legally bind the 
Querier (person or organization), the data repository and other entities in a data usage 
agreement.  QSC are the mechanism for operating within existing trust frameworks and 
respecting the core values, responsible strategies, and legal principles for participating 
entities.  The blockchain provides assurance that QSC are honored with a tamper-proof and 
auditable history of identity and operations of data access. 
 

#1 - MIT - Algorithms, Privacy, and Data - 



 

 4 

 
 
 
 
 
Figure Layers of OPAL/Enigma On top of the P2P network, or blockchain, Enigma uses two cryptographic 
constructs simultaneously (secret-sharing and MPC), so that OPAL can direct data exchange with QCS. 
 

Enigma provides cryptography 

The MIT Enigma system is part of a larger initiative at MIT called OPAL-EAST (Open 
Algorithms for Equity, Accountability, Security, and Transparency).12,13 MIT Enigma 
employs two core cryptographic constructs simultaneously atop a Peer-to-Peer (P2P 
network of nodes). These are secret-sharing (a la Shamir’s Linear Secret Sharing Scheme 
(LSSS))14 and multiparty computation (MPC).15–17 Although secret sharing and MPC are 
topics of research for the past two decades, the innovation that MIT Enigma brings is the 
notion of employing these constructions on a P2P network of nodes (such as the blockchain) 
while providing “Proof-of-MPC” (like proof of work) that a node has correctly performed 
some computation. 
 

In secret-sharing schemes, a given data item is “split” into a number of ciphertext pieces 
(called “shares”) that are then stored separately. When the data item needs to be 
reconstituted or reconstructed, a minimum or “threshold” number of shares need to be 
obtained and merged together again in a reverse cryptographic computation. For example, 
in Naval parlance this is akin to needing 2 out of 3 keys in order to perform some crucial task 
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(e.g. activate the missile). Some secret sharing schemes possess the feature that some 
primitive arithmetic operations can be performed on shares (shares “added” to shares) 
yielding a result without the need to fully reconstitute the data items first. In effect, this 
feature allows operations to be performed on encrypted data (similar to homomorphic 
encryption schemes). 
 

The MIT Enigma system proposes to use a P2P network of nodes to randomly store the 
relevant shares belonging to data items.  In effect, the data owner no longer needs to keep a 
centralized database of data-items (e.g. health data) and instead would transform each data 
item into shares and disperse these on the P2P network of node.  Only the data owner 
would know the locations of the shares, and can fetch these from the nodes as needed.  
Since each of these shares appear as garbled ciphertext to the nodes, the nodes are 
oblivious to their meaning or significance.  A node in the P2P network would be 
remunerated for storage costs and the store/fetch operations. 
 

The second cryptographic construct employed in MIT Enigma is multiparty computation 
(MPC). The study of MPC schemes seeks to address the problem of a group of entities 
needing to share some common output (e.g. result of computation) whilst maintaining as 
secret their individual data items.  For example, a group of patients may wish to 
collaboratively compute their average blood pressure information among them, but without 
each patient sharing actual raw data about their blood pressure information. 
 

The MIT Enigma system combines the use of MPC schemes with secret-sharing schemes, 
effectively allowing some computations to be performed using the shares that are 
distributed on the P2P. The combination of these 3 computing paradigms  (secret-sharing, 
MPC and P2P nodes) opens new possibilities in addressing the current urgent issues around 
data privacy and the growing liabilities on the part of organizations who store or work on 
large amounts of data. 
 

OPAL provides query smart contracts 

An important concern in the broad areas of PMI is the need to maintain the privacy of 
individuals (e.g. patients) while being able to perform computations (e.g. statistical analysis) 
on data pertaining to those individuals. In many studies (e.g. clinical trials) it is often more 
relevant to obtain aggregate answers instead of narrow answers pertaining to a small 
fraction of the study participants. 
 

One paradigm shift being championed by the MIT OPAL/Enigma community is that of using 
“pre-fabricated” queries (e.g. SQL queries) that have been analyzed by experts and have 
been vetted to be “safe” from the perspective of privacy-preservation.18,19 The term “Open 
Algorithm” (OPAL) here implies that the vetted queries (“algorithms”) are made open by 
publishing them, allowing other experts to review them and allowing other researchers to 
make use of them in their own context of study. 
 

The next step in the Open Algorithms paradigm is the use of smart contracts to capture 
these safe algorithms in the form of executable queries residing in a legally binding digital 
contract.  A query smart contract will require that querier authorization requirements be 
encoded within the contract to be recorded on the blockchain. A query smart contract that 
has been vetted to be safe and digitally signed by expert can be stored on nodes of the 
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blockchain, so the entities seeking to query can find prefabricated safe QSCs that match the 
intended application.  
 

Network 

The P2P network contains data repository nodes where the data is entered, encrypted, 
stored, and analyzed.  In general, standardized interoperability will be a feature to facilitate 
data exchange later in development- as noted later in the discussion of the use case many 
electronic health records are legacy systems, which do not provide interoperability with 
standardized APIs, and alternative methods will be used in anticipation of this 
standardization.  The node may be a partition on a server with limited processing power.  
More processing power could be effectively loaned by delegate nodes on the P2P network, 
which work on a query or subquery by locating the relevant data repositories, sending the 
appropriate subquery to each data repository, and receiving individual answers and collating 
the results received from these data repositories for reporting to the querier.  Delegate 
nodes assure that all the conditions of the QSC have been fulfilled (e.g. QSC has valid 
signature; identity of querier is established; authorization to access APIs at data repositories 
has been obtained; payment terms has been agreed if there is a remuneration scheme, 
etc.). A hierarchy of delegate nodes may be involved in the completion of a given query 
originating from the querier entity. QSC nodes will maintain vetted QSCs and function as a 
point of origination of the query for the querier.    All QSC nodes will maintain distributed 
copies of the ledger; more nodes could maintain the ledger but further development is 
needed to determine the appropriate balance of redundancy to ensure consensus as a way 
of security-proofing the network vs. efficiency, and the balance between security vs. 
efficiency for methods establishing proof-of-work. As OPAL/Enigma is currently in 
development, but likely limitations will be computational expense and interoperability, as 
there is a lack of standardized APIs in the healthcare IT relative to other industries, which 
underscores the importance of mission of ONC. 
 

OPAL/Enigma applied to precision medicine 

 

Precision Medicine 

Permissioned distributed cryptographic ledgers focused on privacy, like OPAL/Enigma, are 
creating novel tools to empower innovation in healthcare through overcoming the data 
sharing challenges like privacy.10,12,13 For example, a goal of President Obama’s Precision 
Medicine Initiative (PMI) is to set “the foundation for a new way of doing research that 
fosters open, responsible data sharing with the highest regard to participant privacy.” 
(https://www.whitehouse.gov/precision-medicine)  We will discuss a specific use case, with 
implications for not only precision medicine but also other federal healthcare research 
efforts. 
 

Precision medicine is an innovative approach that provides a holistic understanding of a 
patient’s health, disease and condition, and a means to choose treatments that would be 
most effective for an individual. Translating initial successes to a larger scale will require a 
coordinated and sustained national effort, and PMI will guide these efforts through PMI 
Cohort Program and PMI for Oncology, which are focusing activities on engaging one 
million Americans to volunteer their health data for clinical research purposes and 
expanding precision medicine clinical trials and laboratory models in order to develop a 
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National Cancer Knowledge System - a comprehensive database that would be useful to 
researchers as well as clinicians actively treating patients.   
 

For many conditions, today’s best preclinical models do not recapitulate the individual 
nuances for patients, and so precision medicine has spurred the development of innovative 
clinical trial design.  The novel trial designs have evolved not only to study low prevalence 
subsets in a resource-effective fashion, but also to understand the nuances of the 
translational scientific issues that complicate drug development.  Many of these precision 
medicine trials, several of which are under the auspices of the PMI, use varieties of 
biomarker-driven adaptive platform trials. Platform trials simultaneously test multiple 
therapies, and so they can yield comparative evidence between therapies.20 Adaptive trials 
prospectively plan dynamic modification of one or more specified aspects of the study 
design and hypotheses during the trial, based on the statistical analysis of data from 
subjects in the study. Modifications may include dosage, sample size, and choice of drug or 
combination therapy, patient selection criteria, and biomarkers.  Adaptive platform trials 
often use Bayesian framework, with data borrowing techniques between treatment arms, in 
order to evolve and learn the best fit between a therapy and a group of individuals with 
given biomarker.21–27 If used correctly, with designs to reduce the false positive rate, then 
adaptive platform clinical trials are cost and time efficient and produce superior 
comparative evidence.   
 

Use Case 

Our goal is to develop an infrastructure for improving precision medicine clinical trials and 
creating methods for the development of national knowledge systems in cancer and other 
therapeutic areas. Executing adaptive platform and other precision medicine trials at scale 
will require the development of infrastructure which allows data abstraction from electronic 
health records, secure data handling with regards to patient confidentiality, HIPAA and 
other regulatory/compliance, and data exchange for statistical analysis across 
pharmaceutical industry competitors. In brief, it needs an interoperable IT infrastructure 
that can performs computationally complex analysis, while preserving the privacy of 
patients and the confidential intellectual property of pharmaceutical competitors, within a 
highly regulated trust network. MIT OPAL/Enigma is an ideal solution for a clinical trial 
blockchain as its MPC algorithms enable data borrowing and statistical analysis without a 
trusted 3rd party across a distributed network with security provided by high level 
encryption of distributed data, digital identification proofs and smart contracts that ensure 
compliance with regulatory and pharmaceutical sponsor wishes. 
 

The pilot of the clinical trial blockchain would create the IT infrastructure for an adaptive 
platform trial run by a consortium; the design, including the clinical sites and the therapies, 
would be predetermined by that entity.  A startup to enter into a Business Associate 
agreement would have to be formed, termed PharmOrchardTM given the compliance 
requirements for clinical trials, and smart contracts (self executable computer protocols 
based on legally binding contracts) would be written specifically to run on node networks, 
and to be enforced immediately once the pre-determined conditions are met. 
  
The new entity would utilize the OPAL/Enigma infrastructure in order to write an algorithm 
which sends queries and sub-queries to the data repository nodes at the clinical sites, 
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controlled by legally-binding, blockchain secured smart contracts which determine the 
permissions and the content of the queries, in compliance with all regulatory guidance on 
standard trial protocol as well as the principles outlined by “Precision Medicine Initiative: 
Privacy and Trust Principles”.  Queries would investigate if patients were eligible for the trial 
given the inclusion criteria, were eligible for a given treatment arm based on biomarker 
profiles, were tolerant of treatment by predetermined CTCAE and patient-reported 
parameters, and were responding by standardized and patient-reported outcome measures.  
Statistical analysis using standard Bayesian methods would determine, as biomarker- 
correlated response and safety data becomes available, if more or fewer patients should be 
allocated to different treatment arms as treatments prove more likely to succeed towards 
regulatory approval or fail.  This analysis is distributed and performed on the encrypted data 
in situ at the data repository nodes.    
 

In the first phase of this implementation, the data repository nodes at each of the clinical 
sites (clinical sites function as the data owner) would require a local solution to abstract the 
clinical data in real time from electronic health records (EHR) - ideally a local interoperability 
solution as demonstrated by TRANSCEND for the I-SPY family of adaptive trials at UCSF28–30 
although some clinical sites may have a more traditional data entry.  Data repositories could 
also reside at the pharmaceutical companies sponsoring the therapies, as there is a 
minimum size for the P2P network, although it is the QSC nodes that enable appropriately 
permissioned smart contract queries.  The QSC nodes would exist at PharmOrchardTM and 
consortium governance headquarters at minimum for vetting.  
 
The NIH is working with National Human Genome Research Institute, in parallel with other 
institutions, in order to develop standardized consent forms that anticipate indefinite 
biobanking, future testing and reinterpretation of historic testing for clinical trial patients, 
and PMI-WG 31 are developing “a standardized consent protocol to ensure consistency in the 
terms and conditions that all PMI cohort participants agree to”.   
 

In the first phase of the pilot, the data could queried securely by others through 
permissioned queries; the data remains always encrypted at the clinical center/data 
repository node which generated it.  This creates a new paradigm for broadening 
transparency and data sharing of clinical trial data, well beyond calls by clinicaltrials.gov, 
ICHME or others for databases of individual patient data that are either highly 
abstracted/limited or secured insufficiently with standard de-identification techniques.  For 
example, the FDA, NCI, the companies, or another highly permissioned querier like the 
clinical trial sites themselves could have access to this unique and rich knowledge system.  
More importantly, there is the underlying tamper-proof distributed cryptographic ledger of 
every query, including the querier, so that regulatory agencies could perform an audit of the 
data access to ensure it has been handled responsibly at any time. 
 

Implications of OPAL/Enigma applied to precision medicine 

The largest adaptive platform trials anticipate on the order of a thousand patients, which is 
an ideal size for a pilot implementation of MIT OPAL/Enigma during its development phase.   
In addition, taking advantage of the well-developed clinical trial infrastructure with defined 
consent, patient recruitment, trial management, and data handling protocols will allow 
rapid deployment.  Even a small scale implementation has the potential to influence the 
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industry’s outlook on adaptive platform trials, which heretofore have required governance 
and oversight from government and academic consortia because of the need for a trusted 
3rd party, and thus been unable to demonstrate financial sustainability for industry.  Drug 
development involves multiple stakeholders including pharma, patients, providers, 
regulators, public health advocates, and payers, and as the emerging discussion of 
healthcare costs draws attention to major beneficiaries - namely pharma - the unmet needs 
of other stakeholders will inevitably change the socio-cultural, technological, economic, 
political, legal, environmental and ethical landscape of clinical trials.  Adaptive platform 
trials have the potential to not only deliver comparative evidence to enable precision 
medicine, but provide faster and optimized access to therapies for patients, treatment 
guidance and informational tools for providers, financial sustainability to industry, and 
better comparative evidence for regulators, public health experts, and payers.   Further 
iterations could involve trial designs including SMART protocols, a type of adaptive platform 
trial that enable switching therapies in the setting of drug resistance, another area of 
interest of the PMI. 
 

At a later phase in development of this Enigma-based implementation will enable 
participant empowerment through innovative and responsible access to information, 
inspired by  “Precision Medicine Initiative: Privacy and Trust Principles”.  Participants could 
be permissioned on the blockchain to access their own data or aggregated research data, 
and thus form a pilot for the PMI-Cohort programs or PCORI that will need IT solutions that 
in their own words “Pioneer a new model of research that engages clinical trial participants, 
responsible data sharing, and privacy protection.” 
 
We note that broader implementation of the MIT OPAL/Enigma architecture could: 

● Encourage public-private partnerships  
● Ensure data access 
● Allow for open data  
● Promote “Big data” applications in health IT 

 

Recommendation 

 

Using secure MPC on P2P network, which allows process of distributed encrypted data in 
response to appropriately permissioned queries controlled by smart contracts, 
OPAL/Enigma has the potential revolutionize responsible data sharing and privacy 
protection.  Given the extraordinary need for security in the healthcare IT sector, and the 
broad potential for innovation critical to national needs, we recommend the following: 

● R&D for an OPAL/Enigma-based implementation in precision medicine clinical trial, 
designed by an entity which can enact a Business Associate agreement with an NCI 
supported consortium seeking an IT infrastructure to support the “Precision 
Medicine Initiative: Privacy and Trust Principles 

● Discussion with NIST, ONC, and other standard-setting and regulatory bodies on the 
critical interoperability question 

● Further discussion of implications to PMI- Cohort Program 
● R&D for open source Enigma, OPAL, and related projects at MIT 
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Abstract 

Globally, and across multiple industries, an innovative model is emerging that enables faster, 

more efficient and highly secure business-to-business and business-to-consumer transactions. 
Many involved in healthcare hope the same distributed database technologies enabling this new 

model can drive similar results within the industry and, as with many other major innovations, 
recognize that confusion and hype can mask the potential of real world applications. Known as 
blockchain technologies, these solutions can support many existing healthcare business 
processes at a fundamental level. They promise to improve data integrity dramatically while 
enabling at-scale interoperability for information exchange, patient tracking, identity assurance 

and validation – among healthcare professionals, and between patients, their proxies and their 
healthcare providers. 

Introduction 
This paper explores how integrating current 

health IT investments with a permissioned 
blockchain distributed ledger technology 

(DLT) environment might drive better 
patient outcomes and align with the ONC’s 

roadmap for change. The blockchain 
methodology addresses many of the issues 
with current health IT paradigms that involve 
security (specifically data integrity)1 and 
privacy, immutably assuring expressed 
identities, creating highly robust audit trails 
and improving healthcare-related security 

for both providers and patients. The private 
sector is experimenting aggressively across a 

number of industries, including healthcare, 
to apply blockchain technology, owing to the 

benefits of distributed ledger technologies 
underpinned by it. The ONC should 

                                                                 
1 “Security” is a complex field, and includes  Data 
Integrity, Data Privacy, Data Confidentiality and Data 

Quality issues, in addition to traditional “Security” 
matters. All  of these can be considered Information 
Governance topics as outlined in the following white 

proactively explore this technology and 
prepare for how it will play a role in a vast 
array of potential healthcare use cases. In 

order for the ONC to perform its role 
effectively, there is a significant need to 

understand blockchain from the 
perspectives of the technology itself, the 

necessary computing power, the human skill 
sets required to operate in such an 

environment, and how to best leverage 
blockchain innovations. This paper focuses 
on three of the most important applications 
relevant to the mission of the ONC:  

1. Creating secured and trusted care 
records: Securing healthcare records 

created by healthcare professionals and 
patients into an electronic chain of 

events, while preserving the inherent 

paper: 
https://newsroom.accenture.com/industries/health-

public-service/accenture-finds-information-
governance-framework-needed-to-guide-e-health-
investments-and-strategy.htm  
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provenance and integrity of those 

records 
2. Linking identities: Supporting strong 

identity proofing by preserving an 
immutable record of the declared 

identities of both patients and 
healthcare professionals 

3. Recording patient consent: 
Empowering patients through the 
recording of consent decisions and 
patient directives within the secured 
healthcare record 

To be effective, a blockchain must be 
additive to the healthcare ecosystem—
users should not view it as a “rip and 
replace” technology that invalidates or 
minimizes existing technology investments.  

Furthermore, despite the hype surrounding 
blockchain technology, it is not a cure-all for 

what ails the healthcare ecosystem but 
rather a tool in the healthcare toolbox—
one that may face some of the same 
challenges current service models do.  

However, it also has a unique ability to 

bring cohesion to an otherwise disparate 
and overly complicated system of delivering 
data across the healthcare spectrum. 

Blockchains can drive ONC’s Shared Nation-
wide Health Interoperability Roadmap 

Blockchain technology applications in the 
above three areas can advance the ONC’s 
Shared Nationwide Interoperability Road-
map2, enabling the “quadruple aim” (better 
outcomes, improved clinician experience, 

improved patient experience and lower 

costs). What’s more, they can address  some 

                                                                 
2 
https://www.healthit.gov/sites/default/fi les/nation

wide-interoperability-roadmap-draft-version-1.0.pdf 
3 Berwick, D and Hackbarth, A; Eliminating Waste in 
US Health Carei l , JAMA. 2012;307(14):1513-1516. 
doi:10.1001/jama.2012.362. 
4 
https://www.healthit.gov/sites/default/fi les/nation
wide-interoperability-roadmap-draft-version-1.0.pdf 

of the root causes of the projected 20% of 

total healthcare expenditures attributed to 
waste identified by prior research.3 

The technology aligns well to each of ONC’s 
roadmap4 goals. The blockchain 
methodologies described below have 
enormous implications for privacy, security, 
and risk management efforts in today's risky 

environment, where cyber-attacks are 

increasingly pervasive5, and widely 
documented6. 

Creating secured and trusted care records 

Trust is the foundation for the provision of 
healthcare services to patients. The required 
trust might flow from a patient to a health-

care professional regarding whether they 
will receive the right care. Alternatively, it 
could flow the other way, from a healthcare 
provider to a patient, and involve the belief 
that the patient is honestly sharing his or her 
experiences and conditions. 

A patient’s healthcare information must 

represent trusted, authoritative evidence of 
care provided and decisions made, and 
display the identities of the participants in 
the care cycle. The use of cryptographic 
techniques such as public and private key 
pairs and the distributed nature of the 

5 
https://www.accenture.com/t20150723T115443__

w__/us-en/_acnmedia/Accenture/Convers ion-
Assets/DotCom/Documents/Global/PDF/Dualpub_1
9/Accenture-Provider-Cyber-Security-The-$300-
Bill ion-Attack.pdf 
6 
https://ocrportal.hhs.gov/ocr/breach/breach_report
.jsf 

Blockchain: A Quick Definition 

A distributed tamperproof database that 

secures all records that are added to it, 

wherever they exist. Each record 

contains a timestamp and secure links to 

the previous record. 
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blockchain will vastly improve the non-

repudiation and auditability of each 
healthcare transaction. Patients would be 

empowered to manage their own private 
keys as they wish. Since systems do not store 

actual Personal Health Information (PHI) on 
the blockchain, and use cryptographic keys 

to authenticate a user, it reduces the risk 
related to sensitive data leaks compared to 
today. Furthermore, the governance rules of 
a blockchain solution would pre-define 

access and control permissions to assure the 
appropriate levels of privacy versus 

transparency and ensure that only entitled 

parties can see necessary data. To protect 
the privacy of each user, healthcare 

organizations can also use a number of 
solutions such as tokenization, 

pseudonymization or masking technologies. 

Once a party has joined the chain, additional 
parties can help to increase the quality and 

reliability of its identity. For example, to 
enable faster access to care providers, a 

patient can provide additional certified trust 
authorities (such as the Federal PKI Bridge 

Certification Authority, provider-specific 
Certification Authorities, or an authority 
from another industry such as financial 
services) to support an identity claim. 
Patients could boost the level of trust 

associated with their identities by requesting 
acknowledgement from trustworthy entities 

such as banks, employers or existing primary 
healthcare providers on the chain. The 

system could also rate sources of trust, and 
the strength of the verification would 

depend on the reliability of those sources.  

Linking identities 

The benefits of using a blockchain identity 
include the distributed ledger feature, which 
enables complete record integrity and 
transparency, and the system’s 
nonrepudiation capability, which can 
become an enormous benefit in dispute 
resolution and fraud reduction cases. For 
example, because the blockchain infers that 

the owner of the key is the actual person 
that the records concern, when that person 

dies, any trusted party on the chain with 
knowledge of the fact could add this 

information to the system, thereby boosting 
its accuracy. 

While a number of different tools can 

periodically authenticate the user, health 
professionals must also ensure that identity 

claims are true and reflect the user’s status 
at a given point in time. This is especially 

crucial for healthcare providers, as issues 

Why use Blockchains? 

A blockchain allows a system of 

independent actors to share a record of 

digital assets, transactions and 

information without the need for a 

central, trusted third party. It enables 

users to replace certain inefficient 

intermediary functions in different 

economic, social and technological 

systems with decentralized digital 

networks.  

Originally conceived as a way to 

disintermediate the financial 

establishment, the blockchain’s 

strengths have attracted the attention of 

a variety of industries. Healthcare 

players can and should apply many of 

the lessons learned during the aggressive 

early experimentation and 

implementation within financial services. 

Increasing numbers of large 

organizations beyond financial services 

are investing heavily in exploring the 

technology’s value as a digital business 
platform. 

In short, blockchain will not replace but 

rather re-architect many incumbent 

business models, removing friction and 

vastly improving data sharing in a highly 

secure environment while leveraging 

existing IT infrastructure. 
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surrounding fraud, waste, and abuse have 

become of paramount importance to both 
providers and payers7. Furthermore, 

patients with access to an immutable record 
of care might question the credibility and 

value of the care provided to them if 
inaccuracies exist.  

The integrated nature of the blockchain also 

means that the technology inherently links 
the disparate identities authenticated at the 

point of care for both patients and health-
care professionals. 

Recording patient consent 

Several blockchain uses tie directly to the 
achievement of the short- and long-term 
goals of the ONC roadmap. For example, a 

key factor in the sharing of patient 
information involves gaining the consent of 
the person receiving treatment. 
Fundamental to the underlying professional 

ethics of healthcare, empowering the 
individual in this way is also a foundational  

consideration in internationally accepted 
approaches such as Privacy by Design8.  

By capturing patient consent statements in 
an immutable blockchain, healthcare 
professionals and others involved in the care 
cycle are able to trust those statements and 
act upon them accordingly. In addition, 

patients are able to add consent statements 

at any point in their care journey – confident 
that the blockchain will hold them securely. 
Healthcare professionals can act upon those 
directives, and the systems that they use can 
interpret them as access control decisions – 
with the assurance that the system is 
adhering to patient wishes.  

The foundation of blockchain-enabled health 
information exchange 

To reinforce the benefits outlined in this 

paper, and to utilize blockchain technologies 

                                                                 
7 
http://www.healthaffairs.org/healthpolicybriefs/brief.php?brief_i
d=72 

to support ONC’s roadmap directly, 

organizations should consider making 
investments in a number of aspects of the 

blockchain, its technology and its 
administration. All of which build on existing 

IT investments made by healthcare 
organizations. They include: 

Core technical standards and functions - 

Envision a scenario where providers and 
provider organizations (as well as patients 

themselves) can store data for patients 
(including private identity information) in 

traditional databases and associate that 
information to the blockchain using 
cryptographic hash functions. This concept 
enables users to control their own data while 
at the same time allowing the network to 

validate identities. It also lets users access 
various data sources, tying together 

currently disparate systems that require 
often-intense validation and reconciliation 

processes.  

Certification to support the adoption and 
optimization of health IT products and 
services - Because this concept envisions the 
storage of actual patient and provider data 

“off-chain” with access via a secure hash 
function stored on the blockchain, the 

approach should satisfy the desire for 
increased flexibility in the ONC regulatory 

structure. Essentially, data transport and 
content functions remain separate and can 

be attested individually, while at the same 
time the approach will broaden health IT to 

settings such as long-term and post-acute 

care environments. 

A supportive business, clinical, cultural and 

regulatory environment - The blockchain 
phenomenon aligns with a broader change 

in the culture of interoperability, since it 
defines a patient and provider trust model 
where patients have a greater willingness to 

8 
https://www.ipc.on.ca/images/Resources/7foundati
onalprinciples.pdf 
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participate in an interoperable, learning 

health system. They also have more control 
over how their data is used.  

The rules of engagement and governance of 
the exchange of health information - 
Blockchain technology will change the model 
for engaging with and governing a Health 
Information Exchange. There is greater 

potential for shared patient/provider/payer 
collaboration using the blockchain 

compared to current methods, because 

patients have more control over their 

healthcare information. The enabling factor 

for this change involves the blockchain’s 
distributed ledgers, which offer superior 

patient access compared to other forms of 
patient engagement, such as Personal 

Health Records (PHRs). The blockchain can 
also promote coordinated data exchanges 

among providers and payers because it 
reduces the current trust barriers that 

Blockchain: How does it work? 

Blockchains are cryptographic protocols that allow a network of computers (nodes) 

collectively to maintain a shared ledger of information without the need for complete trust 

between the nodes. Each blockchain database is essentially a time-sequenced chain of 

events that have been authenticated using a consensus mechanism specified by the 

protocol. The mechanism guarantees that, as long as the majority of the network validates 

the blocks posted to the ledger (i.e., chain) as per the stated governance rules, information 

stored on the blockchain can be trusted as reliable. This ensures that the transaction data is 

replicated consistently across the network. The effect of the distributed consensus 

mechanisms often means that all of the nodes of the network hold all the information 

stored on the blockchain. 

From a regulatory and audit perspective, entries can be added to—but not deleted from—

the distributed ledger. A network of communicating nodes running dedicated software that 

replicates the ledger among the participants on a peer-to-peer basis performs the 

maintenance and validation of the distributed ledger. All information shared on the 

blockchain has an auditable trail, which means it has a traceable digital "fingerprint.” The 

information on the ledger is pervasive and persistent and creates a reliable “transaction 

cloud” so that data cannot be lost and can only be technically corrupted by any of the 

participants at prohibitive cost. Consequently, the technology essentially eliminates single 
point of failure risks and data fragmentation disparities among counterparties.  

From a security perspective, cryptography protects the data via a number of different 

mechanisms. Users can address privacy and transparency needs using different consensus 

mechanisms specified by the protocol and public and private key pairs. A blockchain 

environment protects information at the data element level rather than in aggregate, and 

appropriate parties can only access data using appropriate permissions as defined by the 

protocol. Blockchain technology can also obfuscate data (i.e., the nodes, while having the 

data and knowing it is valid and validated by the rest of the network, will not be able to 

read it unless given access).  
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providers may have with payer requests for 

clinical data9. 

 

Understanding the technical interoperability 
challenges a blockchain can address 

Whether patients or healthcare providers,  
system users should have ready access to, 
and control of, their validated identification 

information. Used in conjunction with other 
tools such as biometrics and tokenization, 

blockchain technology can support the 
management of digital identity issues10 in 

healthcare. It can help to deliver non-
repudiation and transparency, enabling the 
unique authentication of an identity in an 
irrefutable, immutable and secure manner, 

while ensuring the anonymity of each 
identity and transaction.  

Ensuring each transaction is anonymous 

and not linked (unless the user requests it) 
- As envisioned, the blockchain would not 
store any PHI. However, healthcare 
professionals still need to address the 
transparent nature of a blockchain to ensure 
that each transaction a user conducts is not 
linked or traceable back to the user (unless 
otherwise requested). For example, a 
patient with a very sensitive condition visits 
a specialist provider but does not want the 

primary care provider to know this. The 

relationship between patient and primary 
care provider must remain separate and 
unlinked even though all three are on the 
same chain. Therefore, there has to be a way 
that the ownership of the key is anonymous  
and each transaction is untraceable except 
by the two transacting parties or the owner 
of the key.  

Traditional data protection methods such as 
tokenization or masking can enable the 
                                                                 
9 
https://www.healthit.gov/sites/default/fi les/reports

/info_blocking_040915.pdf  

anonymization of transactions within a 

blockchain environment. As these traditional 
methods are proven, they can be applied in 

other ways to provide different levels of data 
access and, where required, time-limited 

access.  

Overcoming healthcare’s lack of a single 
trusted source of identity data - While 

discussions regarding global digital identities 
and universal blockchain identities flourish 

across industries, healthcare presents a 
different challenge: no single, trusted source 

of available identity data exists today that 
the entire healthcare ecosystem can use.  

Despite this, a number of other entities 

could provide, support and attest to identity 
claims as a starting point for creating digital 

identities. In a blockchain DLT environment, 
for example, banks and payment networks  

have already positioned themselves well for 
this activity and should support identity 
verification. Similarly, other organizations 
such as employers, telecom service firms 
and utility providers can also support 
identity verify-cation, especially for the 
underserved or “unbanked”11 populations. 

These organizations are implicitly 
established trusted parties for patients and 

individual care providers alike, since most 
people have some combination of bank 

accounts, jobs, mobile, internet and 
telephone service, and insurance policies.  

Moreover, the actual individual usually 

utilizes services from these entities, enabling 
them to provide more tangible 

authentication mechanisms, such as a PIN 
transaction on a payment card. Every time a 

physical authentication takes place with the 
digital ID, it adds to the chain as a form of 

continuous identity authentication. 

10 
http://www.modernhealthcare.com/article/2016012

3/MAGAZINE/301239980 
11 http://demandinstitute.org/the-end-of-cold-hard-
cash/ 
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Entities can become sources of trust to verify 

identity claims to a blockchain, which would 
help to reduce the reliance on a 

government-issued ID for healthcare 
authentication and increase the quality and 

level of assurance associated with proof of 
identity in the industry.  

Blockchains face implementation barriers  

Compared to the financial markets (which 
themselves have yet to achieve blockchain 
maturity), the healthcare industry’s 
participation with the technology remains in 
its infancy. Most of the current activity 
focuses primarily on research and 
development functions i of healthcare 

organizations that are exploring potential 
applications. The following represent the key 

barriers the technology must overcome to 
gain a legitimate place in the healthcare 

industry. 

Regulatory and legal - Because blockchain 
technologies offer a new socio-political 

paradigm for doing business, few legal and 
regulatory frameworks are in place to 

govern their use. From a healthcare 
perspective, strong regulatory frameworks  
can ensure the integration of blockchain 
technology to avoid challenges in terms of 
regulatory reporting, HIPAA compliance, etc. 
Regulators will also need an in-depth 
understanding of how to operate in a 
blockchain environment, including the 
necessary skill sets, technology, and human 

capital requirements.  

Scalability - As users add data, the 
blockchain grows—in this case, by storing all 
of the hashes associated with the appended 
data. This increases storage and 
computational power demands, which 
means the network might have fewer nodes 

with enough computing power to process 
and validate information on the blockchain. 

                                                                 
12 https://raft.github.io/  

If health professionals fail to meet storage 

and computational power demands, the 
potential for increased centralization and 

slower data validation and confirmation 
grows. 

Verification speed - To ensure that data on 
the blockchain is a trusted source, the 
network must verify it. To that end, various 

methods of validation exist, such as multi-
signature, PBFT (Practical Byzantine Fault 

Tolerance), the Raft Consensus Algorithm12, 
among other approaches, which must 

undergo testing for specific use case 
functionality and optimization. While the 
transactional throughput speeds necessary 
in healthcare applications do not approach 
the transactions per second seen in financial 

services, the need for near-real-time 
retrieval of healthcare information is 

paramount. Researchers need to determine 
the optimal verification process to avoid 

creating latency over time as the data on the 
blockchain grows. 

Security breaches of blockchain 
infrastructure - The underlying blockchain 
protocol is stable and secure, largely owing 

to the fact that any malicious actor(s) 
attempting to reorganize (i.e., “attack and 

rewrite,” commonly referred to as a 51% 
attack) the chain would have to control a 

majority of the computing power associated 
with the blockchain which carries significant, 

if not impossible costs. However, the 
supporting infrastructure of blockchain 

technologies such as exchanges and wallets 

have suffered from various security 
breaches, with hundreds of millions of 

dollars of cryptocurrency being stolen or 
“lost”13. Thus, while blockchain technology 

itself remains highly secure, healthcare 
entities need to choose the support 

infrastructure they use with great care.  

13 http://www.reuters.com/article/us-bitfinex-
hacked-hongkong-idUSKCN10E0KP 
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As technology progresses, higher security 

standards will undoubtedly emerge, 
especially as they relate to the protection of 

private user keys and identity theft (i.e., 
securely replacing lost keys versus 

fraudulent attempts at obtaining keys). The 
industry also needs to comply with existing 

regulations around information security and 
key management.14 

Immutability of the blockchain - While 

many tout the immutability of the 
blockchain as a significant plus in terms of 

data tracking and audits, it could pose major 
challenges. Blockchain-based code is only as 
good as the programmers who created it and 
humans are prone to error. Governance 
models and solutions must exist for 

situations where users need to remove data 
from the blockchain, for either privacy or 

legal reasons. To date, there are numerous  
examples where content that should be 

removed from the Bitcoin protocol is 
enshrined “forever” on the blockchain. A 

number of companies, including Accenture, 
are working with solution providers and 

other partners to solve this problem. 

Blockchain technology has the potential to 
transform the healthcare ecosystem 

As the hype surrounding the blockchain 
begins to fade, users will view it as another 
tool in the broader set of technologies that 
the healthcare system uses to enable an 
interoperable, learning health system. 

Initially, a number of potential use cases will 
emerge for leveraging blockchain DLTs in the 

healthcare ecosystem:  

1 – Patient profiling for population health - 
The blockchain can leapfrog current 
population health approaches by providing 
trust where none now exists.  

                                                                 
14 A wide variety of these exist, including the Federal 

PKI Common Policy; FISMA; FICAM; Federal PKI 
Common Policy; HHS PKI Policy; The HHS Domain 
Device CA root certificate; and others. 

2 – Improved audit logging - Because the 

blockchain can act as a mechanism for 
collectively recording and notarizing any 

type of data, it can capture an audit trail of 
communications among providers, patients 

and payers regardless of each individual 
organization’s audit logging function, largely 

eliminating many data dispute resolution 
challenges that exist today.  

3 – Patient data as a service - One of the 

blockchain’s healthcare interoperability 
strengths is its ability to replace the concept 

of a PHR in a way that makes patient data 
accessible “as a service.”  

4 – Improving health IT application 

deployment - A blockchain network may 
include identity schemes, data storage, and 

smart contract applications that execute 
against shared data infrastructure.  

5 – New access points to healthcare data - 

The use of a blockchain with patient devices, 
such as wearables and remote monitoring 

devices, provides a further view into the 
patient ledger, with patient devices able to 

communicate with blockchain-based ledgers 
to update or validate smart contracts. This 
use case has been demonstrated in research 
settings using blockchain technologies 
available in the market.15  

6 – Connecting traditional databases in a 

blockchain environment - One challenge 
involves guaranteeing that gaining access to 
traditional databases will not enable 
unauthorized users to read patient data. 
Controlling data access via the blockchain 
will require the development of new 
techniques to tie the data on the blockchain 
with the data on a traditional database. For 
example, traditional databases should store 
information so that the blockchain offers 

users the only way to “decrypt” content – 

15 Accenture Technology Labs demonstration; U.S. 

Patent Application "Distributed Healthcare Records 
Management" (fi l ing date Apr. 13, 2016) 
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such an approach affirms that patients can 

control their own data. 

ONC’s role: support, track and highlight 
demonstration opportunities 

To stay ahead of this disruption, the ONC 
should support, track and highlight 

demonstration projects for the application 
of blockchain platforms in the above three 

areas. The goal is to encourage private 
sector innovation and to inform future policy 
using the insights captured from the 
demonstrations.  

Suggested ONC actions over the next 12 to 

36 months include:  

 ONC environmental scans and 
industry outreach - investigate the 

current state of blockchain 
capabilities and uses, including in 

the financial sector; conduct 
outreach to organizations using 

blockchain and other relevant 
technologies, and synthesize 

findings into an environmental scan 

 ONC white paper - synthesize 
findings from the ONC Blockchain 
Challenge, industry outreach, and 

additional research into a white 
paper that outlines the potential 
applications and benefits of 
blockchain technology in healthcare, 
discusses relevant health IT 
standards, and identifies challenges 

that may prevent industry adoption 

of the blockchain approach  

 ONC blockchain workshop - evolve 
ONC blockchain workshops to a 

private/public conference modeled 
on Healthdatapaloza16  

 ONC’s Federal Advisory Committees 
- convene a public hearing to gather 

input on the benefits and challenges 
of the blockchain approach, discuss 

                                                                 
16 NOTE:  This paper is part of an ONC Blockchain 
work-shop scheduled in September 2016 

industry implications of blockchain 

use, address standards gaps, and 
provide guidance on policy 

considerations 
 ONC demonstrations – fund 

demonstration projects in 
collaboration with industry on the 

application of blockchain technology. 

The industry has a rich selection of possible 
demonstration projects from which to 

choose. For example, individual use cases 
from various service providers already 

support many of the recommendations laid 
out in this paper.  

By using a broader identity management 

framework and leveraging smart contracts 
applied via a distributed ledger, operators  

can create a public encrypted ledger that 
gathers all of the medical records of users 

within a blockchain network. Any medical 
document would be accessible only by the 

parties that require access to information 
related to the medical act including patients, 

healthcare providers, and payers.  

Accenture Technology Labs have 
demonstrated this approach in a research 

environment using blockchain 
technologies.17 

Conclusion 

Blockchain has the potential to significantly 
advance healthcare information sharing and 
support the delivery of improved patient 
outcomes. The creation of secured, trusted, 
portable healthcare records that have a high 
degree of integrity and fidelity, and can be 
trusted across the healthcare continuum, is 

foundational to this progress. 

This paper has explored how integrating 
current health IT investments with a 
permissioned blockchain distributed ledger 

17 Ibid. 
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technology (DLT) environment aligns with 

the ONC’s roadmap for change.  

In addition, the blockchain provides a route 
to address some of the interoperability 
issues that have long vexed the healthcare 
industry, notably the need to connect 
disparate patient identities and to store 
clinically meaningful consent information. 

The Office of the National Coordinator is in a 
powerful position to advance and manage 
these developments as outlined in this white 
paper, benefitting the entire healthcare 
community here in the United States of 
America, and leading the world in 
interoperability supported healthcare 

advances. Based on our experience, the 
application of blockchain technology can 

move the needle on interoperability 
adoption in the United States if it targets and 

aligns to existing healthcare stakeholder 
interests. 

Each of the three use cases identified in this 

paper are situations where we believe 
blockchain technology could significantly 

help in solving intractable issues that have 
had a prolonged negative impact on the 
healthcare industry.  

From our perspective, blockchain offers a 
way for providers to improve their ability to 

understand their patients, thus creating a 

broader level of trust in the sharing of 
medical information, and a consistent view 
of identity. 

Blockchain is an additive technology, 

building on top of existing investments, that 

we believe the industry needs in order to 

address the immediate and longer-term 
needs that ONC has identified in its 

Interoperability Roadmap. The technology 
development and research we have 

conducted to date demonstrates that, while 
the blockchain has many obstacles to 

overcome, it will have a positive impact in 
solving healthcare industry challenges.   

We enthusiastically support blockchain 

technology as part of the vision where: 

 Patients realize value from their 
healthcare data and share it securely 
as part of an ever-learning healthcare 
system; and 

 Providers leverage patient data to 
improve health and wellness for their 

patients with improved clinical and 
financial outcomes  

Accenture continues to explore and invest in 
technologies to benefit patients, providers  
and all healthcare actors. Consequently, 
Blockchain technology is a focal point for our 
practice, and we continue to invest in and 
lead industry thinking. 
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i The Estonian eHealth Authority is the commonly cited example of a real world application of blockchain 

technology in healthcare. The Estonian eHealth Authority is collaborating with Guardtime, a cyber-security 
provider that uses blockchain systems to ensure the integrity of data, to secure the over one mill ion healthcare 
records of its citizens. Source: http://www.coindesk.com/blockchain-startup-aims-to-secure-1-million-estonian-
health-records/. 
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Additional real world examples of the application of blockchain in healthcare are taking place in research and 
development functions. Some examples include: 
 

 Philips Healthcare Launches Blockchain Lab to Explore Applications in Health 

http://www.coindesk.com/philips -health-care-launches-blockchain-lab/  
 MIT Media Lab MedRec Project https://medium.com/mit-media-lab-digital-currency-initiative/medrec-

electronic-medical-records-on-the-blockchain-c2d7e1bc7d09#.8skj2962p 

 Accenture Technology Labs Blockchain for Healthcare Demonstrations which explore new opportunities 

around Blockchain and Healthcare to enable Health and Medical Data to be shared anonymously across 
multiple actors 
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Abstract 

The healthcare industry suffers from an inability to clearly communicate costs in a timely and 
easy-to-understand format. This problem is a symptom of interoperability issues and complex 
agreements between providers, patients, health plans/payers and government regulators. These 

agreements are encoded in legal language with the intent of being defensible in court. However, 
the focus on legal enforceability, instead of understandability, creates problems resulting in 

hundreds of billions of dollars spent annually to administer an inefficient, outdated and complex 
process for adjudicating and paying health plan claims. The process results in errors and often 
leaves the patient unclear on how much they need to pay. If these agreements were instead 

translated into computer code (smart contracts) leveraging Blockchain technologies, the claim 
process would not only be interoperable, but also drive standardization, research and innovation. 

Transparency and trust can be injected into the process when both the logic and the data driving 
these decisions is stored permanently and made available to all stakeholders through a peer-to-
peer distributed database like blockchain. The result will be a paradigm shift toward 

interoperability and transparency, enhancing the speed and accuracy of cost reporting to patients. 
This paper discusses how smart contracts, blockchain and other technologies can be combined 

into a platform that enables drastic improvements to the healthcare experience for all 
stakeholders. 
 

DISCLAIMER: The opinions and views expressed in this report are those of the author. They do 
not necessarily reflect the views of Humana, or any other affiliated organization. 

Background 

The Claims Process 
The key financial mechanism for the healthcare 

system is the health plan claim. The claim process 
starts with the patient, who is required by law to 

possess medical coverage backed by a health plan. 
When a patient needs services from a provider 
(physician, hospital, pharmacy or nursing home), 

that provider utilizes the health plan as an 
intermediary to determine service fees, including 

member cost share and health plan cost share. In 
order to determine these cost shares, the health plan 
must first validate services received from the 

provider against the agreement they share, as well as 
any applicable regulatory requirements for that 

interaction.  

The health plan will then communicate the results to 
the patient and provider, taking into account various historical data points (deductible, out of 

Figure 1. Claims Drive the Health Care System 
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pocket maximum, etc.) that may factor into those agreements. Even with this simplistic 
explanation of the claims process, one can begin to understand its complexity. As shown below, 
the viewpoint of each stakeholder is critical to visualizing the entire process, along with the 

pervasiveness of the existing issues.   

The Provider Lens 
Providers negotiate complex agreements (e.g. fee-for-service, pay for performance and 
capitation) with health plans to be considered “in-network” providers and create demand for the 

services they offer. The drafting and negotiation of these agreements adds significant overhead to 
the provider’s administration cost. One large part of this administration cost is associated to 
Billing and Insurance Related (BIR) activities including: “contracting with insurers and 

subcontracted providers; maintaining benefits databases; determining patient insurance and 
cost sharing; collecting copayments, formulary, and prior authorization; coding of services 
delivered; checking and submitting claims; receiving and depositing payments; appealing 

denials and underpayments; collecting from patients; negotiating end-of-year resolution of 
unsettled claims; and paying subcontracted providers.” (Medicine and Yong PL). BIR costs are 

projected to reach $315 billion dollars by 2018, up over 100% from 2007. “The complexity 
required to navigate these processes total up to 3.8 hours for the average American physician a 
week—the equivalent of more than 3 workweeks a year—on interactions with payers” (Medicine 

and Yong PL). As can be seen in figure 2, BIR cost is estimated to be $254 billion across all 
providers, adding enormous strain to the overall system. Inefficiencies born out of these 

activities result in painful waves felt across the entire healthcare system. 

 
  

The Patient Lens 
As of 2014, the Affordable Care Act (ACA) mandates that all individuals have health insurance. 

For the scope of this whitepaper, it is assumed that patients have some agreement with a health 
plan and that they maintain essential coverage. Patients depend on the health plan to clearly 
communicate the terms of their agreement. For a number of reasons, the specifics of that 

agreement are typically not well understood by the patient. “In particular, the complexity of 
medical billing and the third-party reimbursement processes faced by most patients and their 

families is a potential source of confusion or misunderstanding between patient, medical 
provider, and insurer. That complexity could lead some consumers to be unaware of when, to 
whom, or for what amount they owe a medical bill or even whether payment was the 

responsibility of the consumer rather than an insurance company” (DiJulio, Firth and Brodie). 

70 

67 

97 

BIR in Billons 

Physicians

Hospitals

Others (Nursing Homes,
Pharmacies, etc.)

Figure 2. Estimated BIR Costs for Providers 

#3 - Kyle Culver (Humana architect) - Claims



Blockchain Technologies: A whitepaper discussing how the claims process can be improved   
 

Kyle Culver   3 

 
Per a recent Kaiser study, one of the top healthcare priorities for the President and Congress is 
“making information about the price of doctors’ visits, tests, and procedures more available to 

patients,” with 56% of respondents voicing concern over lacking information (DiJulio, Firth and 
Brodie). Although the majority of patients reportedly want to discuss out-of-pocket costs during 

the medical visit, neither the provider nor the patient have the tools available to efficiently drive 
that conversation (Hunter, Zhang and Hesson). Patients are asked to shoulder the time-
consuming and error-prone process of reconciling cost information they receive from the 

provider and the health plan.  
 

The patient is also a victim of the glacial speed at which claims move through the existing 
processes; electronic claims take an average of seven to fourteen days and paper claims range 
between four and eight weeks (Benton). This lack of responsiveness by the overall system 

contributes to a patient experience rife with mistrust, frustration and resignation. A number of 
factors that contribute to unpleasant patient experiences in the healthcare system, and one proven 

way to push resolution is by incentivizing each stakeholder to improve their contribution to the 
overall process. 

The Health Plan/Payer Lens 
The general public expects the health plan to be an effective intermediary in the claims process, 
and when they experience frustration resulting from the current arduous process, all eyes 

seemingly focus in that direction. In order to be viable and competitive, health plans have had to 
expend significant resources to adapt to the many recent changes in the legislative landscape. 
The changes driven by the Health Insurance Accountability and Portability Act (HIPAA) and 

ACA, for example, have resulted in additional complexity in both the patient’s insurance 
coverage, and within provider agreements. Meeting the requirements of these legislative 

developments can make it difficult for health plans to embrace and take full of advantage of new 
technologies that have the potential to improve the claims process issues at hand. As set out in 
figure 3, private insurers account for almost half of all BIR costs totaling 198 billion (Medicine 

and Yong PL). 

 

Figure 3. BIR Overview 

#3 - Kyle Culver (Humana architect) - Claims

Henry
Highlight

Henry
Highlight



Blockchain Technologies: A whitepaper discussing how the claims process can be improved   
 

Kyle Culver   4 

Government Regulators Lens 
Due to the requirements of government-sponsored initiatives like Medicare, Medicaid and ACA, 
regulations must be enforced. Auditing claims data is a key part of that process. Calculating 

Medical Loss Ratio (MLR) is one regulation that requires health plans to "spend 80 to 85 percent 
of premium dollars on medical care and health care quality improvement, rather than on 
administrative costs" (Centers for Medicare & Medicaid Services).  Collecting information to 

audit MLR and improper payments for subsidized programs creates substantial overhead for both 
providers and health plans. The health plan must produce the requested information for auditors 

to evaluate. Clearly, regulation is needed. The Health Care Fraud and Abuse Control Program, 
for example, has returned over $29.4 billion to Medicare over the past decade (Coalition Against 
Insurance Fraud). However, the auditing process is inefficient, exacerbated by barriers to sharing 

claims information with regulators in near real-time and in a centralized location.  

Blockchain 

Blockchain (with the capital B) is a term used today to reference a collection of technologies. 

The name comes from the distributed database (blockchain with a lowercase b) it utilizes, which 
implements a chain of transaction blocks or a "block chain" to store information. This chain of 
information is then replicated across a collection of computers connected as a peer-to-peer 

network. Every computer participating in the peer-to-peer network is referred to as a node. 
Public key cryptography allows for the nodes to interact anonymously and securely on the 

network.  In order for a node to add a transaction to the blockchain, a consensus of the networked 
nodes is required to determine where the transaction should appear, and this consensus occurs 
when majority of the nodes agree on the next "block" of transactions to add to the chain. There 

are multiple ways to approach collecting consensus across the network; the most popular 
include proof of stake (PoS) and proof of work(PoW) algorithms to ensure the integrity of 

network. Because consensus is needed to add information and every node has a copy of the data, 
which is "chained together" over time, the integrity of the data is relational to the number of 
nodes in agreement (Zaninotto). 
  

The most successful implementation of Blockchain technology to date is Bitcoin. Over the past 
seven years Bitcoin has validated the technology can securely support real world use cases 
including transferring digital assets—payment for something, in the case of Bitcoin—without an 

intermediary.  

Proposed Solution 

Overview 
The solution is a platform engineered to leverage both Blockchain technologies and Fast 
Healthcare Interoperability Resources (FHIR) compliant APIs to increase efficiencies, enable 
near real-time claim adjudication, transparent agreements between stakeholders and decreased 

fraud. FHIR was created as an industry standard to format data thereby reducing integration 
complexity. A key aspect of the solution, due to the cost of adding data to the blockchain, is 

limiting that data to only what is needed for the smart contracts to execute. Additional details 
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would be formatted to comply with the FHIR standards and stored as a reference URL associated 
to applicable transaction in the blockchain.   
 

Considering the technical immaturity of Blockchain technologies and the fact that healthcare 
data is extremely sensitive, the blockchain must be limited to a consortium. A consortium will 

also allow for the platform to reduce risk while maturing iteratively toward the goal of securely 
and openly supporting all claims in a public and transparent implementation. Smart Contracts 
can be developed to support provider and health plan agreements, as well as agreements between 

patient and health plan. Once these contracts are validated, they can be standardized and reused 
across the industry, providing a significant decrease in overhead.  

 
Due to Blockchain’s proven strengths in managing digital assets and the significant impacts of 
health care costs, improving efficiencies in BIR activities was prioritized as the first leap 

forward. The clinical care details associated to each claim could be stored as a reference URL on 
the blockchain but made available through FHIR compliant APIs. Storing a link to the clinical 

information in blockchain, instead of the actual clinical details minimizes the amount of data 
shared by the nodes while still enabling interoperability and playing to Blockchain’s proven 
strengths.         

Foundational Components 

Smart Contracts 
Smart contracts allow logic to be executed by nodes on the Blockchain. In the proposed solution, 

the smart contracts would need to contain the logic necessary to automate the provider and health 
plan agreements as well as the member and health plan agreements. Due to the complexity of 
some cases, multi-step and potentially long running contracts will be needed to cover all 

scenarios. The majority of transactions would not fall into this category, but the proposed 
platform would provide the capabilities to integrate multi-step contracts with health plan or 

provider systems. Once the contracts have been deployed to the Blockchain, they are executable, 
so agreements will be fully transparent to the consortium. Transparency of the agreement will 
equip stakeholders to have conversations informed by accurate accumulation data, the patient’s 

agreement with the health plan and the provider’s agreement with the health plan. The 
blockchain would provide the applicable patient accumulations, i.e., out of pocket cost paid by 

the patient categorized into groups like deductible, in or out of network and the various 
medication related services.  
 

Security 
Securing this solution to share claim information between organizations in the consortium is 
worth the investment and risk due to potential benefits provided by Blockchain. There are two 
processes needed to secure the data and ensure privacy. The first is a cryptographic one-way 

hash process to "tokenize" the patient, provider and health plan identities.  "The cryptographic 
one-way hash is deterministic, meaning that it produces the same output (digest) given the 

EXACT same inputs every time regardless of circumstance. Any slight change in the inputs 
results in a dramatically different output. Anyone can check your token for validity – even on a 
different computer at a different time – by prompting you for your inputs and validating the 

resulting hash against the one you established originally. If any of those inputs are not the 
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same…the hash will not match, proving that it is not you or the object in question. These hash 
algorithms are carefully designed to be one way – making it impossible to determine the original 
inputs from the output (digest) alone. (Gray)". An example of the patient inputs would be 

"Health Plan Company Identifier + Member Id + DOB + First Name + Last Name". Tokenizing 
these properties would allow for patients to be uniquely identified by the health plan and 

provider. Using this design a patient's token would change as the health plan information 
changed so one user is not tightly coupled to the same token. Loose coupling reduces the impact 
of a security breach because a compromised token would be limited to a specific time range. 

Providers and health plans could agree to the properties they each use for tokenizing during the 
contract negotiations but they would need to account for all the information to identify the 

provider (e.g. facility, organization, etc.) and health plan. 

Patient

Provider

Cryptographic
One-way

Hash

Health Plan Identifier +
Member Id +

DOB +
Name

Name
Facility Address

Organization
National Provider Id (NPI)

Secure Identity 
(Tokens/Digests)

0x5s4323e2fe3403…
0xa0532e954f232e…
0xd874430eb5c648...

Cryptographic
One-way

Hash

Blockchain Data
Claim:
{

Id: b7360523754c4740882,

patient: 0x5s4323e2fe3403…,
provider: 0xa0532e954f232e…,
healthPlan: 0xd874430eb5c648…,
type: 2345
service: 65789
serviceDateGmtEpoch: 1470074743,
quantity: 2
unitPriceCents: 15000
netCents: 30000
FHIR_Claim_Uri: “api.humana.com/
claim/b7360523754c4740882"

}Health Plan

Name
Facility Address

Organization

Cryptographic
One-way

Hash

Tokenization Example for Illustrative Purposes

 
  

Figure 4.One-way Cryptographic hash 
  

Once the identifying information has been tokenized the remaining information needed to 

execute the smart contract can be stored in plain text. The data stored in plain text would be the 
minimum amount of information needed to successfully adjudicate the claim and a URL to fetch 
additional details. These details would be made available by the health plan API as a FHIR 

resource. Sharing this information across the consortium would allow for an unprecedented level 
of transparency but would also create a need for a blockchain “salt” process. That is because, 

even with the patient’s identity being obfuscated by the token, there could theoretically be some 
scenarios in which privacy could not be fully guaranteed. Although these scenarios occur with 
little frequency, privacy can be addressed by creating fictional records (salts) along with 

legitimate ones. The process around adding salts would be driven by both regulators and health 
plans to ensure that the blockchain had enough data (real and fictional) to ensure privacy. 

Statistics associated with the salts over a large period of time could be provided to researchers 
who would then be able to look at the "unsalted" data in aggregate for research 
purposes. Combing the process of tokenization of identities with blockchain salting will secure 

the data stored at rest in the blockchain. 
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Solution Architecture 
Three stakeholder groups— 
provider, health plans and 

government—will form the 
consortium to enable this 
solution. Health plans will own 

the majority of the processing 
that will enable the providers to 

submit claims and provide other 
stakeholders, including the 
patient, all applicable 

information. Salting the 
blockchain will also be a 

responsibility of the health plan, 
since they will have visibility to 
the existing dataset as claims 

come in. This salting 
functionality should also be 

opened up as an API so the 
government can add salts, should 
gaps be identified in the auditing 

process. 
 
Health plans will need to store all applicable accumulation data on the blockchain, even if the 
claim is delivered over an existing channel (paper, fax, existing APIs). The provider will have 

the ability to interface directly with the Blockchain to execute the agreed upon contracts or view 
applicable data. Any stakeholder should have the ability to onboard a vendor to enable 

innovation, research and flexibility while adhering to agreed-upon governance, open and 
transparent standards. These vendor or third party nodes are represented in black text and outside 
of the three main stakeholder circles in Figure 5.  

Enrollment Flow 
Each enroll and dis-enroll should be posted to the blockchain via the execution of a smart 

contract. After executing the smart contact, a minimum set of enrollment data including consent, 
product identifier and coverage dates, would be available on the blockchain. This functionality 
would potentially replace the HIPAA Eligibility Transaction System (HETS) that facilitates this 

type of request for information. Making enrollment data available would allow for provider 
systems to validate the smart contracts associated to a patient, so a discussion on cost could 

occur at any time. Utilizing the blockchain as a near real-time source for patient enrollment 
information would allow provider systems to streamline the patient intake processes, and open 
up the potential for health plan integration via FHIR resources to make the process significantly 

less intensive than the existing paper process. Providing government regulators with this 
enrollment information in near real-time would allow for more precise reporting, auditing and 

stakeholder messaging. Depending on the attributes chosen for patient tokens, the government 
could potentially audit to determine who is covered, and drive focused messaging to non-covered 
individuals.  

Figure 5. Solution Architecture 
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Claims Flow 
Claims payment and 
adjudication have the 

potential to be a very 
complex process, involving 
significant overhead and 

manual processes to validate 
the exhaustive agreed upon 

terms are adhered to by all 
stakeholders. The vast 
majority of claims are not 

complex and can be 
processed with relatively 

simple logic in a completely 
automated process. A 
completely automated 

process is feasible 
leveraging smart contracts 

on Blockchain technologies. Once 
a claim has been successfully adjudicated, additional data could be made available as a FHIR 
resource via the health plan. Existing messaging processes could be leveraged to notify the 

patient of account balances or provide an explanation of benefits associated with the claim. 
 

In order to support claims that are too complex to be handled in an automated Blockchain 
process, long running multipart smart contracts that utilize manual checkpoints will be needed. 
Once the claim has been processed, or is in a state that requires attention, a messaging process 

will ensure each participant knows both the steps needed and the tasks in the queue. These 
queued tasks should be monitored, and stakeholders who expedite the claims process should be 

incentivized so current tendencies do not hinder the future state. With soaring healthcare costs in 
the United States, reducing administrative costs through the strengths of Blockchain technology 
provides value to all stakeholders. 

 
Smart contracts are flexible and provide the mechanism for drastic reduction of administrative 

overhead across the healthcare industry. Once smart contracts can allow for near real-time 
adjudicating of the majority of claims, overhead will decrease for all stakeholders. In addition, 
patient outcomes should be positively impacted as resources can be reallocated from 

administration to care management. As stated earlier, health plans will need to facilitate the 
blockchain integration for providers so that every claim is persisted to the blockchain. This will 

enable all claims to be available on the blockchain, even if the provider has not integrated. 
Having all claims data available and processed in near real-time will allow for regulation and 
reporting that was not previously feasible. This will also enable provider/patient agreements that 

result in smart contracts to manage payment schedules and withdrawals from Flexible Spending 
Accounts (FSAs), Health Savings Accounts (HSAs) or other guaranteed/credited accounts. 

Enabling this type of guaranteed funding would allow the provider to accept payment schedules 
or incentivize by providing discounts for upfront or guaranteed payments. 
 

Figure 6. Example Flow 
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Solution Benefits 

The proposed solution has two main goals: (1) enable the provider and patient to have a 
conversation around out of pocket cost, and (2) drastically reduce the billing- and insurance-

related administrative costs. Focusing first on the value of the interoperability efforts, as outlined 
in the nationwide interoperability roadmap (Office of the National Coordinator for Health 
Information Technology), we must prioritize decreasing the excessive administrative costs over 

other Blockchain concepts. The ability to remove intermediaries from a process is the capability 
that sets Blockchain apart from other technologies. This capability will allow the solution to 

facilitate real-time claims adjudication by replacing the health plan intermediation with 
transparent Blockchain technologies. Incorporating one-way cryptographic hashes and 
blockchain salts will provide the foundation to protect privacy and security across all aspects of 

interoperability. Even with these security measures in place, the performance of claims 
processing using Blockchain would still be measured in seconds, whereas now it is measured in 

days.  
 
Bitcoin has proven Blockchain can be trusted to securely transfer digital assets in a completely 

open and transparent implementation. Targeting claims processing as the first Blockchain goal 
for health IT will allow the industry to mitigate risk by maximizing the parallels between these 

financial transaction processes. The focus of the health plans in the transactional claims process 
would shift from acting as an intermediary to publishing the smart contracts (agreements with the 
provider and patient) and applicable data (accumulations, product details, etc.) to the blockchain. 

Health IT interoperability takes a significant step forward when smart contracts and data are 
available on a consortium-accessible blockchain. Integrated solutions could maintain modularity 

since the blockchain would allow for shared storage, lower the barrier of entry and enable 
unprecedented innovation. Scalability and resiliency would also not be a concern due the 
architecture of the Blockchain solution, given enough nodes are participating in the consortium’s 

transaction processing. To incentivize transaction processing (mining), the solution would 
require a small transaction fee paid to the node for processing a block of transactions. This fee 

could be a fraction of existing fees, and still offset the overhead of processing the block of 
transactions. 
 

To mitigate risk the solution must take iterative steps toward processing all claims. The proposed 
solution would first operate in parallel with existing Health Information Exchange (HIE) 

components. After validation and roll out, existing HIE components would migrate to the 
consortium blockchain instead of the existing fragmented data sources to maximize current 
investments. The cost to implement this solution is hard to estimate with confidence due to the 

immaturity of the technology, but estimate a cost in millions, compared to potential benefits that 
would be measured in billions. 

 
In addition to BIR cost reduction, the blockchain data would create a foundation for solutions 
that enable both the patient and provider to have a conversation about the patient’s projected out-

of-pocket costs. This dialog would be based on near real-time data, so changes to accumulations 
or benefits would be reflected seconds after any change. If a pending change was waiting on a 

long running contract, those details would also be made available to inform the discussion. These 
conversations are crucial to ensure both patient and provider are making informed choices about 
care.  

#3 - Kyle Culver (Humana architect) - Claims
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Benefits from the Stakeholder Viewpoint 
Translating agreements between stakeholders into smart contracts replaces ambiguity with 
clarity, driving down administrative cost and processing time across the healthcare industry. The 

blockchain data and referenced FHIR complaint details will allow this proposed solution to 
power future innovations that equip providers to level set expectations for out of pocket costs 
and view clinical information associated to services previously rendered. Patients will be better 

informed of projected costs and experience the benefit of providers utilizing historical clinical 
service information. Health plans have the potential to drive down costs across the industry by 

shifting processes to use a more open, efficient and transparent Blockchain solution. This 
openness will empower the government to perform near real-time auditing and fraud prevention 
without the current overhead of collecting, aggregating and sharing information.  

Conclusion 

The rising cost of healthcare in the United States is an issue of critical importance to our society. 
Blockchain has the potential to drastically reduce these costs by enabling a platform though 

which a consortium would share information and execute smart contracts. This platform would 
drive standardization, interoperability, research and innovation, as data is made available and 
stakeholders become more informed. As the banking industry collaborates in R3 CEV, so too 

should the healthcare industry work together on developing the use of Blockchain for a more 
efficient claims platform. The benefits of securely sharing information and translating 

agreements to smart contracts are too large to be ignored. Blockchain is not a silver bullet, and 
the effort to change existing processes will require hard work, but the tools are now available to 
start that journey. 
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I. Blockchain—A New Model for Health Information Exchanges 
 

 A blockchain powered health information exchange could unlock the true value of interoperability. 

Blockchain-based systems have the potential to reduce or eliminate the friction and costs of current 

intermediaries. Particularly compelling use cases for blockchain technology include the Precision Medicine 

Initiative, Patient Care and Outcomes Research (PCOR), and the Nationwide Interoperability Roadmap. For 

these and other high-potential areas, determining the viability of the business case for blockchain is paramount 

to realize the benefits of improved data integrity, decentralization and disintermediation of trust, and reduced 

transaction costs. 

 The exchange of Personal Health Records and Health Information Exchange (HIE) data via the 

Integrating the Health care Enterprise (IHE) protocol is an important part of addressing the challenges of system 

interoperability and accessibility of medical records. The strategy outlined to date provides the technical 

requirements and specific incentives for health systems to meet the Meaningful Use interoperability standards 

necessary to support the envisioned National Health Information Network, buttressed by a network of HIEs 

operating on a broad scale. That unrealized scale, driven in large part by insufficient incentives outside of 

compliance, threatens the viability of HIEs and merits exploration of new models. It may be possible that new 

value based models embedded in MACRA will be sufficient to make the market model work, but HIEs have 

been seeking alternative business models. Meanwhile the health systems that see true benefits from establishing 

a clinically integrated network in order to engage in risk-based contracts focus on private exchanges and are 

looking for low cost solutions that enable secure integration and support the assembly of virtual health systems 

that move beyond organizational boundaries.  

While blockchain technology is not a panacea for data standardization or system integration challenges, 

it does offer a promising new distributed framework to amplify and support integration of health care 

information across a range of uses and stakeholders. It addresses several existing pain points and enables a 

system that is more efficient, disintermediated, and secure.   
 

 HIE Pain Points Blockchain Opportunities  

 Establishing a Trust Network depends on the HIE as 

an intermediary to establish point-to-point sharing and 

“book-keeping” of what data was exchanged.   

Disintermediation of Trust likely would not require an HIE 

operator because all participants would have access to the 

distributed ledger to maintain a secure exchange without 

complex brokered trust. 

 Cost Per Transaction, given low transaction 

volumes, reduces the business case for central systems 

or new edge networks for participating groups.   

Reduced Transaction Costs due to disintermediation, as well 

as near-real time processing, would make the system more 

efficient.  

 Master Patient Index (MPI) challenges arise from 

the need to synchronize multiple patient identifiers 

between systems while securing patient privacy.  

Distributed framework for patient digital identities, which 

uses private and public identifiers secured through 

cryptography, creates a singular, more secure method of 

protecting patient identity.   

 Varying Data Standards reduce interoperability 

because records are not compatible between systems.  

Shared data enables near real-time updates across the network 

to all parties.  

 Limited Access to Population Health Data, as HIE 

is one of the few sources of integrated records. 

Distributed, secure access to patient longitudinal health data 

across the distributed ledger.  

 Inconsistent Rules and Permissions inhibit the right 

health organization from accessing the right patient 

data at the right time.    

Smart Contracts create a consistent, rule-based method for 

accessing patient data that can be permissioned to selected 

health organizations.    
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II. What is Blockchain? 
 

 At its core, blockchain is a distributed system recording and storing transaction records. More 

specifically, blockchain is a shared, immutable record of peer-to-peer transactions built from linked transaction 

blocks and stored in a digital ledger. Blockchain relies on established cryptographic techniques to allow each 

participant in a network to interact (e.g. store, exchange, and view information), without preexisting trust 

between the parties. In a blockchain system, there is no central authority; instead, transaction records are stored 

and distributed across all network participants. Interactions with the blockchain become known to all 

participants and require verification by the network before information is added, enabling trustless collaboration 

between network participants while recording an immutable audit trail of all interactions.  

Deloitte’s blockchain framework
1
 serves as a simple guide for organizations interested in utilizing 

blockchain technology. It can help guide decision making by answering four key questions: When should 

organizations initiate blockchain pilots? How should they design the use cases? When should they strengthen 

the system through smart contracts? Should they implement a permissioned, permissionless, or consortium 

blockchains? For organizations new to the technology, the guided, four-step process simplifies a complex, 

rapidly evolving field into a series of discrete decisions.  

                                                           
 
1
 Deloitte Consulting LLP analysis.  

Figure 1: Deloitte Blockchain Decision Framework 
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Before leaders INITIATE blockchain projects, they should consider whether the technology is suitable 

to the organization’s needs. Not all problems require a blockchain solution. Blockchain truly shines when four 

conditions have been met: (1) multiple parties generate transactions that change information in a shared 

repository, (2) parties need to trust that the transactions are valid
2
, (3) intermediaries are inefficient or not 

trusted as arbiters of truth, and (4) enhanced security is needed to ensure integrity of the system.  

For health care organizations that have decided to initiate blockchain projects, the next step is to 

DESIGN THE USE CASES. There are two primary use cases to consider: (1) verify and authenticate 

information, or (2) transfer value. 

 In the first use, organizations may consider blockchain technology to verify a patient’s digital identity, 

genetics data, or prescriptions history. Prescrypt, a proof-of-concept developed by Deloitte Netherlands, in 

collaboration with SNS Bank and Radboud,
3
 gives patients complete ownership of their medical records, 

allowing them to grant and revoke provider access to their data. Providers, in turn, can issue prescriptions on the 

blockchain. In the second application, organizations can use the technology to transfer value, such as 

cryptocurrencies or intellectual property rights. Deloitte, in collaboration with Loyyal, developed a prototype 

that incentivizes desired behaviors using gamification and behavioral economics principles. In the future, health 

ecosystems may emerge where providers, plans, or fitness centers co-develop programs to incentivize and 

reward patients for healthy behaviors.    

In the third stage of the blockchain framework decision making process, organizations have an 

opportunity to STRENGTHEN the system through smart contracts that automatically execute when conditions 

are met. This application is increasingly sophisticated, using algorithms to fully customize conditions that 

determine when to exchange value, transfer information, or trigger events. This serves as the foundation for 

more sophisticated applications of blockchain technology in health care, including prior-authorizations and 

auto-claims processing. 

Finally, to IMPLEMENT a blockchain solution, organizations may choose to use a permissionless 

blockchain, such as the Bitcoin blockchain, or a permissioned blockchain that restricts access to a pre-

determined group. Consortia such as R3 in the financial services industry are experimenting with permissioned 

blockchains, and R3 has recently completed a successful transfer of commercial paper between banks.
4
  

Implementation also requires selection of a blockchain protocol – the underlying blockchain technology 

and framework that guides the structure of the blockchain and development of applications. Platforms such as 

Ethereum provide the ability to create decentralized applications built on top of blockchain architecture; it is a 

leading blockchain protocol for both permissioned and permissionless blockchain development.
5
 Additionally, 

Hyperledger is an open source project created by the Linux Foundation seeking to create a platform for 

corporate based blockchain platforms and other standards.
6
 The choice of blockchain protocol is important, 

because it will influence the range of possible applications and the number of users participating on the 

network.  

While blockchain may have significant potential to improve data interoperability, security, and privacy, 

it is important to note the boundaries of the technology. Blockchain is not a substitute for an enterprise database. 

Blockchain powered solutions are not optimized for high volume data that needs absolute privacy and 

instantaneous access within a single organization. Blockchain solutions are designed to record specific 

                                                           
 
2
 If this condition is not met, a shared database may be a more appropriate solution.  

3
 Redman, Jamie. (2016, May 28). Prescrypt Brings Medical Prescriptions to the Blockchain. Retrieved August 3, 2016, from https://news.bitcoin.com/prescrypt-

blockchain-prescriptions/  
4 Higgins, S. (2016, March 3). 40 Banks Trial Commercial Paper Trading in Latest R3 Blockchain Test. Retrieved August 3, 2016, from http://www.coindesk.com/r3-
consortium-banks-blockchain-solutions/ 
5
 Ethereum. Retrieved August 3, 2016, from https://www.ethereum.org/ 

6
 Linux Foundation. What is the Hyperledger Project? Retrieved August 3, 2016, from https://hyperledger.org  
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transactional data events that are meant to be shared across a network of parties where transparency and 

collaboration are mission critical. The Blockchain Framework highlights these preconditions. 

In the health care landscape where the United States Department of Health and Human Services (HHS) 

operates, blockchain technology has transformative potential. Nationwide health information interoperability 

could be realized through a consortium blockchain, which can leverage a leading protocol and create a 

standardized transaction layer for all organizations. Blockchain technology has the potential to advance HHS’s 

strategic goals
7
 and investments to standardize health care information by establishing a transaction layer on 

which all stakeholders can securely collaborate.  

Organizations considering blockchain technology may find the aforementioned framework useful as a 

guidepost and a part of an iterative decision process; however, it is not intended to be an exhaustive, 

prescriptive list. The four steps outlined above are intended as a forcing mechanism to apply disciplined 

consideration of requirements, limitations, and alternatives before launching costly and time consuming 

experiments.  

III. Blockchain as an Enabler of Nationwide Interoperability  
 

The Office of the National Coordinator for Health Information Technology issued a Shared Nationwide 

Interoperability Roadmap, which defines critical Policy and Technical Components needed for nationwide 

interoperability, including (1) Ubiquitous, Secure Network Infrastructure, (2) Verifiable Identity and 

Authentication of All Participants, 

(3) Consistent Representation of 

Authorization to Access Electronic 

Health Information, and several 

other requirements. However, 

current technologies do not fully 

address these requirements, 

because they face limitations 

related to security, privacy, and 

full ecosystem interoperability. 

The current state of health 

care records is disjointed and 

stovepiped due to a lack of 

common architectures and 

standards that would allow the safe 

transfer of sensitive information 

among stakeholders in the system. 

Health care providers track and 

update a patient’s common clinical 

data set each time a medical 

service is provided. This 

information includes standard data, 

such as the patient’s gender and 

date of birth, as well as unique 

information pursuant to the 

specific service provided, such as 

                                                           
 
7
 HHS Strategic Plan: FY 2014 - 2018. (n.d.). Retrieved August 03, 2016, from /about/strategic-plan/ 

Figure 2: Illustrative Healthcare Blockchain Ecosystem  
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the procedure performed, care plan, and other notes. Traditionally, this information is tracked in a database 

within a singular organization or within a defined network of health care stakeholders. This flow of information 

originating from the patient through the health care organization each time a service is performed does not need 

to stop at the individual organizational level. Instead, health care organizations could take one more step and 

direct a standardized set of information present in each patient interaction to a nationwide blockchain 

transaction layer. The surface information on this transaction layer would contain information that is not 

Protected Health Information (PHI) or Personally Identifiable Information (PII); rather, select and non-

personally identifiable   demographics and services rendered information could enable health care organizations 

and research institutions access to an expansive and data-rich information set. Information stored on the 

blockchain could be universally available to a specific individual through the blockchain private key 

mechanisms, enabling patients to share their information with health care organizations much more seamlessly. 

This deployment of a transaction layer on the blockchain can help accomplish ONC HIT’s interoperability goals 

while creating a trustless, and collaborative ecosystem of information sharing to enable new insights to improve 

the efficiency of the nation’s health care system and health of its citizens. 

Toward Blockchain Interoperability 
As a transaction layer, the blockchain can store two types of information: (1) “On-chain” data that is 

directly stored on the blockchain or (2) “Off-chain” data with links stored on the blockchain that act as pointers 

to information stored in separate, traditional databases. Storing medical information directly on the blockchain 

ensures that the information is fully secured by the blockchain’s properties and is immediately viewable to those 

permissioned to access the chain; at the same time, storing large data files slows block processing speeds and 

presents potential challenges to scaling the system. In contrast, encrypted links are minimal in size and are 

activated once a user with the correct private key accesses the block and follows the encrypted link to a separate 

location containing the information. As an example, the blockchain cannot directly store abstract data types 

such as x-ray or MRI images: this type of data would require links to a separate location. Organizations 

considering how data should be stored should therefore carefully evaluate both technical and confidentiality 

constraints.  

 On Chain Data Off Chain Data 

Data Types 

 

 

 Standardized data fields containing summary 

information in text form (e.g. age, gender) 

 Expansive medical details (e.g. notes) and 

abstract data types (e.g. MRI images, human 

genome) 

Pros 

 

 

 Data is immediately visible and ingestible to 

all connected organizations, making 

blockchain the single source of truth 

 Storage of any format and size of data 

Cons 

 

  Constrained in the type and size of data that 

can be stored 

 

 Data is not immediately visible or ingestible, 

requiring access to each health care 

organization’s source system for each record 

 Requires Off-Chain micro-services and 

additional integration layers 

 Potential for information decay on the 

blockchain 

Creating interoperability requires frictionless submission and access to view data.  As such, the 

blockchain could serve as a transaction layer for organizations to submit and share data using one secure 

system. This will be most effective if a specific set of standardized data were to be stored directly on the 

blockchain for immediate, permissioned access, supplemented by off-chain data links when necessary. A 

standardized data set could include information such as demographics (gender, date of birth, other data), 

medical history (immunizations, procedures), and services rendered (vital signs, services performed, and other 
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data). As the field matures, further evaluation and guidance will be needed to determine where and how each 

data type should be stored.   

Once a standardized set of health care information is established, the specific data fields can be created 

in a smart contract to employ rules for processing and storing information on the blockchain, as well as 

stipulating required approvals prior to blockchain storage. Each time a patient interaction occurs, health care 

organizations will pass information to the smart contract – where the parameters of the contract will verify that 

valid information has been submitted. As an example, the smart contract can stipulate that all fields need to be 

provided prior to blockchain storage or that a specific field must contain a particular data type (e.g. numerical) 

to be valid. Once the smart contract validates that the correct data fields have been submitted, it will direct the 

transaction to the blockchain for storage.  

Blockchain Strengthens Data Integrity and Patient Digital Identities  
An interoperable blockchain can strengthen data integrity while better protecting patients’ digital 

identities. In 2015, there were 112 million health care record data breaches due to hacking / IT incidents.
8
 In 

2016, it is estimated that one in three health care recipients will be a victim of a data breach.
9
 The blockchain’s 

inherent properties of cryptographic public/private key access, proof of work, and distributed data create a new 

level of integrity for health care information.  

Each participant connected to the blockchain network has a secret private key and a public key that acts 

as an openly visible identifier. The pair is cryptographically linked such that identification is possible in only 

one direction using the private key. As such, one must have the private key in order to unlock a participant’s 

identity to uncover what information on the blockchain is relevant to their profile. Therefore, the blockchain 

public/private key encryption scheme creates identity permission layers to allow patients to share distinct 

identity attributes with specific health care organizations within the health care ecosystem on as-needed-basis, 

reducing vulnerabilities stemming from storing PII on all sides and allowing for data access time limits to be 

introduced by patients or providers. 

 Furthermore, potential hacking of a single patient’s private key can limit the potential adverse damage, 

as the hacker would need to individually hack every single user to obtain unique private keys to access 

identifiable information of value. In an era of ubiquitous perimeter firewall breaches and ransomware, the 

process of asynchronous encryption protects patient identities moving across or within organizations. 

Additionally, all health care organizations connected to the blockchain can maintain their own updated 

copy of the health care ledger – and as a result - if a historical block were to be adjusted, it would require 51% 

of network participants to approve the change, as every single copy of that blockchain would need to be updated 

to reflect the change. This feature improves security and can help limit the risk of malicious activity, because 

changes are immediately broadcast to the network, and distributed ledgers provide safeguard copies against 

harmful hacks.  

Blockchain Supports Frictionless Connectivity, Supported by Smart Contracts and Consistent Authorization to 

Access Electronic Health Information   
In this interoperable blockchain, smart contracts can be created to serve as the gateway to store 

standardized information, which can be immediately accessible to all organizations permissioned to the 

blockchain. This can be accomplished by creating an application program interface (API) oriented architecture 

to feed the smart contract. The APIs will be published and made available to all participating organizations 

connected to the blockchain – enabling frictionless integration with each organization’s existing systems. When 

                                                           
 
8
 U.S. Department of Health & Human Services - Office for Civil Rights. (n.d.). Retrieved August 03, 2016, from https://ocrportal.hhs.gov/ocr/breach/breach_report.jsf  

9
 IBM 2015 Cost of Data Breach Study. (2015). Retrieved August 03, 2016, from https://securityintelligence.com/cost-of-a-data-breach-2015/  

 

#4 - Deloitte - Opportunities for Health Care



       

7 
 
 

the API is invoked, it will carry the contents of the patient interaction to the smart contract housed on the 

blockchain.  

Querying information from the blockchain can also be done through a series of API calls that each 

connected organization can invoke. By invoking these APIs, organizations can immediately query specific 

blocks on the chain or submit defined query parameters (e.g. patients with ages over 25). The APIs can feed a 

standard portal that all connecting health care organizations access and use for direct integration to their own 

systems. The API oriented structure allows organizations to continue to focus on their internal systems while 

only requiring the redirection of specific data fields. 

Blockchain Enables PCOR and Precision Medicine Insights 
The blockchain transaction layer could enable immediate access to a rich set of standardized, non-

patient identifiable information. As the range of stakeholders in the massive cohort necessary to make progress 

toward precision medicine proliferates, blockchain serves as the integrating factor without assuming storage or 

data standardization responsibility for the diverse range of stakeholders. This information can be made available 

to research institutions and existing government initiatives, and as blockchain executes on top of or within cloud 

environments, can be integrated into the evolving efforts of the Precision Medicine Initiative (PMI). 

Interoperability is one of the keys to unlocking the power of the data inherent in a historically-sized cohort, and 

both the amount of data and the benefits from leveraging it in a timely manner have the potential to be 

exponential. Big Data analytics and cognitive computing/machine learning can be applied to this blockchain 

data set to further analyze the intersection of demographics, genetic markers, and a range of other data.  

PCOR can leverage the standardized data set to shape its Data Access Framework initiative and use the 

information to conduct clinical research, patient safety event reporting and adverse event identification, and 

public health reporting. Additionally, due to the blockchain’s privacy and security properties, PCOR researchers 

and partnering organizations can access a single source of truth of information that maintains integrity of the 

health care information for each patient. 
 

IV. Implementation Challenges and Considerations  
 

Blockchain technology presents numerous opportunities for health care; however, it is not fully mature 

today nor a panacea that can be immediately applied. Several technical, organizational, and behavioral 

economics challenges must be addressed before a health care blockchain can be adopted by organizations 

nationwide.  

Scalability constraints: tradeoffs between transaction volumes and available computing power  
The Blockchain Framework suggests that organizations can roll out permissionless or permissioned 

implementations of blockchain technology. Permissionless blockchains are appealing, because they enable 

broader access, allow for open-permissionless innovation, and tap greater computing power across the network. 

At the same time, existing permissionless blockchains, such as Ethereum or Bitcoin, face transaction volume 

constraints. Today, the Bitcoin blockchain processes approximately seven transactions per second, yet there are 

over 10 million users and 200,000 daily transactions.
10

 Many in the field are calling for the technology to evolve 

to allow faster processing times.   

Permissioned blockchains, for their part, can expedite the transaction processing times, but they may 

face computing power constrains due to reduced participation in the network.  Theoretically, HHS could supply 

the computing power necessary to process all blockchain transactions on one, permissioned network for select 

participants; however, this would result in HHS being the relative owner of the blockchain and could preclude 

                                                           
 
10 Bitcoin - Daily Number of Transactions. (n.d.). Retrieved August 03, 2016, from http://www.coindesk.com/data/bitcoin-daily-transactions/  
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the value of a truly decentralized system. A nationwide blockchain, with a large number of health care 

participants, would make the system not only more interoperable, but it would also make it more secure.  

Data Standardization and Scope  

 In addition to evaluating permissionless and permissioned blockchains, organizations should consider 

what information is stored on or off the blockchain. For health care information stored on the blockchain, the 

most immediate concern is the size of information stored on the blockchain. A free-form submission of data to 

the blockchain, such as doctor notes, could create unnecessarily large transaction sizes that could adversely 

impact the performance of the blockchain. Yet, the blockchain can still be efficiently operable with a specific, 

and confined set of data, such as demographic information, medical history, and codes for services rendered. To 

standardize data stored on the blockchain and to manage performance, organizations should align on a 

framework for defining what data, size, and format that can be submitted. In some cases, technical APIs can 

concatenate & de-concatenate the information stored and broadcasted to condense the data size. Lastly, 

participants can privatize the blockchain to restrict access only to registered and valid organizations.  

Adoption and Incentives for Participation   
Two levels of incentives are necessary for blockchain to succeed. On a technical level, a network of 

interconnected computers (nodes) must be present to supply the computing power necessary to create blocks 

once a transaction is submitted. In a permissionless blockchain, monetary incentives in the form of 

cryptocurrency encourage individuals to lend their computing power to the network. For permissioned 

blockchains, participation could be encouraged through financial incentives or access to blockchain data in 

exchange for processing transactions. 

In addition to incentives for blockchain to work technically, further support may be needed to encourage 

organizations to adopt the technology and participate in a shared network. While some organizationsare already 

testing the technology to verify and track medical records and claims internally, blockchain will be more 

powerful when the number of users on the shared network increases. Programs similar to the Center for 

Medicare and Medicaid Services (CMS)’s Meaningful Use program
11

, which incentivizes providers to switch to 

electronic medical records, could increase adoption and facilitate a nationwide blockchain health exchange.  

Costs of Operating Blockchain Technology  

 While blockchain technology enables faster, near-real time transactions, the cost of operating such a 

system are not yet known. Health and government organizations spend a significant amount of time and money 

setting up and managing traditional information systems and data exchanges; requiring resources to 

continuously troubleshoot issues, update field parameters, perform backup and recovery measures, and extract 

information for reporting purposes. Blockchain’s open-source technology, properties, and distributed nature can 

help reduce the cost of these operations. Once a blockchain and its smart contracts are configured, the 

parameters become absolute, negating the need for frequent updates and troubleshooting. Since blockchain 

records are also immutable and stored across all participating users, recovery contingencies are unnecessary. 

Moreover, blockchain’s transparent information structure could abolish many data exchange integration points 

and time consuming reporting activities.  

At the same time, a blockchain consumes significant computing power to process transactions. The cost 

of computing power is derived from the volume and size of transactions submitted through the network; further 

varying by the type of transactions occurring on the chain (e.g. data storage vs. value exchange). Beyond the 

Bitcoin blockchain, there are scarce blockchains in full production, and as such, it is difficult to forecast the 

possible costs of operating a blockchain at scale within a private enterprise or among a consortium of partners. 

Therefore, to understand the potential costs of a fully scaled blockchain, customized to meet HHS and partner 

                                                           
 
11 Meaningful Use | Introduction. (2016, May 26). Retrieved July 13, 2016, from http://www.cdc.gov/ehrmeaningfuluse/introduction.html 
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needs, targeted experiments and common blockchain guidelines are needed to iteratively test the technology 

with a view to scale.  

Regulatory Considerations 
Health care policy makers should consider deep collaboration with industry in order to understand and 

facilitate growth of the ecosystem within the bounds of the existing regulatory framework and new 

administration policy objectives. Considerations may include the implication of the distributed storage nature of 

the blockchain, who has ownership of records (and when does ownership change?), and how is access granted 

using the blockchain. 

HHS, through HIPAA Privacy Rule, establishes national standards to protect individuals’ medical record 

privacy.  The Rule sets the conditions with which to protect the privacy of personal health information and sets 

limits and conditions on use and disclosures which may be made without patient authorization. Because of these 

conditions, a blockchain solution could address the HIPAA Privacy Rule by separating and encrypting identity, 

PII and PHI into segregated entities that can be accessed through the blockchain based on KSI hierarchies. As 

addressed in the interoperability section, patients can share distinct identity attributes with the health care 

ecosystem on as-needed-basis.  

At the same time, the type of high level demographic information stored on the blockchain requires 

careful consideration; a combination of this demographic information paired with location data, could in theory 

allow for the triangulation of a specific individual. As an example, the potential to identify an individual with a 

rare health condition may be greater in a rural area as compared with a densely populated urban center. These 

concerns may be partially mediated through a permissioned blockchain. Nonetheless, as blockchain experiments 

advance, the questions will need to be carefully considered. 

 

V. Shaping the Blockchain Future  
 

Blockchain technology creates unique opportunities to reduce complexity, enable trustless collaboration, 

and create secure and immutable information. HHS is right to track this rapidly evolving field to identify trends 

and sense areas where government support may be needed for the technology to realize its full potential in 

health care. To shape blockchain’s future, HHS should consider mapping and convening the blockchain 

ecosystem, establishing a blockchain framework to coordinate early-adopters, and supporting a consortium for 

dialogue and discovery. 

Map and Convene the Ecosystem  
Blockchain technology is evolving rapidly, and new developments emerge weekly. As the technology 

advances and new applications become possible, the Office of the National Coordinator can play a valuable role 

in convening stakeholders from health care providers, plans, startups, and academics to discuss progress, share 

lessons learned, and identify unanswered questions. To that end, HHS could develop a sensing mechanism to 

track promising new startups and establish a forum for connecting them to more established organizations to 

undertake experiments.  

Establish a Consortium to Experiment 
HHS has an opportunity to support a health care consortium to test blockchain technology. As 

blockchain matures in health care, the financial services industry could offer valuable lessons learned. R3 CEV 

is a consortium comprised of financial services industry veterans, technologists, and over 40 financial 

institutions. A similar consortium could support the exchange of electronic medical records in early blockchain 

trials. HHS could play a vital role in forming and convening select players for experimentation.  

Design and Execute Experiments 
Blockchain experiments could help HHS to determine what the technology can readily accomplish. The 

experiment design should look to addressing holistic work stream problem sets with transactions crossing 
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multiple parties from creation to archival storage. Creating the experiment early and following it through 

complete transaction cycles can help developers and policy makers to address friction points and identify areas 

of advantage prior to nationwide implementation.   

Consider the Investment  
The investment into blockchain technology is growing in industry and the major consortium R3 recently 

requested $200M in funding to pay for the blockchain enterprise experiments. The level of investment is fairly 

low if the estimated annual savings of $20B becomes a reality.
12

 The potential efficiencies, cost savings and 

increased security could save government and industry billions of dollars. In a resource constrained 

environment, however, existing capabilities or technologies could be leveraged for near-term benefits while 

targeted experiments can demonstrate where blockchain technology might create transformational, long-term 

value.   

Establish Suggested Guidelines for Blockchain in Health care  
Similar to the Internet, blockchain’s potential increases with the number of participants in the network; 

yet for all participants to derive value from the network, a common approach is needed.  The Office of the 

National Coordinator may issue guidelines for standardizing and storing data on the blockchain. Specifically, 

ONC could evaluate which information should be stored on or off the blockchain and the format in which it 

should be stored.  

Blockchain technology, while still nascent, presents numerous opportunities. A blockchain-enabled, 

trusted exchange of health information can provide longitudinal views of patients’ health, generate new insights 

about population health, and support the move toward value-based care. With greater transparency, trust, and 

access to data, HHS can then also garner insights for better safety, effectiveness, quality, and security of foods, 

drugs, vaccines, and medical devices. The promise of blockchain has widespread implications for stakeholders 

in the health care ecosystem. Capitalizing on this technology has the potential to connect fragmented systems to 

generate insights and to better assess the value of care. In the long term, a nationwide blockchain network may 

improve efficiencies and support better health outcomes for patients.  
 

 

 

  

                                                           
 
12 Williams-Grut, O. (2016, May 13). Blockchain startup R3 is raising $200 million from big banks - but one of them is 'throwing stones' Retrieved August 03, 2016, 

from http://www.businessinsider.com/blockchain-r3-raising-money-big-banks-pushback-2016-5 
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Glossary 

 

Blockchain:  
A shared, immutable record of peer-to-peer transactions built from linked transaction blocks and stored in a 

distributed ledger.  

 

Permissionless Blockchain:  
A blockchain that allows anyone to join and that rewards miners for verifying transactions with tokens.  

 

Permissioned Blockchain:  
A blockchain that requires users to be added by an administrator. It uses mining or a voting system to verify 

transactions, which are not necessarily incentivised with tokens.  

 

Keys: 
Addresses used to validate and secure transactions. Public keys can only be used to view the balance and 

transactions. To make transactions, a private key is needed to verify ownership of an account.  

 

Node:  
A computer connected to the blockchain network that stores a copy of the public ledger. Some nodes also mine 

to verify transactions.   

 

Mining: 
The process of validating transactions on the blockchain network. 
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Abstract 

A long-standing focus on compliance has traditionally constrained development of fundamental design 

changes for Electronic Health Records (EHRs). We now face a critical need for such innovation, as 

personalization and data science prompt patients to engage in the details of their healthcare and restore 

agency over their medical data. In this paper, we propose MedRec: a novel, decentralized record 

management system to handle EHRs, using blockchain technology. Our system gives patients a 

comprehensive, immutable log and easy access to their medical information across providers and 

treatment sites. Leveraging unique blockchain properties, MedRec manages authentication, 

confidentiality, accountability and data sharing—crucial considerations when handling sensitive 

information. A modular design integrates with providers' existing, local data storage solutions, facilitating 

interoperability and making our system convenient and adaptable. We incentivize medical stakeholders 

(researchers, public health authorities, etc.) to participate in the network as blockchain “miners”. This 

provides them with access to aggregate, anonymized data as mining rewards, in return for sustaining and 

securing the network via Proof of Work. MedRec thus enables the emergence of data economics, 

supplying big data to empower researchers while engaging patients and providers in the choice to release 

metadata. The purpose of this paper is to expose, in preparation for field tests, a working prototype through 

which we analyze and discuss our approach and the potential for blockchain in health IT and research. 

1. Introduction  

EHRs were never designed to manage multi-institutional, life time medical records. Patients leave 

data scattered across various organizations as life events take them away from one provider's data silo and 

into another. In doing so they lose easy access to past data, as the provider, not the patient, generally 

retains primary stewardship (either through explicit legal means in over 21 states, or through default 

arrangements in the process of providing care) [1]. Through the HIPAA Privacy Rule, providers can take 

up to 60 days to respond (not necessarily to comply) to a request for updating or removing a record that 

was erroneously added [2]. Beyond the time delay, record maintenance can prove quite challenging to 

initiate as patients are rarely encouraged and seldom enabled to review their full record [1], [2]. Patients 

thus interact with records in a fractured manner that reflects the nature of how these records are managed. 

Interoperability challenges between different provider and hospital systems pose additional 

barriers to effective data sharing. This lack of coordinated data management and exchange means health 

records are fragmented, rather than cohesive [3]. Patients and providers may face significant hurdles in 

initiating data retrieval and sharing due to economic incentives that encourage “health information 

blocking.” A recent ONC report details several examples on this topic, namely health IT developers 

interfering with the flow of data by charging exorbitant prices for data exchange interfaces [4].  

When designing new systems to overcome these barriers, we must prioritize patient agency. 

Patients benefit from a holistic, transparent picture of their medical history [3]. This proves crucial in 

establishing trust and continued participation in the medical system, as patients that doubt the 

confidentiality of their records may abstain from full, honest disclosures or even avoid treatment. In the 

age of online banking and social media, patients are increasingly willing, able and desirous of managing 

their data on the web and on the go [3]. However, proposed systems must also recognize that not all 

provider records can or should be made available to patients (i.e. provider psychotherapy notes, or 

physician intellectual property), and should remain flexible regarding such record-onboarding exceptions 

[5], [6]. 
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Medical records also prove critical for research. The ONC's report emphasizes that biomedical and 

public health researchers “require the ability to analyze information from many sources in order to identify 

public health risks, develop new treatments and cures, and enable precision medicine” [4]. Though some 

data trickles through to researchers from clinical studies, surveys and teaching hospitals, we note a 

growing interest among patients, care providers and regulatory  bodies to responsibly share more data, 

and thus enable better care for others [7], [4].  

In this work, we explore a blockchain structure applied to EHRs. We build on this distributed 

ledger protocol originally associated with Bitcoin [8]. The blockchain uses public key cryptography to 

create an append-only, immutable, timestamped chain of content. Copies of the blockchain are distributed 

on each participating node in the network. The Proof of Work algorithm used to secure the content from 

tampering depends on a “trustless” model, where individual nodes must compete to solve 

computationally-intensive “puzzles” (hashing exercises) before the next block of content can be appended 

to the chain. These worker nodes are known as “miners,” and the work required of miners to append blocks 

ensures that it is difficult to rewrite history on the blockchain.  

Our MedRec blockchain implementation addresses the four major issues highlighted above: 

fragmented, slow access to medical data; system interoperability; patient agency; improved data quality 

and quantity for medical research. We build on the work of Zyskind et al. [9] to assemble references to 

data and encode these as hashed pointers onto a blockchain ledger. We then organize these references to 

explicitly create an accessible bread crumb trail for medical history, without storing raw medical data on 

the blockchain. Our system supplements these pointers with on-chain permissioning and data integrity 

logic, empowering individuals with record authenticity, auditability and data sharing. We build robust, 

modular APIs to integrate with existing provider databases for interoperability. A novel data-mining 

scheme is proposed to sustain the MedRec network and bring open, big data to medical researchers. We 

present MedRec not as the panacea for medical record management, but as a foray into this space to 

demonstrate innovative EHR solutions with blockchain technology. 

2. System Implementation  

2.1 Overview 

For MedRec, the block content represents data ownership and viewership permissions shared by 

members of a private, peer-to-peer network. Blockchain technology supports the use of “smart contracts,” 

which allow us to automate and track certain state transitions (such as a change in viewership rights, or 

the birth of a new record in the system). Via smart contracts on an Ethereum blockchain [10], we log 

patient-provider relationships that associate a medical record with viewing permissions and data retrieval 

instructions (essentially data pointers) for execution on external databases. We include on the blockchain 

a cryptographic hash of the record to ensure against tampering, thus guaranteeing data integrity. Providers 

can add a new record associated with a particular patient, and patients can authorize sharing of records 

between providers. In both cases, the party receiving new information receives an automated notification 

and can verify the proposed record before accepting or rejecting the data. This keeps participants informed 

and engaged in the evolution of their records. 

MedRec prioritizes usability by also offering a designated contract which aggregates references to 

all of a user's patient-provider relationships, thus providing a single point of reference to check for any 

updates to medical history. We handle identity confirmation via public key cryptography and employ a 

DNS-like implementation that maps an already existing and widely accepted form of ID (e.g. name, or 
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social security number) to the person's Ethereum address. A syncing algorithm handles data exchange 

“off-chain” between a patient database and a provider database, after referencing the blockchain to 

confirm permissions via our database authentication server. 

 In the following sections we present the design principles of our distributed system and its 

implementation.  

2.2 Blockchain Background 

Originally designed for keeping a financial ledger, the blockchain paradigm can be extended to 

provide a generalized framework for implementing decentralized compute resources [10]. Each compute 

resource can be thought of as a singleton state-machine that can transition between states via 

cryptographically-secured transactions. When generating a new state-machine, the nodes encode logic 

which defines valid state transitions and upload it onto the blockchain. From there on, the blocks journal 

a series of valid transactions that, when incrementally executed with the state from the previous block, 

morph the state-machine into its current state. The Proof of Work consensus algorithm and its underlying 

peer-to-peer protocol secure the state-machines' state and transitioning logic from tampering, and also 

share this information with all nodes participating in the system. Nodes can therefore query the state-

machines at any time and obtain a result which is accepted by the entire network with high certainty.  

This transaction-based state-machine generalization of the blockchain is informally referred to as 

smart contracts. Ethereum is the first to attempt a full implementation of this idea. It builds into the 

blockchain a Turing-complete instruction set to allow smart-contract programming and a storage 

capability to accommodate on-chain state. We regard the flexibility of its programming language as an 

important property in the context of EHR management. This property can enable advanced functionality 

(multi-party arbitration, bidding, reputation, etc.) to be coded into our proposed system, adapting to 

comply with differences in regulation and changes in stakeholders needs.  

We utilize Ethereum's smart contracts to create intelligent representations of existing medical 

records that are stored within individual nodes on the network. We construct the contracts to contain 

metadata about the record ownership, permissions and data integrity. The blockchain transactions in our 

system carry cryptographically signed instructions to manage these properties. The contract's state-

transition functions carry out policies, enforcing data alternation only by legitimate transactions. Such 

policies can be designed to implement any set of rules which govern a particular medical record, as long 

as it can be represented computationally. For example, a policy may enforce that separate transactions 

representing consent are sent from both patients and care providers, before granting viewing permissions 

to a third party. 

To navigate the potentially large amount of record representations, our system structures them on 

the blockchain by implementing three types of contracts. Figure 1 illustrates the contract structures and 

relationships. 
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2.3 Smart Contract Structures 

2.3.1 Registrar Contract (RC) 

This global contract maps participant 

identification strings to their Ethereum address 

identity (equivalent to a public key). We 

intentionally use strings rather than the 

cryptographic public key identities directly, 

allowing the use of already existing form of ID. 

Policies coded into the contract can regulate 

registering new identities or changing the 

mapping of existing ones. Identity registration 

can thus be restricted only to certified 

institutions. The RC also maps identity strings 

to an address on the blockchain, where a 

special contract described below, called the 

Summary Contract, can be found.  

2.3.2 Patient-Provider Relationship Contract (PPR) 

A Patient-Provider Relationship Contract is issued between two nodes in the system when one 

node stores and manages medical records for the other. While we use the case of care provider and patient, 

this notion extends to any pairwise data stewardship interaction. The PPR defines an assortment of data 

pointers and associated access permissions that identify the records held by the care provider. Each pointer 

consists of a query string that, when executed on the provider's database, returns a subset of patient data. 

The query string is affixed with the hash of this data subset, to guarantee that data have not been altered 

at the source. Additional information indicates where the provider's database can be accessed in the 

network, i.e. hostname and port in a standard network topology. The data queries and their associated 

information are crafted by the care provider and modified when new records are added. To enable patients 

to share records with others, a dictionary implementation (hash table) maps viewers’ addresses to a list of 

additional query strings. Each string can specify a portion of the patient's data to which the third party 

viewer is allowed access.  

Our prototype demonstrates this design with SQL data queries. In a simple case, the provider 

references the patient's data with a simple SELECT query conditioned on the patient's address. For 

patients, we designed a tool which allows them to check off fields they wish to share through our graphical 

interface. Under the hood, our system formulates the appropriate SQL queries and uploads them to the 

PPR on the blockchain. Note that by using generic strings our design can robustly interface with any string 

queried database implementation. Hence, it can conveniently integrate with existing provider data storage 

infrastructure. At the same time, patients are enabled with fine-grained access control of their medical 

records, selecting essentially any portion of it they wish to share.  

2.3.3 Summary Contract (SC) 

This contract functions as a bread crumb trail for participants in the system to locate their medical 

record history. It holds a list of references to Patient-Provider Relationship contracts (PPRs), representing 

all the participant's previous and current engagements with other nodes in the system. Patients, for 

instance, would have their SC populated with references to all care providers they have been engaged 

Figure 1. MedRec smart contracts on the left, showing data 

content for each contract type. Sample relationship graph 

between contracts and network nodes on the right.  
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with. Providers, on the other hand, are likely to have references to patients they serve and third-parties 

with whom their patients have authorized data sharing. The SC persists in the distributed network, adding 

crucial backup and restore functionality. Patients can leave and rejoin the system multiple times, for 

arbitrary periods, and always regain access to their history by downloading the latest blockchain from the 

network. As long as there are nodes participating in the network, the blockchain log is maintained. 

The SC also implements functionality to enable user notifications. Each relationship stores a status 

variable. This indicates whether the relationship is newly established, awaiting pending updates and has 

or has not acknowledged patient approval. Providers in our system set the relationship status in their 

patients' SC whenever they update records or as part of creating a new relationship. Accordingly, the 

patients can poll their SC and be notified whenever a new relationship is suggested or an update is 

available. Patients can accept, reject or delete relationships, deciding which records in their history they 

acknowledge.  

Our prototype ensures that accepting or rejecting relationships is done only by the patients. To 

avoid notification spamming from malicious participants, only providers can update the status variable. 

These administration principles can be extended, adding additional verifications to confirm proper actor 

behavior.  

2.4 System Node Description 

We design the components of our 

system nodes to integrate with existing EHR 

infrastructure. We assume that many nodes, 

and in particular care providers, already 

trustfully manage databases with patient 

data stored on servers with network 

connectivity. Our design introduces four 

software components: Backend Library, 

Ethereum Client, Database Gatekeeper and 

EHR Manager. These can be executed on 

servers, combining to create a coherent, 

distributed system. We provide a prototype 

implementation of these components that 

integrates with a SQLite database and is 

managed through our web user interface. 

Notably, any provider backend and user 

interface implementations can participate in 

the system by employing the modular 

interoperability protocol as defined through 

our blockchain contracts.  

Patient nodes in our system contain the same basic components as providers. An implementation 

of these can be executed on a local PC or even a mobile phone. Their local database can be one of many 

lightweight database implementations. The databases can function merely as cache storage of the patient's 

medical data. Missing data can be retrieved from the network at any time by following the node's Summary 

Contract.  

Figure 2. System orchestration example: provider adds a record for 

new patient. 
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2.5 Primary Software Modules 

2.5.1 Backend API Library   

We construct multiple utilities, bundled in a backend library, to facilitate the system's operation. 

Our library abstracts the communications with the blockchain and exports a function-call API. Record 

management applications and their user interfaces can thus avoid the hurdles of working directly with the 

blockchain. One such hurdle is verifying that each sent transaction is accepted with high confidence by 

the network. Our library automatically handles the uncertainty of when transactions are mined and deals 

with cases when they are discarded. The backend library interacts with an Ethereum client to exercise the 

low-level formatting and parsing of the Ethereum protocol.  

Steps 1 and 2 in Figure 2 illustrate our backend implementation of a scenario where a provider 

adds a record for a new patient. Using the Registrar Contract on the blockchain, the patient's identifying 

information is first resolved to their matching Ethereum address and the corresponding Summary Contract 

is located. Next, the provider uploads a new PPR to the blockchain, indicating their stewardship of the 

data owned by the patient's Ethereum address. The provider node then crafts a query to reference this data 

and updates the PPR accordingly. Finally, the node sends a transaction which links the new PPR to the 

patient's Summary Contract, allowing the patient node to later locate it on the blockchain. 

2.5.2 Ethereum Client 

This component implements the full functionality required to join and participate in the Ethereum 

blockchain network. This handles a broad set of tasks, such as connecting to the peer-to-peer network, 

encoding and sending transactions and keeping a verified local copy of the blockchain. For our prototype 

implementation we use PyEthereum and the PyEthApp client. 

We modify the client to be aware of our mapping of identity and addresses. We then implement a 

service to locate the node's Summary Contract (SC), via Registrar Contract address lookup. This service 

runs continuously within the client to monitor real-time changes to the SC. In the event of an update, the 

service signals the EHR Manager to issue a user notification and, if necessary, sync the local database. 

Steps 4 to 6 in Figure 2 continue the use case described above from the patient node perspective. 

The patient's modified Ethereum client continuously monitors her SC. Once a new block is mined with 

the newly linked PPR, the client issues a signal which results in a user notification. The user can then 

acknowledge or decline her communication with the provider, updating the Summary Contract 

accordingly. If the communication is accepted, our prototype implementation automatically issues a query 

request to obtain the new medical data. It uses the information in the new PPR to locate the provider on 

the network and connect to its Database Gatekeeper server. 

2.5.3 Database Gatekeeper 

The Database Gatekeeper implements an off-chain, access interface to the node's local database, 

governed by permissions stored on the blockchain. The Gatekeeper runs a server listening to query 

requests from clients on the network. A request contains a query string, as well as a reference to the 

blockchain PPR that warrants permissions to run it. The request is cryptographically signed by the issuer, 

allowing the gatekeeper to confirm identities. Once the issuer's signature is certified, the gatekeeper checks 

the blockchain contracts to verify if the address issuing the request is allowed access to the query. If the 

address checks out, it runs the query on the node's local database and returns the result over to the client. 
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Steps 7 to 9 in Figure 2 illustrate how a patient retrieves personal data from the provider node. 

Note that our components similarly support third-parties retrieving patient-shared data: the patient selects 

data to share and updates the corresponding PPR with the third-party address and query string. If 

necessary, the patient's node can resolve the third party address using the Registrar Contract on the 

blockchain. Then, the patient node links their existing PPR with the care provider to the third-party's 

Summary Contract. The third party is automatically notified of new permissions, and can follow the link 

to discover all information needed for retrieval. The provider's Database Gatekeeper will permit access to 

such a request, corroborating that it was issued by the patient on the PPR they share. 

2.5.4 EHR Manager 

We tie together all the software components previously mentioned with our EHR management and 

user interface application. The application renders data from local SQLite databases (designed to be 

interchangeable with other DB software) for viewing, and presents the users with update notifications, 

and data sharing and retrieval options. Our user interface prioritizes intuitive, crisp, and informative 

design, as recommended by the Department of Veteran Affairs and ONC’s Blue Button design 

competition [11]. Our application is conveniently accessed through a web interface, built on a python 

backend framework. We are especially cognizant of compatibility for mobile devices, as modern users 

expect easy access and high quality experiences while on-the-go.  

2.6 MedRec Blockchain Mining 

We incentivize “miners” to participate in the network and contribute their computational resources 

to achieve a trustworthy, gradual advancement of the chain. We propose a model that engages the 

healthcare community in network stewardship—MedRec brings medical researchers and health care 

stakeholders to mine in the network. In return, the network beneficiaries, i.e. providers and patients, 

release access to aggregate, anonymized medical data as mining rewards. We explore this idea in our 

prototype by implementing a special function in the PPR contract. It requires care providers to attach a 

bounty query to any transaction they send updating the PPR. For example, this bounty query can be 

formulated to return the average iron levels in blood tests done by the provider, across all patients, in the 

previous week. When the block containing the record-update transaction is mined, the mining function 

automatically appends the block's miner as the owner of the bounty query. The miner can then collect it 

by simply issuing a request for this bounty to the provider's Database gatekeeper. Because it is signed by 

the provider as part of the transaction, the bounty query is safe from malicious alterations. This “bounty 

query” or data reward for mining enables medical researchers to access population-level insights into 

medical treatment and healthcare outcomes, potentially revolutionizing how data is gathered and accessed 

for research purposes. We envision future updates to the mining model where miners can specify 

preferences for demographic cohorts and features of the data they are looking for, in order to enable 

precision medicine and targeted research (while still preserving the privacy of the patients).  

3. Prototype Evaluation  

MedRec gives patients an immutable log of their medical history, which is not only 

comprehensive, but also accessible and credible. This restores patient agency, as participants are now 

more fully informed of their medical history and any modifications to it.  Through permission management 

on the blockchain, we enable patient-vetted data exchange between medical jurisdictions and an 

interoperable content management system for the physicians supervising these records. The blockchain 

ledger keeps an auditable history of medical interactions between patients and providers, likely relevant 
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for regulators and payers (e.g. insurance) in the future. Below, we consider the security, privacy and 

interoperability implications of this project and discuss our in-situ deployment testing.  

First, on robustness and security: our blockchain implementation enjoys several key properties of 

decentralization. MedRec enjoys a strong failover model, relying on the many participating entities in the 

system to avoid a single point of failure. Medical records are stored locally in separate provider and patient 

databases; copies of authorization data are stored on each node in the network. Because both the raw 

medical data and global authorization log stay distributed, our system does not create a central target for 

content attack—a crucial consideration in an age of cyberattacks and data leaks. Though some blockchains 

experience robustness challenges from a scaling limit on the “block size” or storage capacity [12], these 

parameters can be modified to optimize for other performance requirements in a private blockchain 

network. Notably, MedRec does not claim to address the security of individual provider databases—this 

must still be managed properly by the local IT system admin. Nor does MedRec attempt to solve the 

Digital Rights Management [13] problem of undesired data copying, as our system assumes provider 

nodes that are bound by external regulation governing data copying in the medical use case, e.g. HIPAA.  

Regarding privacy, use of blockchain technology introduces several limitations. The 

pseudonymous property of transactions currently allows for data forensics, or inferring patterns of 

treatment from frequency analysis. Without any disclosure of name or PII, one could infer that some entity 

has repeatedly interacted with another network entity through analysis of network traffic. Improving 

obfuscation while preserving auditability on the blockchain is an ongoing area of exploration. One 

potential solution is to make the blockchain a “permissioned” structure, where only pre-approved, white-

listed nodes are allowed read access to the ledger. This would prevent rogue actors from extracting 

frequency-based insights from the blockchain records. Furthermore, encryption can be introduced in the 

off-blockchain data syncing steps to safeguard against accidental or malicious content access. While 

outside the scope of the initial prototype (but unarguably crucial for future development), a rigorous k-

anonymity analysis [14] of privacy-preserving query construction is needed, for release of the aggregated 

research data to medical research “miners.”  

Regarding interoperability: by integrating with providers' existing data storage infrastructure, we 

facilitate continued use of their existing systems. We believe this will ease adoption and aid compliance 

with HIPAA regulations. Building on the principle of interoperability, we have designed the system with 

flexibility to support open standards for health data exchange—be that FHIR or other flavors of HL7 

proposals in the future [15]. In addition, MedRec is source agnostic, i.e. able to receive data from any 

number of endpoints (physician offices, hospital servers, patient home computers, et cetera). We have 

developed MedRec not as a proprietary system, but as a set of open APIs to facilitate EHR review and 

exchange. MedRec is a layer that can be added to existing provider backends (see discussion below of 

integration with EPIC and Cerner systems) with minimal orchestration, thanks to the embedded logic in 

our Database Gatekeeper utility.  

To test our system’s interoperability with an in-situ provider’s backend systems and data files, we 

have partnered with Beth Israel Deaconess Medical Center (Harvard Medical School Teaching Hospital). 

We are evaluating MedRec’s ability to smoothly intake and parse a standard clinical document, link our 

Database Gatekeeper utility to the relevant Beth Israel endpoint and test an end-to-end system flow from 

the hospital’s existing user interface for physicians through our backend and out to a sample patient node.  

 [End of material adapted from IEEE Conference submission “MedRec: Using Blockchain for Medical Data Access and Permission Management”] 
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4. MedRec in the Context of National Healthcare Priorities 

As mentioned in the introduction, we do not present MedRec as a panacea nor as the only 

blockchain-mediated solution that would be needed to achieve our stated goals of data access, patient-

empowerment, interoperability and improved medical research. In the analysis below, we refer to MedRec 

by name to suggest how such a project might address national healthcare priorities, likely as part of a 

larger suite of blockchain solutions to which we hope to contribute.  

Most importantly, the MedRec model restores comprehensive patient agency over healthcare 

information—across providers and treatment sites, empowering citizens with the data they need to make 

informed decisions around their care. By giving patients a long-term, trusted log of their information with 

data sharing functionality built-in, the MedRec system directly addresses the ONC Interoperability 

Roadmap’s first Outcome: “Individuals have access to longitudinal electronic health information, can 

contribute to the information, and can direct it to any electronic location” [16]. As envisioned by the 

Precision Medicine Initiative (PMI), the MedRec patient record would reflect the many facets of health 

data, by accepting not just physician data, but also data from the patient’s Fitbit, Apple HealthKit, 

23andMe profile, and more.  Patients can build a holistic record of their medical data and authorize others 

for viewership, such as physicians providing a second opinion or family members and care guardians.  

MedRec data can also feed into emerging technologies for predictive analytics, allowing patients 

to learn from their family histories, past care and conditions to better prepare for healthcare needs in the 

future. By employing open APIs like MedRec, machine learning and data analysis layers could be added 

to repositories of healthcare data to enable a true “learning health system” [16]. Due to the linked 

interoperability between provider databases in a MedRec network, better-unified access to data could 

facilitate a wide range of trend discovery. MedRec’s modularity could support an additional analytics 

layer for disease surveillance and epidemiological monitoring, physician alerts if patients repeatedly fill 

and abuse prescription access (e.g. part of the national problem with narcotics abuse [17]), personal 

dashboards that show patients emerging trends in their own health, etc. In this respect, MedRec enables a 

service-oriented architecture (SOA) as outlined in the ONC Roadmap’s “Secure, Standard Services” [16].  

MedRec’s community model, where medical researchers (and potentially other regulated 

stakeholders in the healthcare industry) can obtain insightful, population-wide data on medical treatment 

offers an unprecedented opportunity to achieve goals for precision medicine and evidence-based research. 

Such a system would facilitate the Patient-Centered Outcomes Research Institute’s goals for comparative 

clinical effectiveness research [18], by linking the patients within a particular clinical cohort with both 

granular and long-term medical history, thus enabling a better understanding of patient outcomes across 

treatment groups and over time. By leveraging a data orchestration system like MedRec where the records 

would already be gathered, organized and available for analysis, this type of research can be achieved with 

significantly less overhead than traditional research trials, which often require expensive recruitment 

procedures and in-person access to patients.  This ability to carry out longitudinal studies on MedRec user 

cohorts directly addresses both the ONC Interoperability Roadmap stated Outcomes [16] and the PMI’s 

goal for a national research cohort [19].    

 The MedRec smart contract structure serves as one model for a “Health Care Directory and 

Resource Location,” secured with public key cryptography and enabled with crucial properties of 

provenance and data integrity. This blockchain directory model supports the ability to “grow and change 

dramatically throughout its lifetime— adding new participants and changing organizational relationships” 

through stateful updates to the smart contracts [16]. A blockchain log could provide clarity for 
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communicating authorization “across the Health IT ecosystem,” and an audit log for subsequent inquiries 

into use of such permissions and access patterns. With this functionality, the system would serve as a 

“Consistent Representation of Authorization to Access Electronic Health Information” [16]. 

Fundamentally, the MedRec project strives to enable Precision Medicine and holistic 

understanding of patient medical status without creating a centralized repository of data. Centrally-stored 

data has often proved disastrous in our modern age of cyberattacks and data leaks. Therefore, MedRec 

leverages a decentralized, blockchain architecture to enable local, separate storage but coordinated 

viewing of the data from the patient perspective. We believe MedRec fits squarely in the White House’s 

goals for the ONC to “support the development of interoperability standards and requirements that address 

privacy and enable secure exchange of data across systems” [20]. Because MedRec is a system of open 

APIs, we hope to integrate with other key layers in the healthcare IT stack of the future.  

5. Future Work 

As we look to take MedRec from a research prototype to a meaningful tool for enterprise, government 

and patient use, we have identified several thrusts of future work. First, we continue our process of actively 

engaging with healthcare stakeholders across the industry, from hospitals and provider offices, to 

pharmaceutical companies, to insurance companies, to healthcare startups, U.S. Government institutions 

and more. We are currently in the process of gathering functionality requirements and additional use-case 

scenarios from the Department of Veterans Affairs, Kaiser Permanente, Merck & Co., Beth Israel 

Deaconess Medical Center and others to improve the design of all aspects of the MedRec system. In future 

months, we hope to complete additional rounds of security testing, including third-party penetration 

testing and a bug bounty program, as outlined in the ONC Roadmap’s guidelines for “Ubiquitous, Secure 

Network Infrastructure” [16]. 

Though the MedRec backend is already designed to be flexible with many database architectures, we are 

exploring custom integration requirements for InterSystems Caché technology, which underpins many 

hospital backends across the nation and supports EPIC’s record management platform [21]. Our goal is to 

make MedRec an interoperability layer that can be seamlessly added to existing EPIC, Cerner, et cetera 

deployments, building on the open standards development collaboration “Sync for Science” between the 

NIH and ONC [22].  

6. Conclusion 

The MedRec prototype provides a proof-of-concept system, demonstrating how principles of 

decentralization and blockchain architectures could contribute to secure, interoperable EHR systems. 

Using Ethereum smart contracts to orchestrate a content-access system across separate storage and 

provider sites, the MedRec authentication log governs medical record access while providing patients with 

comprehensive record review, care auditability and data sharing. We demonstrate an innovative approach 

for integrating with providers’ existing systems, prioritizing open APIs and network structure 

transparency. We look forward to continued work on the MedRec project infrastructure, following the 

ONC’s call for policy and technical components of an interoperable health IT stack. We remain committed 

to the principles of open source software and will release our research framework on GitHub as a platform 

for further development in the fall of 2016.   
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Introduction to Patient Related Outcome Measures 
Patient-related outcome measures (PROMs), which focus on outcomes that are directly 

related to the patient, have taken on added importance and significance over the past several 
years. [1]  This is due, in part, to the increased attention focused on the patient experience of 
care and to provide a patient-focused assessment on the burden and impact of disease.   
PROMs can include symptoms and other aspects of health –related quality of life indicators 
such as physical or social function, treatment adherence, and satisfaction with treatment.  They 
can also facilitate more accurate patient-physician communication in terms of the burden of 
treatment-related morbidities by providing a more detailed and complete evaluation of 
treatments for specific conditions, such as cancer or multiple sclerosis. [2]  

PROMs are distinct from traditional clinical efficacy measures (e.g., survival in cancer, 
smoking cessation) because they directly reflect the impact of disease and its treatment from 
the patient’s perspective. [1]  It can examine the balance between the efficiency of the 
treatment and its burden on the patient.  It is also effective in looking at areas such as physical 
functioning and overall well-being, and highlighting the efficacy and safety of treatments in 
relation to its overall clinical benefit.  Because the measures themselves are developed from 
the patient’s perspective, it can also facilitate greater patient involvement in treatment 
decision-making as well as providing guidance for health care decisions. [1] 

However, there is difficulty in the development, implementation and sustainability of 
PROMs over the long-term. [3]  The success of a well-developed PROM that adequately and 
accurately reflect that patient’s perspective relies on the use of an instrument that is 
psychometrically tested and validated and can capture the burden of disease or treatment.  
This means the instrument must be reliable, in that the PROM yields the same metric for 
evaluation each time it is administered, providing that the construct being measured has not 
changed.  Additionally, the PROM must always measure its intended objective, and not 
demonstrate significant variation which would obscure the results and provide little value to 
either the patient or provider.  One of the most effective ways of demonstrating reliability and 
validity of the psychometric properties of an instrument designed to collected patient-reported 
data is to provide enough evidence to demonstrate it can reliably measure its intended target. 
[3] 

The development and testing of the instrument, in addition to the development and 
implementation of the PROM, is both time-consuming and expensive. [4]  In order to 
appropriately identify patient experiences, trends and issues that have the most significance, an 
instrument must be tested through a variety of methods.  These may include cognitive 
interviewing among patient groups, focus groups and behavior coding.  To ensure that the 
results are statistically valid, the appropriate patient population must be included, with the 
right combination of sociodemographic characteristics, such as race, age, gender, marital status 
and others.  While numerous instruments have been developed successfully to accurately 
assess patient-based outcomes in areas such as neurology and depression, the process itself 
can be burdensome, causing the actual development and implementation of a PROM to take 
two to three years to complete. [5] 
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The Internet of Things for PROM Development 
A potential alternative to the use of standardized instruments to collect data and 

provide a foundation for the development of a PROM is the use of technologies associated with 
the Internet of Things (IoT).  The US National Intelligence Council defines this term as, “the 
general idea of things, especially everyday objects, that are readable, recognizable, locatable, 
addressable and controllable via the Internet – whether through Remote Frequency 
Identification (RFID), wireless local-area networks (LANs), wide-area networks (WANs) or other 
means. [6]  In a larger context, while the most familiar Internet-connected devices are 
computer such as laptops, servers, smartphones, and tables, the IoT concept refers to everyday 
objects that are starting to come online with the use of embedded sensors and 
microprocessors, communicating with each other and the Internet.   In the area of health, this 
refers to the use of self-tracking devices and personal environment monitoring applications, 
such as those that provide automate digital health monitoring, ambient behavior management 
suggestions and other real-time personalized recommendations. [7] 

This use of these technologies has rapidly increased as over 80% of all adults use the 
Internet to search for health information, connect with patients similar to themselves, and 
share information regarding their condition or the facilities in which they seek treatment. [7] 
There are currently over 220 million smartphone users in the United States that have 
downloaded over seven billion applications, of which approximately 22,000 are related to 
health. [8]  In the area of wearable devices and sensors, over 15% of individuals from the ages 
of 18-55 have devices such as Fitbit and Jawbone UP and 10% of the population from the ages 
of 65 and over have either wearable sensor technology or sensors integrated into their living 
environment to manage conditions such as falls, chronic disease and medication management. 
[9] The utilization of these technologies within the IoT has led to the development of 
personalized data streams that can identify and manage physical and mental health outcomes.   

These outcomes are greatly expanded from the traditional and nearly exclusive focus on 
cure to branch upwards to a wider set of endpoints, such as establishing baseline and variability 
levels of phenotypic measure in individuals.  Additionally, a greater focus can be placed on 
improving, normalizing and preventing conditions, while proactively targeting longevity, 
enhancement and health.  This shifting in health outcomes is already starting to be seen in the 
area of physical health with a new focus on prevention and wellness maintenance.  
Furthermore, the therapeutic delivery platform of the mobile phone with applications such as 
Code Blue and Breathe2Relax, demonstrate that optimization of the technology can affect 
mental health and mental performance among populations of all ages. 

The significant amount of data being generated through these devices, such as 
electronic medical records (EMRs), quantified self-tracking devices, smartphone applications 
and personal health records (PHRs) provide an opportunity to gather insight into a patient’s 
health status that was previously only available through the administration of a 
psychometrically validated instrument.  This expanding ecosystem provides a more proactive 
approach to health as the data streams from these devices can be intermingled with social 
networks, crowdsourced studies and the Quantified Self community, which collects and shares 
biophysical assessments.  With the increasing interest and need in PROMs, the integrated data 
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streams coming from these tightly coupled software solutions that encompass a large array of 
patient-based data provide an ability to develop these measures independent of a validated 
tool. 

For example, the emerging quantified data streams could be helpful in elucidating the 
mental health of both individuals and populations.  The US National Institutes of Health 
estimates that 26.2% of Americans ages 18 and over suffer from a diagnosable mental disorder 
in any given year. [10]  Using PROMs to evaluate a patient’s mental status and functioning 
moves towards understanding their specific condition and helping move towards a more 
positive position of mental performance optimization, rather than seeking a cure or identifying 
a pharmacologic solution.  Data streams from smartphone applications and patient-based web 
portals can provide quantified assessments of qualities such as empathy, loneliness, happiness 
and fulfillment.  A measure of these types of qualities that come directly from a IoT device is 
possibly an early harbinger of what may become in both the development and utilization of a 
PROM that provides access to a patient’s condition.  This insight can assist providers and health 
care administrators determine the most effective treatment protocols to ensure quality care is 
delivered to a patient that meets those specific parameters.  This would also increase the 
probability that the measure matters directly to the patient as it is taking data from applications 
and devices that are continuously providing that data. 

The Drawbacks of Cloud Storage Solutions 
Yet, one of the most significant issues is using data from the IoT to crowdsource PROMs 

is the security of this individual health data being collected and stored from these devices.  The 
most common mechanism to collect these data streams is through secure cloud storage 
systems, which give different levels of permissoning access to these data streams.  The physical 
data storage spans multiple servers and is available and accessible through a web-based 
application programming interface (API), a cloud storage gateway or Web-content management 
systems.  This method of storing and accessing data has become increasingly popular over the 
last several years, as organizations such as Amazon, Apple and Microsoft rely on this solution to 
store substantial amounts of consumer-based data. [11]  In 2013, the Office of Civil Rights (OCR) 
redefined a “Business Associate” (BA) and increased protections for the privacy and security of 
personal health information (PHI) under its “Omnibus Rules.”  One of the new provisions stated 
that subcontractors, or organizations/individuals that act on behalf of a BA, become a BA 
themselves. [11] 

This extended to cloud storage providers as covered entities and BAs use them to store 
health information, often citing that it is more cost effective and there are lower IT 
management costs.  However, as consumers rely on crowd providers to store personal data, 
they relinquish direct control over that data and, as a result are unaware of who has access and 
where the data is geographically located.  Even if an explicit business associate agreement is 
developed between the BA and the cloud storage provider, it would only provide the terms of 
who takes responsibility of the privacy and security of the data in the event a breach occurs.  
The consumer would potentially have control over access to these data streams, but would rely 
on the cloud storage provider to enforce those privileges. [11] 
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Furthermore, although the use of cloud storage is popular, there are still a number of 
risks that a consumer undertakes when using this mechanism for their personal data.  In cloud-
based architecture, data is replicated and moved frequently so the risks of unauthorized data 
use increases. Additionally, multiple individuals with access to the data, such as administrators, 
network engineers and technical experts that cover a wide area of servers in which the 
information is stored. [11] This also increases the risk of unauthorized access and use.  
However, even if the data is secure through strict access controls and is encrypted at its point of 
origin and while in transit, it still poses a problem for the development of PROMs.  The concept 
of a PROM is to develop a patient-focused measure that relates to an area or focus that is of 
concern to the patient, and one in which their engagement and feedback is essential for its 
successful implementation.  Accessing large data streams from a variety of devices that are part 
of the IoT can provide a foundation on which to base a PROM, but it is difficult to ascertain 
whether that data will produce a measure that will have the intended meaning and relevancy 
for a patient. 

For example, there have been PROMs developed to evaluate common mental health 
disorders, such as depression, within patients.  Using a structured and validated protocol such 
as the Personal Health Questionnaire (PHQ) can provide input into a measure that may tell a 
provider about the patient’s current status, functioning and quality of life.  That knowledge may 
serve as a predicate to the type of therapy and potential pharmacologic treatment that is 
needed.  An increase in overall quality of life and appropriate management of the underlying 
mental health condition would benefit the patient and would rely on their direct input to 
effectively produce a metric from the PROM that would evaluate whether the appropriate care 
was being delivered.  Yet, if there was a reliance on devices through the IoT to produce data for 
these types of PROMs, it would not be as specific as the input taken from a questionnaire.  The 
data streams within the cloud would contain numerous elements that would have to be mined 
and stratified to determine their relevancy to the measure.  The consumer would have control 
over access to the data stream, but not to the elements within it. It would be up to the provider 
to sort through the data itself to populate the measure effectively.  This would pose a 
significant and potentially insurmountable burden to a provider. 

Compounding this difficulty is the lack of an interoperable health network system in 
which disparate data streams from various systems and devices can be integrated together for 
a singular patient.  In evaluating a patient’s quality of life, functional status and management of 
a mental health condition, a number of factors must be considered.  The provider should know 
about potential co-morbid conditions that worsen the mental health status of a patients; the 
types of medications that the patient is currently on as well as their past medication history; 
the types of treatments the patient has undertaken to manage their illness; and their family 
history of mental illness, among other items.  This information could be found across 
smartphone applications, patient web portals and other sensor-based technology, but the data 
cannot be integrated together.  Furthermore, if the data from these personalized technologies 
needed to be integrated with data from an EMR to provide a more comprehensive health 
history for a patient, which may be significant in the development of a PROM, that combination 
of data would be challenging.  The way the data in each of these systems is represented is 
neither similar nor consistent, as tracking data is often represented through web-based 
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languages, such as the Extensible Markup Language (XML), while data from an EMR uses robust 
and comprehensive clinical vocabularies.  Additionally, the lack of a universal patient identifier 
would also pose burden in aligning the information directly with a patient to ensure their 
information is correctly represented in a quality measure. 

The Use of Blockchain Technology for PROMs 
The use of blockchain technology provides an ability to securely protect patient data 

from all devices, both in transit and at rest; securely provide access privileges to patients on 
what type of data they would like to exchange; and provide an entryway into interoperability 
that thus far has been elusive in terms of releasing and using data for a national health 
network. [12]  A blockchain is a data structure that makes it possible to create a digital ledger of 
transactions and share it among a distributed network of computers.  It uses advanced 
cryptography to allow each user on the network to manipulate the ledger in a secure way 
without the need for a central authority. [12]  Once a block of data is recorded on the 
blockchain ledger, such as a patient’s weekly nutrition log from an application such as 
MyFitnessPal, it becomes extremely difficult to change or remove.  When someone wants to 
add to it, participants in the network, which may include the patient and others who participate 
in their overall health care, can run algorithms to evaluate and verify the proposed transaction.  
If a majority of the network agrees that the transaction is valid, it is approved and a new block 
is added to the chain. [13] 

There are different variations of blockchain networks, but the one most relevant to 
healthcare has “permissions” in which the network is made up of only known participants. [13]  
For example, a community health center may receive up to 10 transactions from its patients per 
second.  These transactions may include their current heart rate, blood pressure, current mood, 
compliance with daily medication protocols, number of calories burned over an hour, number 
of steps walked within an hour, and others.  This information is provided through wearable 
technologies, smartphone applications, personal web portals and sensor technology that can be 
directed to the providers. Each of these transactions receive their own digital signature that is 
associated with a specific patient. Those signatures related to a patient are combined together 
and given a digital “fingerprint” which uniquely identifies those transactions.  The blockchain 
uses a tree structure that consists of several layers.  Once the first fingerprint is given, the 
transactions move up the tree to the next level, usually to the community health center, which 
validates the fingerprint and stores the information within the blockchain.  Only those with 
access to the fingerprint can view the data and a copy of this ledger, which consists of the 
validated data, is sent to the provider to keep locally.  These fingerprints are continuously 
verified to ensure data integrity and to maintain authorized access.  Anytime a change is made 
to the data, a new, unique fingerprint is sent to both the patient and the provider to validate.  If 
the fingerprints do not match, the transaction is regarded as invalid, and the changes are 
removed. [12] 

The use of blockchain technology provides more advantages than cloud storage in that it 
decentralizes data, which increases the security of sensitive information.  A patient can now use 
their own digital signature and fingerprint, and combine that with a provider’s signature to 
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unlock and release data that will be more secure because of the restricted access that can only 
be leveraged if there is verification from both the patient and the provider.  Furthermore, that 
patient has complete control of their medical information and can determine what is viewed by 
providers. Placing personal information into the hands of the patient can shift the dynamic 
between themselves and their provider, as data such as sleep patterns, heart rate, glucose 
levels and other information gathered on IoT devices can be polled and then stored on a 
healthcare blockchain.  Access to specific elements is authorized by the patient and verified by 
the providers. 

If the data from the patient-based technologies needs to be integrated with information 
from an EMR, the use of a blockchain can foster interoperability between systems that use 
disparate data structures.  A blockchain can collect information from web-based and mobile 
applications, as well as sensor technologies and integrate through representational state 
transfer (REST) application programming interfaces (API). [13]  A RESTful API is the default 
architecture of the Internet, and uses Hypertext Transfer Protocol (HTTP) a common transfer 
standard of the Internet to exchange data.  Information from multiple devices can be placed on 
a blockchain using common HTTP verbs (such as GET and POST) and Uniform Resource 
Identifiers (URL), which is the standard address of every web page.  Through this standard and 
platform-independent network, information can be collected through multiple devices. 

Furthermore, the use of RESTful APIs is at the foundation of the Fast Healthcare 
Interoperable Resources (FHIR) data transport standard designed by Health Level Seven (HL7) 
and backed by the Department of Health and Human Services as a mechanism to foster greater 
interoperability between EMR systems.  As information is collected and given a digital signature 
that represents a singe patient, information from the EMR can be transported through the FHIR 
APIs to the blockchain and matched with that same digital signature.  The blockchain then 
becomes the backbone for digital health, incorporating data from patient-based technologies 
and the EMR to provide a robust and comprehensive pool from which authorized users, such as 
providers and patients, has access.  All of the data is stored in a decentralized manner, with no 
single entity storing or having singular authority to access.  Those parties with interest in the 
data need an underlying access protocol that designates specific user types and permissions. 

This becomes significant in using data from these multiple sources to develop PROMs 
that would potentially remove some of the barriers that inhibit the development and sustained 
use of these measures.  One of the first barriers is the overall cost and collection of data, which 
is almost exclusively reliant on standardized and validated questionnaires.  While technology 
has advanced to create web-based patient management systems and surveys that can be 
answered on smartphones and tablets, the rate of implementation is slow and participation is 
not always consistent. [14]  Secondly, achieving a high rate of patient participation is also 
difficult, as those individuals who are older, sicker and more deprived tend to be under-
represented. [1]  Additionally, it is harder to recruit patients with minor conditions or those 
undergoing minor procedures and those who are outpatients rather than inpatients.  Further, 
designing an instrument that accurately reflect a patient’s feelings must be rigorously 
psychometrically validated, which is both costly and time-consuming. [3]  There is also the issue 
that the outcomes assed by the PROM can be appropriately attributed to the quality of care 
provided.  This requires meaningful comparisons of providers; assessing an outcome after an 
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intervention has taken place so as to attribute the action of a provider to those outcomes; and 
understanding how to interpret the output of a PROM to determine if an appropriate threshold 
of quality has been met. [3] 

The IoT cannot be the panacea to all of the barriers to PROM development and use, but 
the information generated from wearables, smartphone applications and other patient-
centered technology, can provide a basis for understanding what types of measures can and 
should be developed.  Combining that data with the patient information found within an EMR is 
robust enough to populate these measures without the reliance on validated instrument.  
Studies of wearable technologies for conditions such as osteoarthritis have shown that the 
generated data provides information on items such as functional activity level, treatment 
compliance and the development of individualized exercise regimens that has high 
comparability with reference tools such as surveys. [15]  The outcomes in which patient-
generated data was used as the basis for the measures were similar to that reported in the 
literature, with low variance and limited bias between the different types of sensor 
technologies. 

Moreover, this technology is “always-on” and mitigates the barrier to patient 
participation because information is always being generated.  A blockchain gives the patient 
control over the types of data released and through the unique tree structure of the protocol, 
the provider would also validate the information as coming from the patient once it is received, 
and provenance would be established as the digital signature would reflect the origin of the 
data; the entities that have accessed the data; and what specific data elements were used.  
Thus, if the provider needed to report on functional status for a particular condition in which 
sensors or wearable technologies would be effective, the data from the blockchain could 
populate the specific patient-reported measure and help both the provider and patient 
evaluate performance, as well as other entities that may be involved in the patient’s care. 

An Example of Blockchain Use in PROM Development   
One of the best examples of how this technology would work in both the development 

and use of PROMs is in the area of mental health.  Particularly with rural adolescents and 
children, the rate of depression, generalized anxiety disorder and eating disorders is higher 
than those populations in urban or suburban areas. [16]  The scarcity of trained professionals in 
mental health that is available on a regular basis in these communities is a significant 
contributor to the problem as is a lack of knowledge about the conditions and the associated 
co-occurring disorders, such as substance abuse or suicide ideation that can occur. [17]  The 
rate of suicides among rural adolescents is almost three times as high as those in other areas, 
and substance abuse rates are almost ten times as high.  While this population will often seek 
help through counselors in their school, or licensed social workers when they arrive in their 
area, the amount of consistent specialized care; development of needed medication protocols 
and appropriate follow-up is very low. [16] 

However, the use of both smartphones and Internet is almost consistent in rural areas 
as it is amongst other populations. [18] The use of specific mental health applications designed 
for both adolescents and provide access to this population to alert a specialized and trained 
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mental health professional as to their status and to provider counseling, either directly through 
an exchange of text messages or video conference, or through a phone conversation with a 
crisis hot line. [19]  While there are currently no peer-reviewed or scientifically valid studies 
that can directly address the effectiveness of these applications, the overall use of technology 
to provide mental health services from a distance, or telemental health, has proven to be very 
effective in assisting rural children and adolescents manage their mental health conditions. [20]  
Several studies have shown that the use of cognitive behavioral therapy (CBT) is a successful 
modality to treating mental health disorders in children and adolescents that is successful when 
used as an adjunct to medication (such as selective serotonin reuptake inhibitors (SSRIs)). [21]  
With the lack of specialized providers readily available in rural areas to effectively diagnose and 
treat conditions such as depression and anxiety, the use of these tools may provide access to 
care and treatment that otherwise would be lacking. 

Since it is important to both the patient and their caregivers that their behavioral and 
functional status is not impaired through the lack of treatment, the use of PROMs would be 
helpful in ensuring that an accurate diagnosis is made and that the appropriate protocols for 
treatment are employed.  The use of technology from both smartphone applications and the 
Internet provides a foundation on which a diagnosis can be made.  The use of the Code Blue 
application allows children and adolescents with a smartphone reach out to an immediate 
provider to offer help and assistance when needed.   The assistance is provided through text or 
by phone through a trained provider, who can ask for information and deliver appropriate 
counseling.   If this application is accessed, the provider who responds can ask a series of 
questions to validate the symptoms as a case of depression, anxiety disorder or an eating 
disorder and determine what treatment is needed.  If the patient reports a mental health 
condition that is adversely affected their quality of life, then the use of CBT may prove to be 
beneficial.  As such, a PROM could be developed that assesses the effectiveness of CBT on 
children and adolescents that have a confirmed diagnosis of a serious mental health issue. This 
can be done through the information gathered and interpreted through a smartphone 
application, such as Code Blue (or others, such as Talkspace, Big White Wall, or others). 

The use of combination of other smartphone applications can be used to administer the 
CBT through a licensed therapist; receive feedback to assess the effectiveness of the therapy; 
monitor their medication adherence (if prescribed medications are being used); and evaluate 
whether other potential co-occurring disorders are present.  This can be done through the 
following applications: 

Lantern -  An application that develops a customizable CBT plan based on input from the 
patient and provides coaching and therapy on a daily basis from a licensed provider.  The 
program also provides a feedback component so the patient can measure their progress. 

Optimism – A tracking application for a patient to record their daily progress; provide 
information on triggers that may lead to a compromised mental state; and offers strategies for 
staying well. 

Medisafe – An application that provides patients with a list of the medications they are 
responsible for taking; the correct dosage and time of administration; and provides alerts as to 
when it is time to take their medication and alerts providers when the medication is missed. 
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Each of these applications can collect and process information that can be sent to the 
provider that is responsible for the patients’ care.  The licensed therapist contacted through the 
Code Blue application can also receive data feeds from each of these applications and provide 
recommendations for a provider to write prescriptions based on their recommendations.  
Consent would need to be given by their caregivers, given that the patient is under 18, but the 
treatment and follow-up can be mediated electronically.  The data that comes from these 
applications could be used to populate the PROM measure to ensure that CBT therapy is being 
utilized and to assess its effectiveness in conjunction with medication therapy. 

This is an opportune case study for the development of a blockchain to provide the data 
from the PROM without the reliance on a standardized instrument and to provide feedback on 
its effectiveness on a regular basis, rather than evaluating after a prolonged period of time in 
which information from the instrument would have to be entered and then re-entered after the 
intervention had taken place.  Understanding the effectiveness of care on a more regular basis 
allows for adjustments to take place to improve the quality of care and to determine if more 
aggressive strategies that are not reliant on technology are needed.  The blockchain allows the 
patient and their caregivers to determine the types of data they want to share based on the 
applications being used to assist and monitor their therapy.  While many patients feel ashamed 
of their mental state and feel a stigma associated with conditions such as depression and 
anxiety, the anonymous nature of these applications may make it more likely for them to seek 
help. [22] Further, their ability to access and share the data needed to evaluate their treatment 
gives them control over what is being accessed and used.  The caregivers would also have 
access and would be able to monitor the data input; ensure it is being shared with the 
providers; and establish an ongoing dialogue with both the patient and provider.  The provider 
would also have access and could verify the data being sent through a digital signature and 
ensure it is attached to the appropriate patient.  The provenance would be established through 
the origin of the data input and an audit trail is created from each digital signature that is 
provided. 

These types of use cases are the first step in implementing blockchain technology as 
they help identify the system requirements and looks at the interactions between users and 
systems.  In this case, the focus would be on personal health information that is highly sensitive 
and coming from mobile applications that require direct interaction between the patient and 
providers, as well as those involved in the care of the patient.  Each scenario that involves a 
transaction, or data being transferred from the application to those who have “signed” the 
transaction would be documented so the information flow and usage is understood.  In this 
manner, the appropriate permissions would be granted and provenance could readily be 
established.  It is important to note that the use case would not include software requirements, 
but would only focus on the transactions and users of the data. 

A proof of concept would be the second stage, and could be implemented in a rural area 
with a Federally Qualified Health Center (FQHC).  This would be advantageous in that FQHC’s 
receive funding from the Health Resources and Services Administration (HRSA) and over 50% of 
them have significant health information technology capabilities, such as the implementation of 
an EHR; the use of telemedicine for those in extremely remote areas and the sharing and 
exchange of data between the FQHC and other designated entities. [23]  Some examples that 
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may be useful for the implementation of blockchain technology may by the Community Health 
Centers of West Virginia or the Oregon Community Health Information Network (OCHIN).  Data 
would need to be gathered to determine the prevalence of mental health disorders among 
children and adolescents in rural areas to determine if the proof of concept is worth 
implementing, but the underlying infrastructure and capabilities would be present. 

Assuming the proof of concept is successful, and the use of information stored on a 
blockchain allows for both the development and continued use of a PROM that assesses the use 
and effectiveness of CBT, then a field trial could be the next stage.  This would be a limited run 
using data from the applications applied during the pilot test and more expanded blockchain to 
accommodate the significant increase in transactions.  Perhaps the most applicable 
environment for a field test are those Health Centered Controlled Networks (HCCNs) that have 
also been funded by HRSA.  An HCCN supports health centers in achieving meaningful use of 
ONC-certified electronic health records (EHRs), adopting technology-enabled quality 
improvement strategies, and engaging in health information exchange (HIE) to strengthen the 
quality of care and improve patient health outcomes. [24]  The capabilities would already 
support the creation of a blockchain and the use of the data coming from mobile applications.  
Further, since all HCCNs have EHRs, the field test could also include the data coming from the 
blockchain into an EHR through the RESTful APIs and HTTP protocols.  In doing so, the test 
would ascertain whether greater interoperability is reached through a blockchain and whether 
an established medical record with information coming from mobile applications can be 
developed. 

To date, there is no full-volume rollout of a blockchain for healthcare, and the scenario 
presented above represents a hypothetical with a number of contingencies.  These would 
include widespread distribution and sustained use of the applications for rural children and 
adolescents; intensive care coordination between the licensed therapist and a medical 
professional that can prescribe treatment, along with other caregivers that may be responsible 
for the mental health care of the patient; a willingness to allow technology to mediate mental 
health care in place of an in-person encounter;  and either an implementation or a plan to 
implement appropriate APIs that leverage the common standards of the Internet, either 
through the HL7 FHIR standard, or other protocols that support the development and use of 
RESTful APIs.  However, the potential for a blockchain to collect this type of data and use it to 
assess quality of health through PROMs is unlimited.  The use of these measures is not limited 
to mental health, but could be expanded to conditions in which the IoT can provide both useful 
and needed data.  This could include obesity, diabetes, heart disease, arthritis, falls 
management, medication adherence and others.  The unlimited amount of data coming from 
the numerous devices and technologies available to patients provides a foundation for PROM 
development, and the use of a blockchain furthers the goals of ONC to provide more patient-
centered care and more active patient engagement. 
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● Address whether there is a place in health IT and/or healthcare related research for 

the technology [1 ]; 
 
Physicians steer treatment together with patients and are responsible for the vast 
majority of decisions, and therefore expenditures, in healthcare. Yet the technology that 
mediates the physicianpatient relationship today is not directly purchased or controlled 
by either the physicians or the patients. Electronic health records and health information 
exchange technology are sold as strategic assets to institutions, typically very large 
businesses, that currently have incentives to maximize institutional growth. We seek a 
better balance of institutional needs with the needs of physicians and patients. 
 
It is widely accepted that reducing healthcare cost growth requires genuine practice 
reform. Few institutions, however, are planning to reduce their own size. By focusing 
health information technology and interoperability on the physicianpatient relationship 
we bypass the inertia of institutions, fertilize the environment for valuebased payment, 
and optimize care options among hospitals, the community, and home, as appropriate. 
 
Blockchain is widely recognized for its ability to empower innovators and individuals on 
a large scale in an environment that includes the necessity of institutions. The 
appropriate application of blockchain technology to health IT can shift the balance to the 
physicianpatient relationship. It’s hard to imagine a more effective lubricant for 
innovation in our complex privatized healthcare system. 
 
● Describe the value of Blockchain to the healthcare system; 
 
Blockchain has proven value at reducing transaction costs in trading systems and 
expanding the accessible market for innovators. It does this by shifting power to the 
edges of the network  the consumers. This paper describes a standardsbased way for 
blockchain to shift decision making and purchasing power to physicians and patients. 
 
Shifting control of health IT away from the hospital not only opens the market making it 
accessible to physicians and patients but it also opens the market for decision support 
at the point of care. For example, hospitals are reluctant to show physicians the cost of 
a medication or procedure when they’re about to order it. They are even less likely to 
present the physician with a list of alternatives. On the patient side, there’s no way to 
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independently advise the patient of outofpocket costs, alternative sources, and typical 
risks while the patient and physician are engaged in making very costly decisions. 
Mobile devices in the physicianpatient encounter and secure blockchain infrastructure 
enable the next generation of decision support apps at the point of care. 
 
Our project, HIE of One, (Health Information Exchange of One) shifts the trusted 
intermediary role away from the hospital and into the blockchain. The blockchain 
can also provide the link between physician credentials and patient identity. 
 
In the current health IT architecture, the hospital is responsible for both credentialing the 
individuals and securing the protected health information (PHI). In the HIE of One 
architecture, credentialing is done by institutions such as medical societies or state 
agencies that do not have or want access to PHI. Identity of physicians and of patients 
is managed on the blockchain without placing any PHI on the blockchain. (N.B. Identity 
is a writeseldomreadmostly application that’s ideally suited for the write seldom read 
mostly character of the blockchain where proofofwork is only required to create or 
update an identity while use of the identity costs essentially nothing.) Finally, in the HIE 
of One model, the PHI stays in place wherever it was generated or is most convenient. 
HIE of One works with PHI in institutional EHRs, PHRs, regional health information 
databases, cloud wellness services, or the Precision Medicine Initiative. 
 
HIE of One links patient PHI to blockchain identities and blockchain identities to verified 
credential provider institutions that don’t have PHI and don’t want the liability of PHI. 
This not only lowers transaction costs but it improves security for all participants. Data 
moves under the control of blockchainmediated identity and trust. 
 
● Identify potential gaps in standards created and/or resolved by Blockchain; 
 
Practices that protect patient privacy have not kept up with the scale of today’s hospital 
and HIE networks. When 5 or 10 Million patients and 50,000 staff have access to a 
single EHR system or delivery network, standards for consent, authorization, 
singlesignon, and accounting of disclosures have proved elusive. At a national scale 
like the Precision Medicine Initiative, today’s practices are insufficient.  
 
Highlevel panels including PCAST and JASON concluded that separating access 
control from PHI stewardship will be necessary to achieve interoperability at scale. But 
this goes against the current role of hospitals as combined holders and controllers of 
PHI. The gaps in current standards are not incidental. They are the result of an 
imbalance of IT purchasing power in favor of hospitals and their EHR vendors. 
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Another obvious gap is the lack of identity standards in healthcare. There is essentially 
zero adoption of identity federation (single signon) for either physicians or patients. In 
addition, identity matching seems to be a problem unique to healthcare and has 
spawned expensive and unreliable probabilistic methods that harm privacy and will not 
scale to the needs of a nation.  
 
Blockchain has some established identity standards to the extent that it is able to 
reliably maintain the integrity and accessibility of individual “wallets” but there are gaps 
in linking the cryptographic identity of blockchains to singlesignon standards like 
OpenID Connect [2] and to verified claims [ 3]. 
 
HIE of One is working with multiple blockchains under the auspices of the World Wide 
Web Consortium (W3C) to advance blockchain ID standards [4] and to align them with 
the OpenID Connect capability already in HIE of One [5] and our FHIRstandard EHRs 
[6]. The initial demo of HIE of One based on HL7 FHIR  OpenID Connect  Kantara 
UMA standards was made to the OpenID HEART workgroup in February 2016 [7]. 
 
To fill the blockchain identity standards gap we are now working with the W3C Web 
Authentication [8 , 9 ] and W3C Verifiable Claims [ 3] standards workgroups along with 
the W3C Blockchain Community [10 ] group and contributing to the HL7 FHIR [ 11 ] 
standards and UMA [12 ] development as well. This work will be presented at the 
Rebooting the Web of Trust meeting at the end of October 2016 [13 ]. 
 
● Discuss the effectiveness of Blockchain to function in the “real world.” 
 
The effectiveness of managing blockchain private keys has had a great deal of “real 
world” experience because it is the core of blockchain wallet functionality. The use of 
private keys for identity authentication has been shown at scale by the FIDO Alliance 
products and is being adopted as WebAuthn / FIDO 2.0 by the W3C [8 , 9 ]. 
 
The effectiveness of managing blockchain identity in the “real world” has not been 
established but secondgeneration systems already exist and two vendors (one Bitcoin 
and the other Ethereum based) have been selected for integration with the Microsoft 
Azure cloud platform [14]. Blockchain ID has been broadly available for over a year. [ 15 ] 
 
The HIE of One system [16 ] does not store or manage PHI on the blockchain. Thus, it 
avoids serious privacy and scalability issues with blockchain technology. The HIE of 
One system uses FHIR [11 ], OAuth2 [17 ] , and UMA [12 ] together as in HEART [ 18] to 
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secure and manage access to PHI. Although FHIR and UMA are young, the 
effectiveness of these standards in the real world is not in doubt [19 ]. 
 
The link between the user ID (physicians and patients both) and the PHI is managed by 
OpenID Connect in HIE of One. The effectiveness of this approach has had extensive 
realworld proof by Google [20 ] and many others [ 21 ]. 
 
In summary, the HIE of One approach uses blockchain conservatively for ID only and 
leverages the vast experience with OAuth2 and OpenID Connect to minimize the 
deployment risk. Blockchain ID is very low cost, on the order of pennies for account 
creation or changes of key attributes. Because our approach to PHI management does 
not modify the blockchain at all, it adds no proofofwork cost and is therefore as 
costeffective as any FHIR / OAuth data management scheme. HIE of One transaction 
costs will benefit from the largescale of FHIR APIs in general in a way that proprietary 
PHI management APIs on or off the blockchain cannot. 
 
● Discuss how Blockchain links to the stated objectives and national priorities. 
 
Blockchain links the stated objectives in the Nationwide Interoperability Roadmap, 
PCOR, PMI, delivery system reform, and other national healthcare delivery priorities by 
enabling patientdirected exchange in a costeffective and scalable way. 
 
PMI, PCOR, and the Nationwide Interoperability Roadmap already recognize the need 
for patientdirected exchange. Delivery systems reform is not directly associated with 
patientdirected exchange, but HIE of One uses blockchain to put control of 
interoperability and decision support at the point of care in the hands of patients and 
physicians. As discussed at the beginning of this paper, this shift of control away from 
hospitals will lubricate delivery systems reform through competition and the reduction of 
transaction costs on a national scale. 
 
● HIE of One SelfSovereign ID Innovation 
 
The current generation of standardsbased identity providers (IdP), like Google and 
upcoming EHR FHIR implementations, manage user authentication and reputation 
together in one responsible institution. This makes the IdP bear the risk of a security 
compromise that exposes PHI resources and it requires the federated institutions to 
“trust” the IdP, often a competitor. A selfsovereign ID would enable verifiable reputation 
and attributes of physicians and patients without any institution bearing the risk of user 
authentication. Management of the private key used for authentication is entirely under 
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the control of the individual person and supports the strongest levels of nonrepudiation 
including recently adopted EU eIDAS regulations [22 ]. With selfsovereign ID, the trust 
of a relying party is directly linked to an individual person’s control of a secure element 
without any institutional intermediary. The power of this approach has already been 
shown by noninstitutional trust systems like Bitcoin and FIDO [23 ].  
 
Permissionless distributed public ledgers, like Bitcoin and Ethereum, can replace some 
aspects of institutional trust with cryptography. In particular, a person in control of 
his/her private key (in the eIDAS sense of nonrepudiation of control) can authenticate 
themselves with a high level of assurance if the private key can also be associated with 
a trusted reputation mechanism. This paper explores the application of blockchains in 
support of more complex transactions where the participants have reputation or a 
verified attribute and the information exchanged is private.  
 
We use a licensed MD writing a prescription as an example transaction. Aside from the 
physician and the patient as selfsovereign individuals, the transaction also involves two 
institutions: the pharmacy and the verifier of the MD license. Success will mean that 
neither of the two institutions has to trust an institutional identity provider for either the 
physician or the patient as long as the jurisdiction they are in recognizes the authority of 
a blockchainbased identity and reputation [24 ].  
 

 

Fig. 1  Personal and Institutional Trust  
With reference to Figure 1: 
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1. The Licensed MD and Patient each has a selfsovereign blockchain ID. 
2. The Licensed MD presents ID and license credentials to the Medical Society. 
3. The Licensed MD writes a prescription to the Patient including a license claim. 
4. The Patient presents the prescription to any Pharmacy. 
5. The Pharmacy verifies the MD’s license claim with the Medical Society. 

Note that patientspecific protected health information (PHI) is only present in 
transactions 3 and 4. The Medical Society does not bear any risk of access to patient 
information. Transaction information is not present on the blockchain except optionally 
as a timestamped hash representing a digital postmark as evidence in case of dispute. 
 
A prescription illustrates the essential elements of identity: the MD has to have a valid 
license and a way to sign the transaction. The patient has to be identified in an 
accountable way either directly by the pharmacy or indirectly through the ordering 
physician. The transaction has to leave residual documentation acceptable in case of 
dispute. Finally, the contents of the transaction have to remain private to the parties 
directly involved. With the obvious exception of attribute verification, this paper 
proposes a path to meeting these requirements without recourse to hospital trust and 
dependency on a hospital information system. The method is based on each individual 
having total nonrepudiable control over their selfsovereign support technology (SSST) 
and every actor having access to a distributed public ledger. 
 
Blockchain technology is well suited for decentralized identity (DID) that does not 
depend on a centralized root of trust such as the Domain Name System or a small 
number of trusted registrars. DID extends blockchain methods to enable a lifelong 
practical and reliable identifier and attributes linked to that identifier under the 
selfsovereign control of the individual person. A number of DID systems based on the 
Bitcoin and Ethereum blockchains are coming on the market. This paper describes how 
technology under the total control of the MD and the patient respectively can leverage 
DID to allow for a prescription or equivalent regulated transaction. 
 
A typical transaction between two selfsovereign blockchain wallets as value containers 
is illustrated in Figure 2. 
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         Fig. 2  A Bitcoin transaction between two wallets 
 
SSST describes an Identity Container (Figure 3) as a combination of a mobile user 
interface that controls the identity and an alwaysconnected server that stores attributes, 
policies, and transaction receipts associated with that identity. Attributes, typically PHI 
like the contents of the prescription, are meant to be selectively shared. Policies are 
kept private but they control external access to attributes. Receipts are the signed result 
of transactions stored in case of audit or dispute. 
 

 
         Fig. 3  A Prescription transaction between two identity containers 
 
Writing a prescription involves a number of steps (Figure 3): 
 

1. The MD uses a DIDassociated credential to signin to the electronic health 
records (EHR) component of her SSST. 
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2. The MD’s EHR displays a patient list with links to each patient’s SSST EHR. 
3. By clicking on a patient in the list, the MD attempts to singlesignon to the 

patient’s SSST EHR using her DID as the trusted identity provider. 
4. The patient’s authorization server component of her SSST looks up the MD’s 

medical license number attribute via his DID, and verifies the medical license 
status against the state medical society’s physician directory server (not shown 
on Figure 3). (Note that the medical society directory service is not selfsovereign 
technology. Also, for physician privacy, access to the directory may be controlled 
by policies behind the MD’s SSST authorization server component.) 

5. The MD creates a new prescription record in the patient’s SSST EHR including 
the patient’s DID and signs it with credentials linked to her DID. The MD’s 
signature is nonrepudiable based on the mobile component of her SSST per 
applicable law as in eIDAS.  

6. The signed prescription is stored in both the MD’s and the patient’s SSST EHR. 
7. The patient signsin to a pharmacy (not shown on Figure 3) with her DID 

credentials. If the prescription is for a controlled substance, the patient’s 
prescription request is nonrepudiable based on the mobile component of her 
SSST. Otherwise, the DID simply verifies that the patient that signedin to the 
pharmacy matches the patient in the prescription. 

8. A prescription is shipped to the patient. (Privacy note: Optionally, if an 
intermediate shipper or an insurance company is used, the patient’s address and 
payment details can be blinded from the pharmacy by the physician’s SSST.) 

9. Access to the patient’s pharmacy records may or may not be permitted based on 
policies behind the patient’s SSST authorization server component. 

10. In case of a dispute, either the patient or the MD can present the prescription as 
stored in the receipts component of their respective SSST. 

 
A practical selfsovereign support technology will have other components not listed 
above. A series of workshops at the Internet Identity Workshop XXII resulted in a 
working list of 10 for consideration [25]. 
 
A partial list of software services in the SSST might include: 

● Mobile Device 
○ Secure element 

■ DID, Signing, Encryption, Payment keys 
○ User interface 
○ Biometric (face recognition, iris, fingerprint) 
○ Some verified attributes 
○ Notification endpoint (SMS, email) 
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● Server 
○ UMA Authorization Server 

■ Secure policy store 
○ Federated ID Client Support 

■ DID 
■ OpenID Connect 
■ Whitelist of federated ID providers 

○ Privacyrelated server software  e.g. electronic health record  
○ Protected attribute store 
○ Transaction receipt store 

 
SSST components will be provided by communitysupported and commercial vendors: 

● A mobile app to manage DID keys, biometric access controls, and key recovery. 
● The online component of the SSST could be built from source, run as an 

executable from a trusted source, or outsourced to a service [26 ]. 
● Attribute verification would be operated as a medical society member service. 

 

 

Fig. 4  The Value Propositions for SelfSovereign Support Technologies 

With reference to Figure 4: 

● The Medical Society offers a valuable credentialing service to members without 
risk of patient data breach. 
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● The Licensed MD has total control over her relationship with the patient and can 
practice to the full value of her professional license. 

● The Patient can save money by choosing the pharmacy and can preserve 
privacy by working directly with a physician. 

● The Pharmacy, and other health services providers, can innovate and add value 
without the mediation of intermediary hospitals and EHR vendors. 

● Suppliers of SSST to physicians and patients can add value as app developers 
and support organizations without patient lockin or inserting themselves into the 
institutional trust chain. 

 
The major benefit of selfsovereign support technology in this example is the 
redecentralization of the trusted relationship between the physician and the patient. 
The full value of the medical consultation is now available to the two principal parties, 
but each of them can manage their own policies to provide access to shared resources 
such as a physician directory or a pharmacy. A second benefit of this approach is 
security through diversity. All patients and all physicians can have different 
selfsovereign technology to support their security, privacy and economic interests. 
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Executive Summary

As it has for centuries, commerce relies on two things: trust and verified identity. Put more simply: 
What is being exchanged, and who is confirming it? Yet commerce that was once direct and in-person 
is today conducted mostly online and requires intermediaries such as banks, governments, or other 
central authorities to verify the identity of each party and establish the needed trust between them. 
And whenever there are intermediaries there are inefficiencies – decreased speed, increased cost, 
and sometimes even fraud. Privacy, too, can be affected, and the centralized information stores of the 
intermediaries can be vulnerable to attacks. The famous 1993 cartoon by Peter Stein in The New Yorker 
sums up the trust limitation that is inherent in online commerce: “On the Internet, nobody knows you’re 
a dog.” Twenty-three years later, the world is still working to overcome this limitation with a commerce-
ready method of validating identity and establishing trust without validation by an intermediary.

Welcome to blockchain, often called the chain of trust. Blockchain technology can support a new 
generation of transactional applications and streamlined business processes by establishing the trust, 
accountability, and transparency that are essential to modern commerce. The Internet of Information has 
been built on protocols such as TCP/IP for machine communication, HTTP for web content, SMTP for 
email, and FTP for file transfer. Blockchain facilitates trust and validates identity without intermediate third 
parties, enabling an Internet of Value. What TCP/IP has been for the exchange of information, blockchain 
can be for the exchange of value. The Economist stated it well, calling blockchain “the trust machine” 
and “the great chain of being sure about things”.

As the technology behind the bitcoin 
digital currency, blockchain’s birth is 
traced to the pseudonymous, unidentified 
person (or group) known as Satoshi 
Nakamoto. In recent years blockchain 
has gained more widespread use in 
other realms, with a variety of new 
blockchain-enabled businesses and 
services entering the market – many with 
potential to upend established industries. 
Blockchain technologies can be used to 
share a ledger of transactions across a 
business network without control by any 
single entity. The distributed ledger makes it easier to create cost-efficient commercial relationships 
where virtually anything of value can be tracked and traded without requiring a central point of control. 

Blockchain promises to put privacy and control of data back in the hands of citizens. Trust and integrity 
will be established without reliance on third-party intermediaries. IBM believes blockchain is an 
extraordinarily important phenomenon with the potential to transform industries and upend business 
models. In this paper, we discuss the challenges in the healthcare system and how blockchain can 
potentially solve them.

“Over the past two decades, the Internet has 
revolutionized many aspects of business and 
society... Yet the basic mechanics of how people 
and organizations execute transactions… have 
not been updated for the 21st century. Blockchain 
could bring to those processes the openness and 
efficiency we have come to expect 
in the Internet Era.” 

—Arvind Krishna 
Senior VP, IBM Research
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Healthcare Challenges and How Blockchain Can Solve Them

The healthcare ecosystem is complex, with multiple stakeholders and intricate, sensitive interactions. 
This leads to both data security and privacy challenges and operational inefficiencies. Ownership and 
trusted access to medical information and administrative data is critical, yet the process must be made 
simpler and less costly.

In healthcare, new research is seeking to apply blockchain’s distributed ledger and decentralized 
database solutions to the critical issues of interoperability, security, record universality, and more. 
Intriguing uses in other industries are being extended to healthcare, such as extending blockchain’s 
smart contracts to provider network management or connecting myriad medical devices through 
common, blockchain-enabled systems of information relationships. While technical consensus on a 
distributed ledger for healthcare has yet to emerge, with debate ongoing regarding scalability, security, 
and regulatory compliance, blockchain technology and encryption will drive innovation in healthcare 
services and administration.

With blockchain, a business network allows members to exchange items of value through a distributed 
ledger that each member possesses and whose content is always in sync. Its cost-efficiency and 
accountability is driven by these key supporting concepts:

 - Bit-string cryptography that ensures the integrity of ledger content without violating HIPAA 
requirements, which have traditionally limited the utility of health data and delayed its use 
in real time[16]

 - Consensus in which the majority of chain nodes confirm transaction validity
 - Smart contracts that authorize and notarize each transaction

Table 1 lists today’s most prominent healthcare industry pain points and IBM’s views on blockchain’s 
potential impact on them.

Pain Points Current Challenges Blockchain’s Impact

Interoperability, 
accessibility, 
and data integrity 

 - Providers-payers not 
accountable for interoperability 
under Health Information 
Technology for Economic and 
Clinical Health (HITECH) Act[8]

 - Data silos and data complexity 
limiting interoperability and data 
sharing

 - Lack of clear data ownership
 - Inadequate analytic capabilities 

to support PCOR, precision 
medicine, and other national 
healthcare delivery priorities

 - Blockchain eliminates data silos and aggregates 
clinical data from EMRs (whether the Department 
of Defense, Veteran’s Administration, or private 
vendors) driving seamless interoperability between 
healthcare systems.

 - Records are guaranteed to be cryptographically 
secure, with no possibility of bad actors threatening 
data integrity.[10]

 - Outside auditing is made easier.[5]

 - Outcomes research and precision medicine 
initiatives can be better supported; patients can 
control what data is shared with whom, achieving 
improved interoperability and increased anonymous 
data samples.

Table 1: Healthcare pain points and potential blockchain solutions
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Pain Points Current Challenges Blockchain’s Impact

Privacy and security  - Hacking attacks 
 - Confidentiality of protected 

health information (PHI)
 - Integrity and availability
 - Non-repudiation
 - Trust and access control

 - Security is enhanced through encryption and 
cryptology.

 - Integrity improves due to peer-to-peer 
accountability (distributed ledger).

 - Supports data encryption and the management 
and enforcement of complex permission settings for 
participants and third parties.

 - Promotes electronic prescriptions and 
decentralized, trust-based, authenticated data 
exchange.

Healthcare delivery 
models and cost

 - Fee-for-service versus 
fee-for-value

 - Managing actuarial risks
 - Excessive costs of managing 

and maintaining electronic 
medical record systems[8]

 - Better risk management is achieved with a more 
holistic view of healthcare.

 - Fee-for-value is enabled through integration with 
Internet of Things (IoT).

 - Addresses trade-off between personalized care 
and operational costs by connecting the ecosystem 
to universal infrastructure.

Fraud and abuse  - Medical fraud and subrogation
 - Abuse, traceability, and 

accountability
 - Unnecessary / inadequate care
 - False claims
 - Corruption
 - Improper prescribing 

(taking advantage of illegible 
prescriptions)

 - Improper billing

 - Subrogation is simplified thanks to smart contracts 
(the full role of blockchain in reducing fraud is to be 
determined).

 - Abuse is reduced through blockchain-enabled 
traceability and accountability. 

 - Fraud is reduced with blockchain-timestamped 
protocols (prevention and reporting).[5]

Process and 
complexity

 - Lead time for medical 
appointments

 - Cycle time to pay claims
 - Benefits verification
 - Pre-authorization 

 - Accelerated approval paths result in faster 
pre-authorization.

Consumer 
engagement

 - Clinical outcomes
 - Utilization management
 - Disease management and 

public health

 - Outcomes are improved through integration 
of blockchain, IoT, and cognitive computing.

 - Supports PCOR objectives by improving the quality 
and relevance of evidence available to help all 
stakeholders make informed health decisions. 

 - With engaged patients owning their data 
(aggregated from multiple settings: hospital, 
insurance, lifestyle, wellness, and so on) and 
controlling with whom to share it, blockchain 
enables emerging approaches for disease treatment 
and prevention, including precision medicine.

Table 1: Healthcare pain points and potential blockchain solutions (continued)
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Pain Points Current Challenges Blockchain’s Impact

Procurement and 
contracting

 - Complex contract processing
 - Contract negotiations and 

execution
 - Hospital supply chain issues

 - Intermediaries are reduced through use of smart 
contracts (distributed trust).

 - Supply chains are streamlined (smart contracts).

Governance and 
compliance

 - Compliance to regulations 
such as HIPAA

 - Regulatory requirements for 
maintaining privacy and security 
of sensitive data such as PHI[20]

 - Introduces efficiency and transparency to the 
heavily siloed healthcare industry by enabling 
involved parties to use a common blockchain.[20]

 - Allows health providers to share networks without 
compromising data privacy, security, or integrity.[20]

 - Manages patient record lifecycle and streamlines 
lifecycle of medical bills.[20]

What Blockchain is Not

Like every technology, blockchain has limitations and is not suited for application to all scenarios. It is not 
well suited for high performance (millisecond) transactions involving just one participant with no business 
network involved, or for replicated database replacement. It is not useful as a transaction-processing 
replacement and is unsuitable for low-value, high-volume transactions.

Scalability is a significant challenge currently, with differences between public and private blockchains. 
In a public blockchain such as bitcoin, thousands of nodes store copies of the relevant content, forcing 
a limit on transaction volumes to preserve decentralization. In private blockchains, only nodes with a 
direct interest in the successful processing of the transactions are running. In addition, blockchains are 
not ideal for high-frequency trading because of delays introduced by the asynchronous, ad-hoc, peer-
to-peer nature of the networked blockchain nodes (this can be resolved if, rather than storing complete 
transactional histories, the blockchain hosts just an ongoing verified representation of the transactions). 
There are also challenges with throughput capacity and storage limits related to permissions, as well as 
integration challenges when corporate legacy systems and systems of record are involved.

As blockchain technologies develop, many of the initial disadvantages are being eliminated, with further 
refinements in the blockchain ecosystem and decentralized stack through internet communication, 
processing (Ethereum is decentralized processing to bridge to corporate systems and assets), and 
storage and data (BigData, IFS, BigChain DB). For example, BigchainDB fills a gap in the decentralization 
ecosystem, providing a decentralized database at scale. It is capable of one million writes per second 
throughput, storing petabytes of data, and sub-second latency.

IBM believes blockchain can be applied to resolve many of these challenges, including the fundamental 
issues of security, scalability, interoperability, and privacy (particularly for EMR data).

Table 1: Healthcare pain points and potential blockchain solutions (continued)
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Blockchain for Healthcare Use Cases

The potential uses of blockchain technology in healthcare are multiple and varied. Here we present 
a wide-ranging list of prospective healthcare-related use cases that the industry has been debating, 
followed by a detailed look at three of them: 

 - Notarization / Identity Verification: Registration of EMR, insurance, and other healthcare records 

 - Collaborative Crowdsourcing: Open bazaar for services, transparency in pricing, and health 
property exchange 

 - Medical Banking: Disintermediating counterparties 

 - Counterfeit Drug Prevention and Detection: Introduce blockchain-enabled solutions to protect 
and enhance the pharmaceutical supply chain  

 - Genomics Research: Accessibility to genetic data secured on blockchain 

 - Population Health Management: A blockchain-based personal health record (PHR) system 
measuring consumer outcomes and influencing medical actions (for example, cases 
of influenza and preventative vaccines)  

 - Internet of Things and Blockchain: Consumer-generated health data meets IoT wearables through 
data accessibility and interconnection with health records  

 - Validation and Payment of Claims: Reduce process time and friction, including compliance with 
contract terms  

 - Outcome-Based Payments: Assigns each consumer a unique digital identity with data from 
blockchain (payers measure metrics for positive outcomes)  

 - Clinical Trial Results: Improve accountability and transparency in the clinical trial reporting process 

 - Smart Property: Track provenance and introduce anti-counterfeit measures for healthcare assets 

 - Real-Time / Contextual Forms of Insurance: Using smart controls, introduce new tools 
and services for growth, improving fraud detection and pricing, and reducing administrative costs

 - EMR: Personal health record storage and access administered using blockchain, with user-key 
permission for doctors and other authorized parties 

 - Health Research Commons: Aggregated personal medical records, quantified self data commons 
(DNA bits), genome and connectome files[27] 

 - Health Document Notary Services: Proof-of-insurance, test results, prescriptions, status, 
condition, treatment, physician referrals   

 - Doctor-Vendor RFP Services: Similar to Uber car services, doctors and health practices bid 
to supply medical services, possibly using automated bidding over tradenets
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Determining if a given medical expense or event is covered by a member’s 
insurance policy or pre-authorization can be a slow process. Multiple 
stakeholders are involved (consumer, provider, payer). The amount covered 
can vary based on the payer-provider relationship (in-network versus out-of-
network). Timing is often critical, based on the nature of the patient’s medical 
issue, and pre-authorization must persist through the full revenue cycle, ending 
with payment to the provider. 

Blockchain will speed pre-authorization and enable timely treatment of the 
patient as well as accurate payment to the provider. The goal will be real-
time determination of benefits, with the blockchain ledger shared among the 
stakeholders.

Provider (health-related services and medical goods):

 - Faster transaction settlement:  Improved cash flow
 - Accurate pre-authorization: Anticipated payments known earlier in cycle
 - Blockchain virtual ledger:  Patient data accessible from multiple silos 

Payer (private and government insurers and individual payers):
 - Proof of member identity: Assurance that proper consumer is treated
 - Faster transaction settlement and lower costs: Fewer financial 

intermediaries
 - Blockchain immutability: Audits facilitation and better fraud detection
 - Blockchain virtual ledger: Less administrative “double record keeping”

Member / Patient:
 - Security: Less likelihood of hacking of medical or financial information 
 - Privacy: Ensure proper application of HIPPA guidelines
 - Accurate pre-authorization: Immediate determination of coverage and 

greater ability to compare options (member pre-authorization portal could 
provide view into costs, providers, and possibly provider ratings)

Use Case: Healthcare Pre-Authorization Payment Infrastructure  

Business Problem /
Opportunity

Why  
Blockchain?

Benefits to 
Healthcare 
Stakeholders
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Counterfeit medicines and other drugs sold to deceptively represent their 
origin, authenticity, or effectiveness can have a direct impact on consumer care 
and even provider liability. Whether contaminated, lacking authentic or active 
ingredients, or labeled at the wrong dose, these “fake medicines” have no 
place in the marketplace.

In the United States, one current solution is ePedigree, in which drug shipments 
are tracked, such as through RFID tagging. All movements are logged 
and include signed certificates that establish a life history of the shipped 
products, entered in multiple business process systems. In West Africa there is 
mPedigree, whereby the provider or consumer scratches the package to reveal 
a code that they send to a toll-free telephone number and receive a return text 
message confirming whether or not the product is genuine.

In the existing solutions, there is still a central authority that can be 
compromised and documents that can be faked. The ePedigree solution is 
already close to a blockchain solution.  If it can be modified with blockchain-
enabled anti-tampering capabilities during manufacturing, the supply and 
dispensation system could make drug counterfeiting a non-issue.

Consumer:

 - Authenticity: Ensures drugs originate from the true manufacturer
 - Tampering: Prevents addition of substances after manufacture
 - Efficacy:  Ensures proper ingredients in the proper doses

Government agencies:

 - Better detection: Addresses priority of identifying counterfeit medicines 
early in the chain, with improved anti-tampering, and less expense (current 
measures based on electronic documentation, SMS and GSM networks, 
and so on) 

 - Improved reputations: Governments where counterfeit drugs originate, 
or are suspected to originate, want statistics to counter that perception 

Pharmaceutical industry:

 - Cost savings: Big Pharma expends a lot of resources on anti-counterfeiting 
workarounds and regulatory compliance; this will be reduced or eliminated 
if drug authenticity can be assured at manufacture, delivery, and eventual 
consumption

Use Case: Counterfeit Drug Prevention and Detection

Business Problem /
Opportunity

Why  
Blockchain?

Benefits to 
Healthcare 
Stakeholders

7 of 9

#8  - IBM - Chain of Trust



Blockchain: The Chain of Trust and its Potential to Transform Healthcare – Our Point of View

The US Food and Drug Administration requires all publicly-funded clinical trial 
labs to submit their data on human subjects to designated public repositories. 
Some repositories of the National Institutes of Health allow trial data to be 
deposited at ClinicalTrials.gov and using research data-sharing services 
such as figshare.

Today, few research groups follow through correctly on this requirement, 
especially in the case of negative data. And the groups that do upload their 
data often fail to maintain it over the long-term, eventually leading t 
 missing information.

Blockchain can provide additional accountability and transparency to the 
clinical trial reporting process. The data itself can be deposited anywhere while 
the blockchain stores the links to pertinent clinical trials. All trials associated 
with a published study can be curated within individual blocks and published 
on the blockchain. 

Further, the service can be made available as a subscription for research 
labs where partner institutions maintain dedicated project pages listing past 
and current trials. This adds transparency and offers research groups the 
opportunity to easily upload links to the negative data for addition to the 
blockchain (the links have the added advantage of being timestamped). With 
over 30,000 trials published annually and rising, manual outcome verification is 
simply not possible[5]. On a blockchain, the curated links and blocks could even 
be entered into a rewards program to promote publishing as much complete 
trial data as possible.

Researchers and medical publications
 - Trial-related searches: Researchers will be able to search for a trial 

-related transaction on the blockchain, confirm when it occurred, and 
verify the authenticity of the original protocol by generating identical public 
and private keys (blockchain provides an immutable record of existence, 
integrity, and ownership)

 - Precision medicine: Blockchain-based individual clinical data enables the 
Precision Medicine Initiative in which researchers, providers, and patients 
work together to develop individualized care

Food and drug regulators
 - Protection of trial participants: Timely and improved submission 

of human clinical trial data will help protect the participants and provide 
reliable historical information to future trial subjects 

Use Case: Clinical Trial Results

Business Problem /
Opportunity

Why 
Blockchain?

Benefits to 
Healthcare 
Stakeholders
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IBM is a founding member of the Linux Foundation’s Hyperledger Project and has been a leading voice in 
developing collaborative open standards for distributed ledgers and smart contracts.  Here are some of our 
current blockchain initiatives:

 - Blockchain for IBM Global Financing – We’re launching one of the world’s largest 
blockchain-enabled credit services for suppliers and partners. Cutting dispute 
times could free up some of the $100 million in capital typically tied up in transaction 
disputes.

 - IBM Blockchain on Bluemix – Developers can create and test a blockchain on the 
cloud using our Bluemix platform-as-a-service offering.

 - IBM Bluemix garages for blockchain – Participants can connect with our own 
experts and each other to find new ways to apply blockchains in business.

 - Blockchain on IBM z Systems – We’re building a “blockchain made for business” 
by putting blockchain hooks and features in z Systems mainframes.

 - IBM Watson Cognitive Platform – We’re out to merge blockchain with Watson 
cognitive computing tools to build an even more powerful technology. 

IBM’s Investment In Blockchain

More information on IBM’s commitment to Blockchain can be found at www.ibm.com/blockchain.

IBM Bluemix

Conclusion

Blockchain will play an increasingly significant role in healthcare IT and bring beneficial disruption 
and new efficiencies to every stakeholder in the ecosystem. It is vitally important that healthcare 
organizations understand and explore blockchain technology today to ensure they are ready for the 
changes sure to come tomorrow. Where does the approach work and where does it not? From these 
efforts, the best ideas will emerge and gaps in specifications, technology, and governance will be 
identified. The result will be a new generation of powerful, blockchain-based applications that will shape 
the next era of business, including healthcare.

For blockchain to fulfill its potential, it must be based on open technology standards to assure the 
compatibility and interoperability of systems. IBM is committed to helping make blockchain real for 
business, and we will put the same force behind our efforts that we did in working to mainstream Linux, 
Eclipse, Java, Spark, and other open source technologies. Only with openness will blockchain be widely 
adopted and flourish with innovation.

IBM is grateful for the opportunity to participate in the Ideation Challenge and looks forward to 
presenting our point of view at the upcoming, industry-wide “Blockchain & Healthcare Workshop”  
co-hosted by The Office of the National Coordinator for Health Information Technology and the  
National Institute of Standards and Technology.
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Abstract	
Today’s methods of recording and sharing patient data have a number of limitations that 
restrict patients’ access to their clinical records, reduce availability of essential data to 
care providers, and ultimately present a barrier to transforming U.S. healthcare into a 
learning health system. Storing patient healthcare data in a blockchain-based storage 
scheme can remediate these shortcomings. This paper discusses blockchain as a novel 
approach to secure health data storage, implementation obstacles, and a plan for 
transitioning incrementally from current technology to a blockchain solution. 

Overview	of	Today’s	Environment	
As recently as 2008, less than 10 percent of medical 
records were stored electronically (Figure 1)1. Paper 
based records are difficult to move or copy from 
their original location to other places of service or 
directly to the patient. Today, nearly all medical 
records are stored in electronic health record (EHR) 
systems, yet data remains largely non-portable. 
Several factors contribute to the difficulty of 
providing and controlling access to healthcare data. 
Many healthcare providers err on the side of 
caution when interpreting HIPAA requirements2, sharing data only when absolutely 
required. This extends to restricting patients and their proxies from accessing data about 
their own health. Some institutions perceive data stewardship as a competitive 
advantage. Owning the patient’s medical record promotes “stickiness,” while sharing it 
allows the patient to seek care from another institution. Healthcare providers perceive 
the patient’s medical record as their property rather than the patient’s. While this is true 
in a legal sense3, it creates unnecessary and sometimes costly obstacles for patients that 
need or want to move their medical records to another location. 
Meaningful Use, the program responsible for the fast adoption of EHRs in the past seven 
years, requires that providers enable patients with the capability to view, download, and 
transmit their records to other locations4. Most providers today are sharing at least some 
data with external systems5, indicating limited progress in this area; however, the status 
quo remains that information generally stays in the system that generated it. This is a 
significant enough problem that the Office of the National Coordinator has adopted 
procedures to identify and correct instances of “information blocking.”6 
The difficulty in securely moving and sharing health data in a timely manner has 
detrimental impacts on patient care.  
In a 2008 essay7, Doc Searls relates a personal anecdote that describes the type of impact 
that poor record sharing can have on patient treatment. His conclusion is that patients 
need to be in control of their healthcare, and that includes controlling their healthcare 
records. In his words, the patient needs to become the platform for healthcare, but “for 
patients to become platforms, we need more tools and capabilities that are native to the 
patient.” Searls goes beyond stating that electronic health data should be easy to share; 
he advocates making patients the custodians of their own healthcare data, so that they 
ultimately control where and how it can be used.  

Figure 1.  Adoption of Electronic Health Records 
in Federal Acute Care Hospitals 
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As adoption of electronic health records increases, failing to execute on the promise of 
sharable health data is not the only problem facing EHR systems. Broader adoption of 
electronic health records 
has enabled previously 
unknown levels of health 
data breaches8 (Figure 2).  
A majority of patients 
are concerned about 
privacy and security of 
medical records, and 
some patients withhold 
information from their 
healthcare provider 
because of these 
concerns9. 
Widespread adoption of electronic health records needs to be a secure, trusted and 
efficient solution to the problem of being unable to share data among providers, patients 
and researchers. Instead, the information silos are nearly as impenetrable as they were in 
the days of paper records, with the added risk of frequent, high impact data breaches.   

Blockchain-based	Medical	Record	Storage	and	Data	Exchange	
A possible solution to these (and many other) issues is the implementation of a patient 
controlled, blockchain-based system for clinical record maintenance and sharing. To 
understand how blockchain technology can improve the security and efficiency of 
electronic health data storage and sharing, it is first necessary to provide an overview of 
blockchain technology and its benefits.  
Blockchain technology rests on three foundational tenets10. First, data is stored in a 
public, immutable transaction ledger that anyone can read. Because the transactions can 
never be deleted or changed, there is always a complete and irrefutable record of all 
transactions. Second, blockchains are implemented in a decentralized network of 
computing nodes, which makes them robust against failures and attacks. 
Decentralization also means that no entity owns or controls the blockchain. Third, the 
metadata describing each transaction is available to everyone on the system, but that 
does not mean the data stored within the blockchain is readable. Blockchain relies on 
pseudoanonymity (replacing names with identifiers) and public key infrastructure (PKI), 
which allows the blockchain’s contents to be encrypted in a way that is prohibitively 
expensive to crack. When applying blockchain technology to health data, each of these 
foundational tenets applies. 
Immutable	Transaction	Ledger	
Blockchain was originally conceived as an infrastructural component of the 
cryptocurrency, Bitcoin. The transactions on Bitcoin’s blockchain represent financial 
transactions: moving specific amounts of Bitcoin from one account to another. Anyone 
can verify which account a particular Bitcoin belongs to by using appropriate software 
tools to examine the transactions on the public blockchain.  
In a healthcare context, transactions would consist of documentation of specific episodes 
of healthcare services provided. Healthcare providers, payers and patients would 
contribute encrypted data, which would reference a patient ID, to a public blockchain. 
This could include clinical data that is stored in EHR systems today; claims history and 
gaps in care from payers; and family history and device readings from patients. This 

Figure 2. Number of individuals affected by health information breaches 
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information would be encrypted and 
stored in the blockchain and could only 
be decrypted by parties that have the 
patient’s private key11. (Figure 3).  
Because the ledger is immutable, no one 
can erase or alter the record. Updates 
include metadata records of the date, 

time, location and entity making the 
update. In this way, a blockchain-based 
medical record will be self-auditing. 
Distributed	Network	
Financial, legal, healthcare and other types of transactions have some common 
requirements. It is necessary to establish the identities of the parties involved in the 
transaction, maintain trust, ensure that transactions are recorded properly and cannot be 
altered, and that the infrastructure in which transactions occur is stable. Prior to 
blockchain, the only way to achieve these goals was to establish a strong central 
authority to provide these services, for example banks, governments and clearinghouses. 
In the domain of health records, each hospital or health system serves as its own central 
authority to provide record keeping and transmission services. 
The traditional, centralized transaction infrastructure is a natural solution to the 
problem. While it has many advantages, there are also drawbacks. A centralized 
infrastructure is vulnerable to failure, corruption and attack. This architecture causes the 
information silos that are prevalent in healthcare today. 
Blockchain replaces the centralized infrastructure with a distributed one. The blockchain 
software is running on thousands of nodes distributed across an entire network. To 
process a transaction, it is distributed to all the network nodes, and the transaction is 
cleared when the nodes have reached a consensus to accept the new transaction into the 
common ledger.  
The process is technologically sophisticated, but it replaces entire record keeping and 
transaction processing institutions. This lowers transaction overhead in terms of price 
and execution time. It also means there is no single point of failure, providing a more 
robust, safer infrastructure. 
Strong	Encryption	
Public Key Cryptography is an encryption system that uses pairs of keys: a “public key” 
available to everyone and a “private key” that is known only to its holder. Either key 
may be used to encrypt a message, but the other key must decrypt the message. 
Practically speaking, there are two use cases involving public and private keys. First, a 
sender can encode a message with a public key and be sure that only the holder of the 
private key can decrypt it. Second, a message or document can be encrypted with a 
private key. If the message makes sense when it is decrypted using the corresponding 
public key, it’s guaranteed that the holder of the private key is the party that encrypted 
the message. This is sometimes called “signing” a message12 because it is analogous to 
someone putting his unique signature on a document.  
Blockchain also supports a concept called M-of-N signatures or “multisig,” meaning that 
there are a total of N cryptographic keys, and at least M of them have to be present in 
order to decrypt the data. In this way, the patient can provide keys to authorized 
caregivers, doctors and others to grant access without the patient’s specific key13. For 

Figure 3.  Example of financial versus healthcare 
blockchain transactions 
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example, this is useful when the patient is incapacitated and cannot provide consent to 
access the data. 
Public Key Cryptography is an important concept for blockchain. All transactions are 
signed with private keys as a way of establishing the participants’ identities. In the 
context of storing healthcare data in a blockchain, cryptography would have the 
additional role of encrypting the contents of the message, so that only intended users can 
read its contents.  
Implementing	a	Blockchain	Solution	
To implement a blockchain-based healthcare record system, EHRs and other record 
keeping systems would encrypt and send a transaction containing patient care 
documents – encounter notes, prescriptions, family histories, etc. – into the public 
healthcare blockchain. The transaction would include a digital signature from the 
contributor to trace provenance and the patient’s blockchain ID as the recipient of the 
transaction.  
After the documents are stored in the blockchain, patients would use a web-based or 
mobile application to view their blockchain contents and to grant or revoke access to 
specific parties.  
This type of system has a number of advantages over current methods of record keeping: 
1. Patients becomes the platform, owning and controlling access to their healthcare data. 

This removes all obstacles to patients acquiring copies of their healthcare records or 
transferring them to another healthcare provider. 

2. Because data is stored on a decentralized network, there is no single institution that 
can be robbed or hacked to obtain a large number of patient records. 

3. Data is encrypted in the blockchain and can only be decrypted with the patient’s 
private key. Even if the network is infiltrated by a malicious party, there is no 
practical way to read patient data. 

4. The infrastructure itself provides auditing and non-repudiation capabilities. The 
methods used to add the data to the blockchain also include tamperproof timestamps, 
account IDs, and methods of determining if the contents have been altered.  

A blockchain-based method of storing healthcare data includes all the expected criteria 
of a medical record keeping system, and it goes beyond what a traditional, centralized 
system can do because it improves patients’ access to their records and strengthens 
security against data breaches.  
A	Practical	First	Step	
It is naïve to think that the healthcare industry will discard today’s solutions and re-
implement its recordkeeping systems on a blockchain architecture. Healthcare is a risk-
averse industry, unlikely to readily accept the time and cost required to shift to a new 
and unproven technology. In addition, there is a great deal of inertia and investment in 
the status quo.  
To achieve high rates of EHR adoption, the Centers for Medicare & Medicaid Services 
(CMS) has spent over $30 billion since 201114. A new approach to recordkeeping will 
need to respect this investment and work alongside the existing EHR infrastructure, not 
supplant it. The institutions that are maintaining healthcare data in centralized systems 
perceive patient data as a valuable asset, and it will be difficult to change their way of 
thinking. 
While a blockchain-based solution may be an option at some point in the future, the 
near-term requires a bridge solution. The following, proposed solution includes creating 
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a new facility for storing clinical data that is based on blockchain technology, while 
continuing to use today’s EHR (and other) systems to capture and store patient data. 
This provides many of the advantages of the blockchain solution, while leveraging 
current healthcare IT investments. Existing standards and policies provide the 
framework for copying data from traditional systems into the new, blockchain-based 
system. The new system will effectively be a blockchain-based personal health record 
(PHR). 
The proposed solution begins with today’s health IT systems, primarily EHRs, but also 
potentially includes laboratory information systems, radiology systems, payer databases, 
medical devices and consumer devices. These systems will continue to operate as they 
do today, storing data in their proprietary databases. In addition to storing its own copy 
of the data, each system will also transmit a copy to the blockchain-based PHR.  
All EHR systems that are Meaningful Use compliant must provide the ability for patients 
to view, download and transmit their health information in human readable as well as 
machine readable format15. The document format is C-CDA, a machine-readable XML 
format. By applying a style sheet to the C-CDA document, it becomes an HTML file that 
can be read by a human using a web browser.  
Many health systems satisfy the view/download/transmit criterion by making C-CDA 
documents available to the patient on a patient portal. From there, the patient can 
download or forward the document to the destination of their choice. Some EHR 
systems also offer other methods of transmission that do not require a patient portal.  
There are three options for connecting an EHR’s view/download/transmit function to a 
blockchain-based PHR: 
Option 1: EHR vendors implement a blockchain client within their EHR software that 
communicates health information directly and automatically to the blockchain-based 
PHR. (See Figure 4 below.) This would be the preferred option, but it requires effort and 
cooperation on the part of EHR vendors and is unlikely to occur without regulation or 
incentive.  
Option 2: EHR vendors use existing protocols, such as REST, SOAP or Direct Messaging 
to send health information to a blockchain-based PHR, which is equipped to receive data 
according to these standards. This would mean that the blockchain-based PHR would 
need to be able to handle these communication protocols and configured to receive 
documents from various sources. Such functionality is somewhat heavyweight for a 
blockchain-based system, which is conceived as a simple electronic transaction ledger. 
Option 3: Patients continue to receive their health information through existing patient 
portals and then forward or upload the documents to the blockchain-based PHR. This 
“lowest common denominator” method will work in all cases, but it relies on the extra, 
manual step of the patient acting as an intermediary. In a worst-case scenario, this will 
result in incomplete records if the patient does not complete the manual step.  
Option 3 is the simplest scenario and the easiest to implement. The feasibility of the 
other two options depends on the willingness of EHR vendors. 
For systems other than EHRs, the situation is somewhat less clear. Conceptually, there 
are ways to split the stream of data coming out of these systems and send a copy to the 
blockchain-based PHR; however, the economics and regulatory issues involved may 
complicate and delay the implementation of these efforts.  
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Other	Considerations	
A healthcare data recordkeeping system that is fully based on blockchain technology is 
possible, but not practicable in the near future. The bridge strategy of a blockchain-based 
PHR existing alongside the current healthcare data infrastructure is more realistic, yet 
there remain significant obstacles and challenges to overcome.  
The first challenge is that a suitable blockchain infrastructure for healthcare does not 
currently exist. More importantly, there is no clear stakeholder who seems motivated to 
create one.  
In order to establish and maintain a network of worker nodes, it is necessary to incent 
individuals and organizations to dedicate their computing power. The nodes that 
maintain the Bitcoin blockchain are rewarded by being able to “mine” new bitcoins that 
are deposited in the node owner’s account.  
What would motivate computer owners to use their processing power to maintain a 
healthcare blockchain? 
One suggestion16 has been that the nodes contributing data to the system would also 
supply the compute power to maintain the healthcare blockchain. This is feasible, but if 
the contributors are hospitals and healthcare systems, the total number of nodes in the 
network may be fairly small. A robust blockchain relies on a large number of 
independent nodes. This also means that the central authorities that currently control 

Figure 4. Architecture and data flow for the EHR with built-in blockchain client (option 1). 

1. Upon completing an encounter, the EHR saves data locally, prepares a C-CDA version of 
the encounter data, and transfers it to the built-in blockchain client. 

2. The built-in blockchain client encrypts the document using the patient’s public key and 
connects to the blockchain to transmit the document. 

3. The C-CDA document, along with metadata about the document’s source and subject, is 
committed as a transaction to the blockchain. The nodes of the blockchain network use a 
consensus algorithm to determine the transaction’s validity, and when a quorum of nodes 
agrees to the change, it is permanently committed to the public ledger.  

4. The blockchain stores all documents for all patients. 
5. The PHR client is able to connect to the blockchain and download all documents for the 

patient. The documents are decrypted using the patient’s private key. 
6. The patient is able to view the documents and share them with other providers.   
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data silos would remain in charge of the infrastructure, derailing the concept of putting 
trust in the network rather than a small number of central authorities to keep the data 
safer and more secure. 
A further consideration is that the blockchain infrastructure storing the data has to be 
invisible to the end users – both patients and healthcare providers. The storage 
technology needs to be abstracted by the user facing tools. If a user has to take time-
consuming extra steps to work with data in a blockchain, widespread adoption could be 
at risk. 
Performance is a major technical consideration for any blockchain-based solution. 
Depending upon the implementation details, performing large numbers of transactions 
on a blockchain can be very expensive in terms of time and processing power. This 
means that performance and scalability need to be designed into the designed into the 
solution from the start. 

Alignment	with	ONC’s	Interoperability	Roadmap	
Connecting Health and Care for the Nation: A shared Nationwide Interoperability 
Roadmap,17published by the Office of the National Coordinator in late 2015, lays out a 
path toward a learning health system, in which information flows automatically among 
stakeholders within the healthcare system. Its wide-ranging components are organized 
into 15 broad categories. A blockchain-based PHR supports a number of these efforts as 
summarized below. (Not included: Roadmap items that the envisioned blockchain 
solution does not directly.) 
Roadmap Item A: Supportive Payment and Regulatory Environment 
For patients whose data is stored in the healthcare blockchain it will be possible for 
payers to implement smart contracts18, executable business rules that run within the 
context of a blockchain. A smart contract could be attached to a patient’s record that 
responds, when queried by a properly credentialed source, to the question of whether 
the patient’s record contains evidence that his care has met the quality standards set 
forth by the payer. For example, the payer could ask the blockchain, “If the patient has a 
diagnosis of type 2 diabetes, has he received a retinal screening in the past year19?” The 
smart contract would answer yes, no, or not applicable. In this way, quality 
measurements can be automatically calculated without disclosing any personal 
information.  
Smart contracts have the potential to dramatically simplify and automate payment 
schemes based on quality measures. 
Roadmap Item B: Shared Decision-Making, Rules of Engagement and Accountability 
A blockchain-based PHR is a perfect way to bridge the gap between HIEs that operate 
using different standards and in different geographies. The ability for smart contracts to 
expose the minimum amount of data necessary to satisfy a query also has applicability 
for non-healthcare users to interrogate the blockchain. 
Roadmap Item C: Ubiquitous, Secure Network Infrastructure 
While a blockchain-based PHR has very little to do with whether technology vendors 
and healthcare organizations adopt cybersecurity best practices, it is certain that  those 
best practices would inform the system design and implementation. By adopting a 
blockchain-based PHR, organizations could rest assured that their PHR strategy 
complies with the ONC’s roadmap recommendations. 
Roadmap Item D: Verifiable Identity and Authentication of All Participants 

#9 - Drew Ivan - Orion  - Store Patient Records#9 - Drew Ivan - Orion  - Store Patient Records



 9 

While a blockchain-based PHR does not, itself, contribute toward this goal, it would be 
able to work well with an identity system, such as a security token, to establish user 
identities when accessing the blockchain20. 
Roadmap Item E: Consistent Representation of Authorization to Access Electronic 
Health Information 
Like roadmap Item D, the blockchain-based PHR does not directly contribute to this 
goal; however, with the patient having more control over his own medical records, 
authorization standards will be increasingly important in carrying out the patient’s 
wishes regarding usage of the record. 
Roadmap Item F: Consistent Understanding and Technical Representation of 
Permission to Collect, Share and Use Identifiable Electronic Health Information  
A blockchain-based PHR is well suited to implementing restrictions based on a patient’s 
privacy preferences. In fact, smart contracts could automate the process of informed 
consent. For example, a patient could create a smart contract that provides anonymized 
data about his tumor biopsy to any research organization that asks for it. This would 
happen automatically, without the patient having to explicitly release the information.  
Roadmap Item I: Consistent Data Formats 
A blockchain-based PHR would initially be based on C-CDA documents generated by 
EHR systems. In that respect, it relies upon and reinforces the structural standard in 
place. The blockchain-based PHR does not specifically further the goal of standardizing 
on vocabularies and code sets. 
Roadmap Item J: Secure, Standard Services 
A blockchain-based PHR would be a vital participant in an API-based health IT 
ecosystem; however, the PHR does not specifically facilitate the adoption of APIs. 
Roadmap Item K: Consistent, Secure Transport Techniques 
With its use of public key cryptography, a blockchain-based PHR, communicates using a 
secure transport protocol. If such a system gains widespread adoption, it could supplant 
protocols (such as Direct Messaging) as the preferred method of transferring healthcare 
data.  
Roadmap Item N: Individuals Have Access to Longitudinal Electronic Health 
Information, Can Contribute to that Information, and Can Direct It to Any Electronic 
Location 
The concept of patients being able to access, contribute to, and direct the movements of 
their healthcare data is not new, nor is it fully realized. Easily accessing and moving data 
was difficult prior to the widespread adoption of electronic medical records for logistical 
reasons. Even now that the vast majority of medical records are stored electronically, 
there is very little progress in the area of consumer-mediated HIE21. 
The barriers to consumer-mediated HIE are cultural, economic, and technical. A 
blockchain-based PHR is the perfect solution for the technological aspect of this 
roadmap item. A perfect technological solution can pave the way for changing culture 
and economy as well, similar to when the technology of online digital music services led 
to changes in the economics and culture of the music industry. 
Roadmap Item O: Provider Workflows and Practices Include Consistent Sharing and 
Use of Patient Information from All Available and Relevant Sources 
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A blockchain-based PHR will play a critical role in realizing this roadmap item. As a 
central repository for patient data, it makes sense to embed it into provider workflows. 
For example, a provider’s EHR might automatically query the blockchain-based PHR for 
relevant records when a patient record is opened. This would give the provider a view 
into data about the patient collected outside of his local EHR. When an episode of care is 
complete, the provider’s EHR would automatically contribute a care summary to the 
blockchain-based PHR. 
Roadmap Item P: Tracking Progress and Measuring Success 
A blockchain-based PHR is well positioned to report on the amount of traffic into and 
out of the blockchain. It could even provide granular reports that break down 
interoperability by region, data type, etc. A blockchain-based PHR can not solve the 
interoperability measurement problem for interoperability technologies other than itself. 
It will be able to provide detailed reports of its activity from a central location, a 
differentiator from other technologies. 

Conclusions	
Recent years have seen a dramatic rise in the adoption of EHR technology, yet the 
promise of secure, easily transported electronic patient data remains elusive. Blockchain 
technology has the potential to solve the problem by providing a single, secure, 
decentralized storehouse of clinical data for all patients. A stepping stone toward this 
goal is to implement a blockchain-based PHR where, using existing Meaningful Use 
standards, authorized entities receive a copy of patient data.  
Such an approach allows patients better access to and control over their health data, 
including the ability to contribute to their record, send it to any care setting they desire, 
or share parts of it with research organizations, including projects related to initiatives 
like PCORI and the Precision Medicine Initiative (PMI).  
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Abstract	
Cross-institutional	healthcare	predictive	modeling	can	accelerate	research	and	facilitate	quality	improvement	
initiatives,	and	thus	is	important	for	national	healthcare	delivery	priorities.	For	example,	a	model	that	predicts	
risk	 of	 re-admission	 for	 a	 particular	 set	 of	 patients	will	 be	more	 generalizable	 if	 developed	with	 data	 from	
multiple	institutions.	While	privacy-protecting	methods	to	build	predictive	models	exist,	most	are	based	on	a	
centralized	architecture,	which	presents	security	and	robustness	vulnerabilities	such	as	single-point-of-failure	
(and	single-point-of-breach)	and	accidental	or	malicious	modification	of	records.	In	this	article,	we	describe	a	
new	framework,	ModelChain,	 to	adapt	Blockchain	 technology	 for	privacy-preserving	machine	 learning.	Each	
participating	site	contributes	to	model	parameter	estimation	without	revealing	any	patient	health	information	
(i.e.,	 only	model	 data,	 no	 observation-level	 data,	 are	 exchanged	 across	 institutions).	We	 integrate	 privacy-
preserving	 online	 machine	 learning	 with	 a	 private	 block	 chain	 network,	 apply	 transaction	 metadata	 to	
disseminate	partial	models,	and	design	a	new	proof-of-information	algorithm	to	determine	the	order	of	 the	
online	learning	process.	We	also	discuss	the	benefits	and	potential	issues	of	applying	Blockchain	technology	to	
solve	 the	 privacy-preserving	 healthcare	 predictive	 modeling	 task	 and	 to	 increase	 interoperability	 between	
institutions,	 to	 support	 the	Nationwide	 Interoperability	Roadmap	and	national	healthcare	delivery	priorities	
such	as	Patient-Centered	Outcomes	Research	(PCOR).	
	
Introduction	
Cross-institution	 interoperable	 healthcare	 predictive	 modeling	 can	 advance	 research	 and	 facilitate	 quality	
improvement	 initiatives,	 for	 example,	 by	 generating	 scientific	 evidence	 for	 comparative	 effectiveness	
research,1	 accelerating	 biomedical	 discoveries,2	 and	 improving	 patient-care.3	 For	 example,	 a	 healthcare	
provider	 may	 be	 able	 to	 predict	 certain	 outcome	 even	 if	 her	 institution	 has	 few	 or	 none	 related	 patient	
records.	A	predictive	model	can	be	“learned”	(i.e.,	its	parameters	can	be	estimated)	from	data	originating	from	
the	other	institutions.	However,	improper	data	disclosure	could	place	sensitive	personal	health	information	at	
risk.	To	protect	the	privacy	of	individuals,	several	algorithms	(such	as	GLORE,4	EXPLORER,5	and	VERTIGO6)	have	
been	 proposed	 to	 conduct	 predictive	 modeling	 by	 transfer	 of	 partially-trained	 machine	 learning	 models	
instead	 of	 disseminating	 individual	 patient-level	 data.	 However,	 these	 state-of-the-art	 distributed	 privacy-
preserving	predictive	modeling	frameworks	are	centralized	(i.e.,	require	a	central	server	to	 intermediate	the	
modeling	process	and	aggregate	the	global	model),4–6	as	shown	in	Figure	1(a).	Such	a	client-server	architecture	
carries	the	following	risks:	
	

● Institutional	policies.	For	example,	a	site	may	not	want	to	cede	control	to	a	single	central	server.7	
	

● Single-point-of-failure.8,9	 For	example,	 if	 the	 central	 server	 is	 shut	down	 for	maintenance,	 the	whole	
network	 stops	 working.	 Furthermore,	 if	 the	 admin	 user	 account	 of	 the	 central	 server	 gets	
compromised,	the	entire	network	is	also	under	the	risk	of	being	compromised.7		
	

● Participating	sites	cannot	join/leave	the	network	at	any	time.10	If	any	site	joins	or	leaves	the	network	
for	 a	 short	 period	 of	 time,	 the	 analysis	 process	 is	 disrupted	 and	 the	 server	 needs	 to	 deal	 with	 the	
recovering	 issue.	 A	 new	 site	 may	 not	 participate	 in	 the	 network	 without	 the	 authentication	 and	
reconfiguration	on	the	central	server.8,9	
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Figure	1.	(a):	Centralized	topology.	(b):	Decentralized	topology	(Blockchain).	
	

● The	 data	 being	 disseminated	 and	 the	 transfer	 records	 are	 mutable.	 An	 attacker	 could	 change	 the	
partial	models	without	being	noticed.7	The	transfer	records	may	also	be	modified	so	that	no	audit	trail	
is	available	to	identify	such	malicious	change	of	data.11,12	

	
● The	 client-server	architecture	may	present	 consensus/synchronization	 issues	on	distributed	networks.	

Specifically,	the	issue	is	the	combination	of	two	problems:	the	Byzantine	Generals	Problem,13	in	which	
the	participating	sites	need	to	agree	upon	the	aggregated	model	under	 the	constraint	 that	each	site	
may	 fail	 due	 to	 accidental	 or	 even	 malicious	 ways,7	 and	 the	 Sybil	 Attack	 Problem,14	 of	 which	 the	
attacker	 comprises	 a	 large	 fraction	 of	 the	 seemingly	 independent	 participants	 and	 exerts	 unfairly	
disproportionate	influence	during	the	process	of	predictive	modeling.7,15	

	
To	 address	 the	 abovementioned	 risks,	 one	 plausible	 solution	 is	 to	 adapt	 the	Blockchain	 technology	 (in	 this	
article,	 we	 use	 “Blockchain”	 to	 denote	 the	 technology,	 and	 “blockchain”	 to	 indicate	 the	 actual	 chain	 of	
blocks).7,9–12,15–20	 A	 Blockchain-based	 distributed	 network	 has	 the	 following	 desirable	 features	 that	make	 it	
suitable	to	mitigate	the	risks	of	centralized	privacy-preserving	healthcare	predictive	modeling	networks.	First,	
Blockchain	is	by	design	a	decentralized	(i.e.,	a	peer-to-peer,	non-intermediated)	architecture	(Figure	1(b));	the	
verification	 of	 transactions	 is	 achieved	 by	 majority	 proof-of-work	 voting.17	 Each	 institution	 can	 keep	 full	
control	of	their	own	computational	resources.	Also,	there	is	no	risk	of	single-point-of-failure.8,9	Second,	each	
site	(including	new	sites)	can	join/leave	the	network	freely	without	imposing	overhead	on	a	central	server	or	
disrupting	the	machine	learning	process.8–10	Finally,	the	proof-of-work	blockchain	provides	an	immutable	audit	
trail.7,11,12	That	is,	changing	the	data	or	records	is	very	difficult;	the	attacker	needs	to	redo	proof-of-work	of	the	
target	block	and	all	 blocks	after	 it,	 and	 then	 surpass	all	 honest	 sites.	As	 shown	by	Satoshi	Nakamoto,17	 the	
inventor	of	Blockchain	and	Bitcoin,	given	that	the	probability	that	an	honest	node	finds	the	next	block	is	larger	
than	the	probability	that	an	attacker	finds	the	next	block,	the	probability	the	attacker	will	ever	catch	up	drops	
exponentially	as	the	number	of	the	blocks	by	which	the	attacker	lags	behind	increases.	This	is	also	the	reason	
why	the	Blockchain	mechanism	also	solves	the	relaxed	version	of	Byzantine	Generals	Problem	and	the	Sybil	
Attack	Problem,9,15,18,20	as	formally	proved	by	Miller	et	al.18	
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Although	Blockchain	provides	the	abovementioned	security	and	robustness	benefits,	a	 reasonable	approach	
to	 integrate	 Blockchain	 with	 the	 privacy-preserving	 healthcare	 predictive	modeling	 algorithms	 is	 yet	 to	 be	
devised.	 In	 this	 article,	 we	 propose	ModelChain,	 a	 private-Blockchain-based	 privacy-preserving	 healthcare	
predictive	modeling	framework,	to	combine	these	two	important	technologies.	
	
First,	 we	 apply	 privacy-preserving	 online	 machine	 learning	 algorithms	 on	 blockchains.	 Intuitively,	 the	
incremental	 characteristic	 of	 online	 machine	 learning	 makes	 it	 feasible	 for	 peer-to-peer	 networks	 like	
Blockchain.	Then,	we	utilize	metadata	 in	the	transactions	to	disseminate	the	partial	models	and	other	meta	
information	(i.e.,	 flag	(which	 indicates	the	type	of	action)	of	the	model,	hash	of	the	model,	and	error	of	the	
model),	and	thus	integrate	private	blockchains	(i.e.,	the	network	is	available	only	for	participating	institutions)	
with	privacy-preserving	online	machine	 learning.	Finally,	we	design	a	new	proof-of-information	algorithm	on	
top	of	the	original	proof-of-work	consensus	protocol,	to	determine	the	order	of	the	online	machine	learning	
on	blockchains,	aiming	at	increasing	efficiency	and	accuracy.	The	basic	idea	of	proof-of-information	is	similar	
to	the	concept	of	Boosting:21–25	the	site	that	contains	data	that	cannot	be	predicted	accurately	using	a	current	
partial	model	contains	more	information	to	improve	the	model,	and	thus	that	site	should	be	assigned	a	higher	
priority	 to	 be	 chosen	 as	 the	 next	 model-updating	 site.	 We	 start	 with	 the	 best	 model	 to	 prevent	 error	
propagation,	choose	the	site	with	highest	error	for	current	model	to	update	the	model,	and	repeat	the	process	
to	update	the	model	until	a	site	cannot	find	any	other	site	with	higher	error	to	update	the	model.	In	this	case,	
we	consider	the	model	as	the	consensus	model.	
	
ModelChain	 can	 advance	 the	 following	 interoperability	 needs	 stated	 in	 the	 Nationwide	 Interoperability	
Roadmap26	of	the	Office	of	the	National	Coordinator	for	Health	Information	Technology	(ONC):		
	

● “Build	upon	the	existing	health	IT	 infrastructure.”	ModelChain	exploits	the	existing	healthcare	data	in	
Clinical	Data	Research	Networks	(CDRNs)	such	as	the	Patient-centered	SCAlable	National	Network	for	
Effectiveness	Research	(pSCANNER)27,	which	is	one	of	the	Clinical	Data	Research	Networks	(CDRNs)	in	
the	 PCORI-launched	 PCORnet89,90	 and	 includes	 three	 networks:	 VA	 Informatics	 and	 Computing	
Infrastructure	 (VINCI),28,29	 University	 of	 California	 Research	 eXchange	 (UCReX),30	 and	 SCANNER.31,32	
With	 the	 support	 of	 the	 Blockchain	 backbone,	 ModelChain	 can	 leverage	 all	 existing	 patient	 data	
storage	infrastructures,	while	improving	the	healthcare	prediction	power	for	every	site.	

		
● “Maintain	 modularity.”	 Comparing	 to	 traditional	 client-server	 architecture,	ModelChain	 inherits	 the	

peer-to-peer	 architecture	 of	 Blockchain,	 allowing	 each	 site	 to	 remain	modular	 while	 interoperating	
with	other	sites.	Also,	each	site	has	control	about	how	its	data	are	accessed	(instead	of	ceding	control	
to	 the	central	server),	 thus	can	keeping	up	with	 institutional	policies.	Moreover,	Blockchain	provides	
the	native	ability	to	automatically	coordinate	the	joining	or	leaving	of	each	site,	further	improving	the	
independence	and	modularity	for	the	participating	institutions.	

		
● “Protect	 privacy	and	 security	 in	 all	 aspects	 of	 interoperability.”	ModelChain	 is	 designed	 to	provide	a	

secure,	 robust	and	privacy-preserving	 interoperability	platform.	Specifically,	Blockchain	 increases	 the	
security	 by	 avoiding	 single-point-of-failure,	 proving	 immutable	 audit	 trails,	 and	 mitigating	 the	
Byzantine	 Generals	 and	 the	 Sybil	 Attack	 problems,	while	 preserving	 the	 privacy	 by	 exchanging	 zero	
patient	data	during	the	predictive	modeling	process.	

		
The	 expected	 benefits	 of	 ModelChain	 can	 also	 be	 linked	 to	 the	 stated	 objectives	 of	 Patient-Centered	
Outcomes	Research	(PCOR)33–35	defined	by	the	Patient-Centered	Outcomes	Research	Institute	(PCORI).36–38	
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Related	Work	
Privacy-preserving	predictive	modeling	
Cross-institutional	healthcare	predictive	modeling	and	machine	learning	can	accelerate	research	and	facilitate	
quality	 improvement	 initiatives.	 However,	 improper	 information	 exchange	 of	 biomedical	 data	 can	 put	
sensitive	 personal	 health	 information	 at	 risk.	 To	 protect	 the	 privacy	 of	 individuals,	many	 algorithms4–6,39–46	
have	been	proposed	to	conduct	predictive	modeling	by	transfer	of	partially-trained	machine	learning	models,	
instead	 of	 disseminating	 individual	 patient	 data.	 For	 example,	 GLORE4	 built	 logistic	 regression	models	with	
horizontally	 partitioned	data,	 VERTIGO6	 dealt	with	 vertically	 partitioned	data,	 and	WebDISCO47	 constructed	
Cox	proportional	hazards	model	on	horizontally	partitioned	data.	
	
Among	 these	 distributed	 privacy-preserving	 machine	 learning	 algorithms,	 EXPLORER5	 and	 the	 Distributed	
Autonomous	Online	Learning45	are	“online”	machine	learning	algorithms	of	which	models	can	be	updated	in	a	
sequential	order	(as	opposed	to	the	other	“batch”	algorithms).	Such	an	online	machine	learning	algorithms	are	
similar	to	our	proposed	ModelChain	that	updates	models	on	Blockchain	sequentially.	
	
However,	all	these	machine	learning	algorithms,	which	either	update	the	models	in	a	batch	or	online	fashion,	
relied	on	a	centralized	network	architecture	that	may	suffer	from	security	risks	such	as	a	single-point-of-failure.	
In	contrast,	ModelChain	 is	built	on	 top	of	Blockchain,	which	 is	a	decentralized	architecture	and	can	provide	
further	security/robustness	improvement	(e.g.,	immutable	audit	trails).	
	
Another	 related	 area	 covers	 distributed	 data-parallelism	machine	 learning	 algorithms,48	 such	 as	 Parameter	
Server49–52	or	compute	models	using	the	MapReduce53–56	technology.	Nevertheless,	they	mainly	focus	on	the	
parallelization	algorithms	to	speed-up	the	computation	process,	 instead	of	aiming	at	privacy-preserving	data	
analysis,4	and	thus	are	different	from	our	method.	
	
Blockchain	technology	for	crypto-currency	applications	
Blockchain	 was	 first	 proposed	 as	 a	 proof-of-work	 consensus	 protocol	 implementation	 of	 peer-to-peer	
timestamp	server	on	a	decentralized	basis	in	the	famous	Bitcoin	crypto-currency.17	Specifically,	an	electronic	
coin	(e.g.,	Bitcoin)	is	defined	as	a	chain	of	transactions	(each	transaction	contains	a	public	key	of	the	owner,	a	
digital	signature	of	previous	owner,	a	hash	of	a	previous	transaction).	A	block	contains	multiple	transactions	to	
be	 verified,	 and	 the	 blocks	 are	 chained	 (i.e.,	 “blockchain”)	 using	 hash	 functions	 to	 achieve	 the	 timestamp	
feature.	
	
Then,	each	site	“mines”	blocks	(to	confirm	the	transactions)	by	solving	a	difficult	hashing	problem	(i.e.,	“proof-
of-work”).	That	 is,	each	block	contains	an	additional	counter	(i.e.,	“nonce”)	as	one	of	the	 inputs	of	the	hash	
function,	and	the	nonce	is	 incremented	until	the	hashed	value	contains	specified	 leading	zero	bits	(then	the	
work	 is	 “proofed”).17	 The	 first	 site	 that	 successfully	 satisfies	 the	 proof-of-work	 (and	 thus	 has	 the	 “decision	
power”57)	verifies	the	transactions	and	adds	the	confirmed	block	at	the	end	of	the	blockchain,	and	the	block	is	
confirmed	 and	 is	 considered	 “immutable”;17	 if	 any	 attacker	wants	 to	 change	 a	 block,	 all	 the	 blocks	 after	 it	
would	also	require	to	be	recomputed	(because	each	block	is	computed	using	the	hash	of	the	previous	block	in	
the	chain).	Given	the	assumption	that	honest	computational	sites	(i.e.,	computational	power)	are	larger	than	
malicious	 sites,	 the	 probability	 that	 the	 attacker	 can	 recompute	 and	 modify	 a	 block	 is	 extremely	 small	
(especially	when	the	attacker	has	already	lagged	behind	for	many	blocks).17	
	
Such	 a	 proof-of-work	 design	 can	 also	 be	 regarded	 as	majority	 voting	 (i.e.,	 one-CPU-one-vote);	 the	 longest	
chain	(invested	with	the	heaviest	proof-of-work	effort)	represents	the	majority	decision,	and	thus	no	trusted	
central	authority	(i.e.,	“mint”)	 is	required	to	prevent	the	double-spending	problem	(i.e.,	the	transactions	are	
validated	by	the	longest	chain	-	the	majority	of	the	sites).	Several	recent	researches	provide	detailed	analyses	
of	the	Blockchain	consensus	protocol	in	terms	of	its	ability	to	resist	attacks.17,20,58–61	
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After	Bitcoin,	 several	alternatives	have	also	been	proposed	 (alternative	blockchains,	or	 “altchains”),	 such	as	
Namecoin62	(a	decentralized	namespaces	registration	database	system),	Colored	coins63	(a	protocol	to	support	
Bitcoin	in	different	“colors”	as	different	crypto-currencies),	and	Side-chains64,65	(a	protocol	to	allow	Bitcoin	to	
be	transferred	between	multiple	blockchain	networks).	
	
Also,	 several	 protocol	 have	 been	 proposed	 on	 top	 of	 Bitcoin’s	 proof-of-work	 to	 increase	 the	 difficulty	 of	
developing	a	“Bitcoin	monopoly”,	such	as	proof-of-stake57,66,67	(in	which	the	“decision	power”	is	based	on	the	
ages	 of	 the	 owned	 bitcoins;	 the	 site	 with	 the	 largest	 “stake”	 can	 confirm	 and	 add	 the	 new	 block	 to	 the	
blockchain)	 and	proof-of-burn65,68	 (in	which	 the	 “decision	power”	 is	 based	on	 the	destroying	of	 the	owned	
bitcoins;	the	site	that	is	willing	to	destroy	the	largest	number	of	its	bitcoins	can	confirm	and	add	the	new	block	
to	the	blockchain).	In	this	article,	we	propose	a	proof-of-information	algorithm	on	top	of	the	proof-of-work,	to	
provide	 “decision	power”	 (i.e.,	 privilege	 to	 update	 the	online	machine	 learning	model)	 to	 the	 site	with	 the	
highest	expected	amount	of	information.	
	
Blockchain	technology	for	non-financial	and	healthcare	applications	
Blockchain	was	created	for	financial	transactions,	but	it	is	also	a	new	form	of	a	distributed	database,	because	
it	can	store	arbitrary	data	in	the	transaction	metadata	(the	metadata	has	been	an	official	Bitcoin	entity	since	
2014).7,10,69,70	 The	 original	 Bitcoin	 only	 supports	 80	 bytes	 of	 metadata	 (via	 OP_RETURN),	 but	 several	
implementations	of	Blockchain	support	a	larger	metadata	size.	For	example,	MultiChain10	supports	adjustable	
maximum	metadata	size	per	transaction.	Another	example	is	BigchainDB,7	which	is	built	on	top	of	a	big	data	
database	 RethinkDB71	 and	 thus	 has	 no	 hard	 limit	 on	 the	 transaction	 size.	 Here,	 we	 utilize	 the	 transaction	
metadata	to	disseminate	the	partially	trained	online	machine	learning	model	(and	the	meta	information	of	the	
model)	among	participating	sites.	Such	Blockchain-based	distributed	database	is	also	known	as	Blockchain	2.0,	
including	 technologies	 such	 as	 smart	 properties	 (the	 properties	 with	 blockchain-controlled	 ownership)	 and	
smart	 contracts	 (computer	 programs	 that	 manage	 smart	 properties).63,64,72–80	 One	 of	 the	 most	 famous	
Blockchain	2.0	 system	 is	 Ethereum,73,78	 a	decentralized	platform	 that	 runs	 smart	 contracts.	 Ethereum	has	a	
built-in	Turing-complete	programming	language	that	supports	loop	computation,	which	is	not	provided	by	the	
Bitcoin	scripting	language.73,78	In	the	context	of	a	distributed	database,	smart	properties	are	data	entries,	and	
smart	 contract	 are	 stored	 procedures.	 Our	 proof-of-information	 algorithm	 may	 be	 implemented	 using	
Blockchain	2.0	technologies	as	well,	with	smart	properties	being	partial	models,	and	smart	contracts	being	the	
algorithms	to	update	and	transfer	the	partial	models.	
	
Recently,	the	concept	of	Blockchain	3.0	has	been	proposed	to	indicate	applications	beyond	currency,	economy,	
and	 markets.75	 One	 of	 the	 most	 important	 application	 is	 the	 adaption	 of	 Blockchain	 technology	 to	 the	
healthcare	 system.	 For	 example,	 Irving	 et	 al.	 evaluated	 the	 idea	 of	 using	 the	 blockchain	 as	 a	 distributed	
tamper-proof	public	ledger,	to	provide	proof	of	pre-specified	endpoints	in	clinical	trial;81	McKernan	proposed	
to	apply	decentralized	blockchain	to	store	genomic	data;82	and	Jenkins	et	al.	discussed	a	bio-mining	framework	
for	biomarkers	with	a	multi-resolution	block	chain	 to	perform	multi-factor	authentication	and	 thus	 increase	
data	security.83	There	are	also	studies	that	propose	to	use	Blockchain	to	store	electronic	health	records,84,85	or	
to	 record	 health	 transactions.86	 However,	 to	 the	 best	 of	 our	 knowledge,	 we	 are	 the	 first	 to	 propose	 the	
adoption	 of	 Blockchain	 to	 improve	 the	 security	 and	 robustness	 of	 privacy-preserving	 healthcare	 predictive	
modeling.	
	
The	ModelChain	Framework	
In	ModelChain,	we	apply	privacy-preserving	online	machine	learning	algorithms	on	blockchains.	Intuitively,	the	
incremental	characteristics	of	online	machine	learning	is	feasible	for	peer-to-peer	networks	like	Blockchain.	It	
should	 be	 noted	 that	 any	 online	 learning	 algorithm,	 such	 as	 EXPLORER5	 or	Distributed	Autonomous	Online	
Learning,45	can	be	adapted	in	our	framework.	
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Figure	2.	An	example	of	ModelChain.	Each	block	represents	a	timestamp,	containing	only	one	transaction.	
Each	transaction	contains	a	model,	flag	(action	type)	of	the	model,	hash	of	the	model,	and	error	of	the	model.	
	
Next,	we	utilize	the	metadata	in	the	transactions	to	disseminate	the	partial	models	and	the	meta	information	
(i.e.,	 flag	 of	 the	model,	 hash	 of	 the	model,	 and	 error	 of	 the	model)	 to	 integrate	 privacy-preserving	 online	
machine	 learning	with	a	private	Blockchain	network	 (Figure	2).	 There	are	 four	 types	of	 flag	 in	ModelChain:	
INITIALIZE,	UPDATE,	 EVALUTE,	 and	 TRANSFER,	which	 indicates	 the	 action	 a	 site	 has	 taken	 to	 a	model	 (e.g.,	
INITIALIZE	=	the	site	initialized	the	model).	We	include	the	hash	of	the	model	to	save	storage	spaces	(i.e.,	only	
UPDATE	transactions	include	both	model	and	hash	of	model;	all	other	type	of	transactions	only	include	hash	of	
the	model	 (and	model	 =	NULL)	 to	 reduce	 the	 size	of	 blockchain).	 In	 a	 transaction,	 both	 the	 amount	of	 the	
transactions	and	 the	 transaction	 fees	are	 set	 to	be	 zero.	Also,	 a	block	 can	only	 contain	one	 transaction	 (so	
each	transaction	has	a	unique	timestamp).	The	private	blockchain	containing	all	blocks	of	transactions	can	be	
regarded	as	a	distributed	database	 (or	data	 ledger)	 that	every	site	can	 read	and	write	 to.	We	then	use	 this	
Blockchain-based	private	distributed	database	as	a	basis	of	the	proof-of-information	algorithm.	
	
Finally,	 we	 designed	 a	 new	 proof-of-information	 algorithm	 on	 top	 of	 the	 original	 proof-of-work	 consensus	
protocol,	to	determine	the	order	of	the	online	machine	learning	on	blockchains,	aiming	at	increasing	efficiency	
and	accuracy.	The	basic	idea	is	similar	to	the	concept	of	Boosting:21–25	the	site	which	contains	data	that	cannot	
be	predicted	accurately	using	current	partial	model	probably	contains	more	information	to	improve	the	model	
than	 other	 sites,	 and	 thus	 that	 site	 should	 be	 assigned	 a	 higher	 priority	 to	 be	 chosen	 as	 the	 next	model-
updating	site.	
	
A	 running	 example	 of	 the	 proof-of-information	 algorithm	 is	 shown	 in	 Figure	 3.	 Suppose	 there	 are	 four	
participating	sites	that	would	like	to	train	a	privacy-preserving	online	machine	model	on	the	private	Blockchain	
network.	Assume	Mts	=	model	at	time	t	on	site	s,	Ets	=	error	at	time	t	on	site	s.	In	the	initialization	stage	(t	=	0),	
each	site	trains	their	own	model	using	their	local	patient	data,	and	the	model	with	lowest	error	(Site	1	with	E01	
=	0.2	in	our	example)	is	selected	as	the	initial	model.	The	reason	to	choose	the	best	model	is	to	prevent	the	
propagation	 of	 error.	 Conceptually,	 we	 regard	M01	 is	 “transferred”	 from	 Site	 1	 to	 Site	 1	 itself.	 Then,	 the	
selected	model	(M01)	is	submitted	to	Site	2,	3	and	4.	
	
Next	(t	=	1),	each	site	evaluates	the	model	M11	(which	is	the	same	as	M01)	using	their	local	data.	Suppose	Site	
2	has	the	highest	error	(E12	=	0.7).	Given	that	the	data	in	Site	2	is	the	most	unpredictable	for	model	M11,	we	
assume	that	Site	2	contains	the	richest	information	to	improve	M11.	Therefore,	Site	2	wins	the	“information	
bid”,	and	the	model	M11	is	now	transferred	to	Site	2	within	the	block	B1	(with	amount	=	0	and	transaction	fee	
=	0).	Also,	in	this	private	Blockchain	network,	no	block	mining	reward	is	provided.	The	incentive	for	each	site	
to	mine	blocks	and	verify	transactions	is	the	improved	accuracy	of	the	predictive	model	using	cross-institution	
data	 in	a	privacy-preserving	manner.	 It	 should	be	noted	 that	 the	Blockchain	protocol	 requires	every	 site	 to	
submit	every	 transaction	 to	each	other	 for	 verification.	 Therefore,	M11	 is	 actually	 submitted	 from	Site	1	 to	
every	site.	However,	since	Site	2	wins	the	“information	bid”,	we	conceptually	regard	that	M11	is	“transferred”	
from	Site	1	to	Site	2,	in	the	sense	that	only	Site	2	can	update	M11	using	the	local	patient	data	in	Site	2.	
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Figure	3.	An	example	of	the	proof-of-information	algorithm.	Mts	=	model	at	time	t	on	site	s,	Ets	=	error	at	time	
t	on	site	s.	The	model/error	with	green	underline	is	the	selected	one	at	that	timestamp	(at	each	t,	only	one	

model/error	is	selected).	
	
	

	
	

Figure	4.	An	example	of	the	proof-of-information	algorithm	for	new	data.	Suppose	the	current	consensus	
model	is	M44,	and	the	new	data	is	in	Site	1.	Mts	=	model	at	time	t	on	site	s,	Ets	=	error	at	time	t	on	site	s.	The	

model/error	with	green	underline	is	the	selected	one	at	that	timestamp.	
	
Then	(t	=	2),	Site	2	updates	the	online	machine	learning	model	as	M22.	Again,	Site	2	send	M22	to	all	other	sites,	
and	the	site	with	highest	error	(or	richest	information)	wins	the	“information	bid”	to	update	the	model	locally	
(Site	3	in	our	example).	This	process	repeats	until	a	site	updates	the	model	and	finds	that	itself	has	the	highest	
error	than	all	other	sites.	For	example,	when	t	=	3,	Site	4	has	the	highest	error	(0.3)	and	thus	wins	the	bid	to	
update	 the	model;	 but	 when	 t	 =	 4,	 Site	 4	 still	 has	 the	 same	 highest	 error	 (0.3)	 using	 the	 updated	model.	
Therefore,	the	process	does	not	need	to	continue;	we	regard	the	model	as	consensus	and	the	online	machine	
learning	process	stops,	with	M44	as	the	consensus	model.	
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Algorithm	1.	Proof-of-Information-Iteration.	This	is	the	core	algorithm	to	determine	the	order	of	decentralized	

privacy-preserving	online	machine	learning.	

	
	
In	the	case	any	site	adds	new	data,	we	do	not	need	to	re-train	the	whole	model.	Instead,	we	use	the	proof-of-
information	again	 to	determine	whether	we	 should	update	 the	model	using	 the	new	data.	As	 illustrated	 in	
Figure	4,	suppose	the	current	consensus	model	is	M44,	and	the	new	data	is	in	Site	1.	In	time	t	=	5,	Site	1	use	
the	updated	data	(including	both	old	and	new	data)	to	evaluate	model	M54	 (which	 is	the	same	as	M44)	and	
realized	that	the	error	E51	is	larger	than	current	updating	site	(Site	4	with	E54	=	0.3).	Therefore,	Site	1	wins	the	
“information	 bid”	 again,	 and	 the	 model	M54	 is	 now	 transferred	 to	 Site	 1	 to	 be	 updated.	 Then,	 the	 same	
process	shown	in	Figure	3	repeated	until	identifying	the	consensus	model.	Note	that	if	the	error	E51	was	lower	
than	 E54,	 we	 consider	 that	 the	 new	 data	 does	 not	 bring	 enough	 information	 to	 the	 model	M54,	 thus	 no	
transfer	and	update	are	required.	The	similar	mechanism	can	be	used	for	a	new	site	(that	is,	new	site	can	be	
treated	as	a	site	where	all	data	are	new).	
	
Another	situation	to	be	considered	is	the	case	in	which	a	site	leaves	the	private	Blockchain	network.	Based	on	
the	Blockchain	mechanism,	we	do	not	need	to	deal	with	the	site-leaving	situation.	If	the	site	leaves	while	not	
updating	the	model	(e.g.,	Site	2	at	time	t	=	5	in	Figure	4),	then	we	can	simply	ignore	the	departure;	the	site	can	
join	at	any	 time	under	 the	Blockchain	mechanism.	On	 the	other	hand,	 if	 the	 site	 leaves	while	updating	 the	
model	(e.g.,	Site	1	at	time	t	=	5	in	Figure	4),	we	can	still	ignore	it.	This	is	because	such	a	model	transferring	is	
only	conceptual;	 the	model	 in	 the	blockchain	 is	not	updated	(i.e.,	 the	 latest	model	M54	 is	at	 the	end	of	 the	
blockchain),	 until	 Site	 1	 completes	 the	model	 update.	 Therefore,	 each	 site	 in	 the	 network	 can	 still	 use	 the	
latest	model	locally,	and	once	Site	1	comes	back	to	the	network,	it	is	treated	as	a	new	site	so	it	can	continue	
the	model	update	process.	
	
The	detailed	proof-of-information	algorithms	are	shown	in	Algorithm	1,	2	and	3.	Algorithm	1	is	the	core	of	the	
proof-of-information	algorithm,	which	determines	the	order	of	learning	and	repeats	the	learning	process	until	
the	consensus	model	 is	 found.	For	a	new	Blockchain	network,	each	site	executes	Algorithm	2,	which	 in	turn	
executes	Algorithm	1.	For	a	new	participant	to	an	existing	network,	or	an	existing	participant	with	new	data,	
the	site	executes	Algorithm	3,	which	also	leverages	Algorithm	1	to	learn	the	consensus	model.	
	

Input:	this	site	S,	polling	time	period	Δ,	waiting	time	period	Θ
Output:	the	latest	online	machine	learning	model	M

1 For	every	time	period	Δ check	the	block	chain
2 If	(there	are	new	models	(flag	=	UPDATE)	in	the	block	chain)
3 Retrieve	the	latest	model	MC (generated	by	site	C)	and	current	largest	error	EC from	the	block	chain
4 Set	M =	MC
5 Evaluate	MC on	the	data	in	S and	compute	the	error	E
6 Create	a	transaction	from	S to	S itself	with	flag	=	EVALUATE,	model	=	NULL,	hash	=	HASH	(MC),	and	error	=	E
7 If	(the	model	MC (flag	=	TRANSFER)	is	transferred	from	C to	S)
8 Update	MC using	the	data	in	S	to	generate	the	new	model	MS and	new	error	ES
9 Set	M =	MS
10 Create	a	transaction	from	S to	S itself	with	flag	=	UPDATE,	model	=	MS,	hash	=	HASH	(MS),	and	error	=	ES
11 Wait	for	specific	time	period	Θ and	collect	all	errors	(with	flag	=	EVALUATE)	from	other	sites
12 If	(ES is	not	larger	than	all	errors)
13 Identify	the	site	L with	the	largest	error	EL
14 Create	a	transaction	from	S to	L with	flag	=	TRANSFER,	model	=	NULL,	hash	=	HASH	(MS),	and	error	=	EL
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Algorithm	2.	Proof-of-Information-Initialization.	This	is	the	main	algorithm	for	a	new	network	(i.e.,	all	

participating	sites	are	new).	

	
	
	
Algorithm	3.	Proof-of-Information-New.	This	is	the	main	algorithm	for	new	participating	site,	or	the	existing	

site	with	newly	available	data.	

	
	
It	should	be	noted	that	Algorithm	1	is	actually	a	“daemon”	service	that	is	always	watching	the	blockchain	to	
check	if	any	newly	updated	model	is	available.	Therefore,	although	at	times	the	consensus	learning	process	in	
Algorithm	1	may	stop	due	to	the	confirmation	of	the	consensus	model,	Algorithm	1	keeps	running	and	never	
stops	(unless	the	site	running	it	leaves	the	network,	or	the	site	has	new	data	and	would	like	to	stop	it	to	run	
Algorithm	 3	 instead).	 This	mechanism	 of	watching	 and	 responding	 events	 also	 suggests	 that	 our	 proposed	
proof-of-information	 algorithm	 may	 be	 implemented	 using	 Blockchain	 2.0	 technologies	 such	 as	 smart	
properties	and	smart	contracts,63,64,72–80	and	be	automatically	executed	at	every	site	 in	 the	private	network.	
That	is,	we	can	regard	the	partial	models	as	smart	properties,	and	realize	the	proof-of-information	algorithm	
using	smart	contracts	on	each	site	to	turn	them	to	autonomous	machines.	
	
Discussion	
Under	 the	 context	 of	 distributed	 privacy-preserving	 healthcare	 predictive	modeling,	 Blockchain	 technology	
enables	 the	 following	 benefits:	 decentralization,	 freely	 joining/leaving,	 immutable	 records,	 and	 security	
improvements	 to	 deal	 with	 the	 Byzantine	 Generals	 and	 Sybil	 Attack	 Problems.	 However,	 there	 are	 also	
intrinsic	 limitations	 to	 Blockchain.	 First,	 confidentiality	 is	 not	 fully	 preserved:	 any	 site	 can	 trace	 all	 of	 the	
transactions	 and	 hence	 the	 error	 at	 each	 site	 (although	 the	 transactions	 are	 anonymous).	 Second,	 the	
transaction	time	can	be	long	because	of	the	proof-of-work	computation	(e.g.,	the	average	transaction	time	for	
Bitcoin	is	10	minutes).	Finally,	it	is	vulnerable	to	the	“51%	attack”,10,19,73	which	happens	when	there	are	more	
malicious	sites	than	honest	sites	in	the	network.	
	
	

Input:	this	site	S,	polling	time	period	Δ,	waiting	time	period	Θ,	total	number	of	participating	sites	N
Output:	the	latest	online	machine	learning	model	M

1 Learn	model	MSon	the	data	in	S and	compute	the	error	E
2 Set	M =	MS
3 Create	a	transaction	from	S to	S itself	with	flag	=	INITIALIZE,	model	=	NULL,	hash	=	HASH	(MS),	and	error	=	ES
4 Wait	until	errors	(flag	=	INITIALIZE)	from	all	N sites	on	the	network	are	received
5 if	(E is	the	smallest	error	among	all	errors)
6 Create	a	transaction	from	S to	S with	flag	=	TRANSFER,	model	=	NULL,	hash	=	HASH	(MS),	and	error	=	ES
7 Set	M =	Proof-of-Information-Iteration	(Δ,	Θ)

Input:	this	site	S,	polling	time	period	Δ,	waiting	time	period	Θ
Output:	the	latest	online	machine	learning	model	M

1 Retrieve	the	latest	model	MC (generated	by	site	C)	and	current	largest	error	EC from	the	block	chain
2 Set	M =	MC
3 Evaluate	MC on	the	data	in	S and	compute	the	error	E
4 if	(E >	EC)
5 Create	a	transaction	from	C to	Swith	flag	=	TRANSFER,	model	=	NULL,	hash	=	HASH	(MC), and	error	=	E
6 Set	M =	Proof-of-Information-Iteration	(Δ,	Θ)

#10- San Diego - Decentralized Privacy - Predictive Modeling



Nevertheless,	these	limitations	are	less	important	for	privacy-preserving	healthcare	predictive	modeling.	First,	
the	main	goal	is	to	learn	a	better	model	using	all	patients’	data	without	transferring	personal	protected	health	
information.	 Second,	 the	machine	 learning	 process	 itself	may	 take	 a	 long	 time,	 especially	 for	 participating	
institutions	with	large	patient	data.	In	comparison,	the	transaction	time	is	relatively	small	and	is	not	a	serious	
issue.	Finally,	the	participating	sites	are	healthcare	institutions	in	a	private	Blockchain	network,	so	the	risk	of	
the	“51%	attack”	is	minimal.	
	
One	potential	issue	for	the	proof-of-information	algorithm	is	that	it	might	run	too	many	iterations	(i.e.,	model	
transferring	transactions)	without	finding	the	“best”	consensus	predictive	model.	To	resolve	this	issue,	we	can	
stop	the	algorithm	if	the	error	reaches	a	certain	predefined	threshold	(the	model	is	good	enough),	add	a	time-
to-leave	counter	to	limit	the	maximum	number	of	iterations	(the	model	is	old	enough),	or	apply	both	criteria	
(the	model	is	either	good	enough	or	old	enough).	This	way	we	can	prevent	ModelChain	from	running	forever	
and	consuming	unnecessary	computational	power.	
	
We	also	address	implementation	aspects	of	ModelChain	as	follows.	First,	we	might	consider	setting	the	polling	
time	period	Δ	and	the	waiting	time	period	Θ	in	Algorithm	1,	2	and	3	based	on	the	timeliness	of	model	updating	
and	 the	 accuracy	 requirement	of	 the	models,	 the	 computational	 capability	 of	 the	 sites,	 and	 the	underlying	
network	 environment.	 For	 example,	 if	 the	 data	 in	 each	 site	 update	 quickly,	 we	might	 want	 to	 reduce	 the	
polling	time	period;	if	we	require	models	with	higher	predictive	power,	then	the	waiting	time	period	should	be	
longer	to	find	the	best	model.	However,	if	the	computational	power	or	the	network	speed	between	sites	are	
limited,	it	might	not	be	feasible	with	low	polling	or	high	waiting	time	periods.	Therefore,	all	the	above	factors	
should	be	considered	to	determine	the	best	time	period	parameters.	Second,	the	size	of	metadata	should	be	
considered,	because	every	site	stores	a	copy	of	the	whole	blockchain.	Take	EXPLORER5	for	example,	the	total	
model	size	is	(m	*	(m	+	1)),	where	m	is	the	size	of	the	features.	Suppose	the	model	we	want	to	construct	has	
1,000	features,	the	model	size	would	be	(1,000	*	(1,000	+	1))	*	64	bits	~=	8MB,	which	is	exactly	the	default	
maximum	 metadata	 size	 of	 the	 MultiChain	 implementation.10	 Therefore,	 we	 consider	 the	 ModelChain	
framework	 reasonable	 in	 terms	 of	metadata	 size.	 Finally,	 to	 further	 improve	 security,	 we	 can	 encrypt	 the	
transaction	metadata	 that	 contains	 the	model	 information,	 transmit	 the	 data	 via	 a	 virtual	 private	 network	
(VPN),	and	deploy	ModelChain	on	private	Health	Insurance	Portability	and	Accountability	Act	(HIPAA)-certified	
cloud	computing	environment	such	as	integrating	Data	for	Analysis,	Anonymization,	and	Sharing	(iDASH).87,88	
	
Conclusion	
The	 capability	 to	 securely	 and	 robustly	 construct	 privacy-preserving	 predictive	model	 on	 healthcare	 data	 is	
essential	to	achieve	the	stated	objectives	in	support	of	the	Nationwide	Interoperability	Roadmap	and	national	
healthcare	 delivery	 priorities	 such	 as	 Patient-Centered	 Outcomes	 Research	 (PCOR).	 In	 this	 article,	 we	
proposed	 to	 improve	 the	 security	 and	 robustness	 of	 distributed	 privacy-preserving	 healthcare	 predictive	
modeling	using	Blockchain	technology.	We	designed	a	 framework,	ModelChain,	 to	 integrate	online	machine	
learning	with	blockchains,	and	utilized	 transaction	metadata	 for	model	dissemination.	We	also	developed	a	
new	proof-of-information	algorithm	to	determine	the	order	of	Blockchain-based	online	machine	learning.	Our	
next	 step	 is	 to	 evaluate	ModelChain	 trade-offs	 in	 real-world	 settings	 such	as	 the	Patient-centered	 SCAlable	
National	 Network	 for	 Effectiveness	 Research	 (pSCANNER).	 Also,	 we	 will	 continue	 to	 improve	 the	 proof-of-
information	algorithm	in	terms	of	efficiency	and	scalability.	We	anticipate	that	the	combination	of	technology	
and	policy	will	be	key	to	advance	health	services	research	and	healthcare	quality	improvement.		
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I.	Introduction	
	
It	is	a	very	exciting	time	for	health	care	and	information	technology	(IT).	Due	to	improvements	
in	genetic	research	and	the	advancement	of	precision	medicine,	health	care	is	witnessing	an	
innovative	approach	to	disease	prevention	and	treatment	that	incorporates	an	individual	
patient’s	genetic	makeup,	lifestyle	and	environment.	Simultaneously,	IT	advancement	has	
produced	large	databases	of	health	information,	provided	tools	to	track	health	data	and	
engaged	individuals	more	in	their	own	health	care.	Combining	these	advancements	in	health	
care	and	information	technology	would	foster	transformative	change	in	the	field	of	health	IT.	
	
The	American	Recovery	and	Reinvestment	Act	required	all	public	and	private	health	care	
providers	to	adopt	electronic	medical	records	(EMR)	by	January	1,	2014,	in	order	to	maintain	
their	existing	Medicaid	and	Medicare	reimbursement	levels.		This	EMR	mandate	spurred	
significant	growth	in	the	availability	and	utilization	of	EMRs.	However,	the	vast	majority	of	
these	systems	do	not	have	the	capacity	to	share	their	health	data.	
	
Blockchain	technology	has	the	potential	to	address	the	interoperability	challenges	currently	
present	in	health	IT	systems	and	to	be	the	technical	standard	that	enables	individuals,	health	
care	providers,	health	care	entities	and	medical	researchers	to	securely	share	electronic	health	
data.		
	
In	this	paper	we	describe	a	blockchain	based	access-control	manager	to	health	records	that	
would	advance	the	industry	interoperability	challenges	expressed	in	the	Office	of	the	National	
Coordinator	for	Health	Information	Technology’s	(ONC)	Shared	Nationwide	Interoperability	
Roadmap.	Interoperability	is	also	a	critical	component	any	infrastructure	supporting	Patient	
Centered	Outcomes	Research	(PCOR)	and	the	Precision	Medicine	Initiative	(PMI).		A	national	
health	IT	infrastructure	based	on	blockchain	has	far-reaching	potential	to	promote	the	
development	of	precision	medicine,	advance	medical	research	and	invite	patients	to	be	more	
accountable	for	their	health.	
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II.	Underlying	Fundamentals	of	Blockchain	Technology	
	
Blockchain	is	a	peer-to-peer	(P2P)	distributed	ledger	technology	for	a	new	generation	of	
transactional	applications	that	establishes	transparency	and	trust.		Blockchain	is	the	underlying	
fabric	for	Bitcoin	and	is	a	design	pattern	consisting	of	three	main	components:		a	distributed	
network,	a	shared	ledger	and	digital	transactions.	
	
a.	Distributed	Network	
Blockchain	is	a	decentralized	P2P	architecture	with	nodes	consisting	of	network	participants.		
Each	member	in	the	network	stores	an	identical	copy	of	the	blockchain	and	contributes	to	the	
collective	process	of	validating	and	certifying	digital	transactions	for	the	network.	
		
b.	Shared	Ledger	
Members	in	the	distributed	network	record	digital	transactions	into	a	shared	ledger.		To	add	
transactions,	members	in	the	network	run	algorithms	to	evaluate	and	verify	the	proposed	
transaction.	If	a	majority	of	the	members	in	the	network	agree	that	the	transaction	is	valid,	the	
new	transaction	is	added	to	the	shared	ledger.	Changes	to	the	shared	ledger	are	reflected	in	all	
copies	of	the	blockchain	in	minutes	or,	in	some	cases,	seconds.		After	a	transaction	is	added	it	is	
immutable	and	cannot	be	changed	or	removed.		Since	all	members	in	the	network	have	a	
complete	copy	of	the	blockchain	no	single	member	has	the	power	to	tamper	or	alter	data.	
	
	

	
	
	
c.	Digital	Transactions	
Any	type	of	information	or	digital	asset	can	be	stored	in	a	blockchain,	and	the	network	
implementing	the	blockchain	defines	the	type	of	information	contained	in	the	transaction.		
Information	is	encrypted	and	digitally	signed	to	guarantee	authenticity	and	accuracy.		
Transactions	are	structured	into	blocks	and	each	block	contains	a	cryptographic	hash	to	the	
prior	block	in	the	blockchain.		Blocks	are	added	in	a	linear,	chronological	order.			
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III.	Proposal	
	
Our	proposal	involves	the	use	of	a	public	blockchain	as	an	access-control	manager	to	health	
records	that	are	stored	off	blockchain.		There	are	currently	no	open	standards	or	
implementations	of	blockchain	that	utilize	this	approach	but	research	supports	the	feasibility	of	
the	proposed	solution.		Bitcoin	has	already	demonstrated	that	trusted,	auditable	computing	is	
possible	using	a	distributed	network	accompanied	by	a	shared	ledger.	Additionally,	the	
technologies	for	data	storage,	security	and	encryption	exist	and	are	in	use	today.		This	paper	
borrows	heavily	from	the	Massachusetts	Institute	of	Technology’s	published	research	on	using	
a	public	blockchain	to	manage	and	control	access	to	personal	data.	
	
IV.	Bitcoin	and	Private	Blockchain	Limitations	for	Health	Care	Application		
	
Bitcoin	is	based	on	open-source	cryptographic	protocols	and	has	proven	to	be	a	very	safe	
platform	for	crypto-currency	exchange.		While	the	identities	behind	some	Bitcoin	transactions	
remain	unknown,	the	platform	provides	transparency	as	anyone	can	access	the	blockchain	and	
see	balances	and	transactions	for	any	Bitcoin	address.	
	
Lack	of	data	privacy	and	the	absence	of	robust	security	make	the	Bitcoin	public	blockchain	
unsuitable	for	a	health	blockchain	that	requires	privacy	and	controlled,	auditable	access.		
Additionally,	the	Bitcoin	standard	for	block	size	and	maximum	number	of	transactions	per	
second	present	scalability	concerns	for	large-scale	and	widely	used	blockchain	applications.	
	
Private	and	consortium	led	blockchains	would	address	the	privacy,	security	and	scalability	
concerns.	However,	these	blockchains	would	pose	different	challenges	as	they	run	the	risk	of	
not	being	vendor	neutral	and	do	not	use	open	standards.		
	
V.	A	Blockchain	Model	For	Health	Care		
	
Any	blockchain	for	health	care	would	need	to	be	public	and	would	also	need	to	include	
technological	solutions	for	three	key	elements:	scalability,	access	security	and	data	privacy.		
	
	
	

#11  - Linn/Koo - Use in Health IT



 4 

a.	Scalability		
A	distributed	blockchain	that	contains	health	records,	documents	or	images	would	have	data	
storage	implications	and	data	throughput	limitations.		If	modeled	after	the	Bitcoin	blockchain,	
every	member	in	the	distributed	network	of	the	health	care	blockchain	would	have	a	copy	of	
every	health	record	for	every	individual	in	the	U.S.	and	this	would	not	be	practical	from	a	data	
storage	perspective.		Because	health	data	is	dynamic	and	expansive,	replicating	all	heath	
records	to	every	member	in	the	network	would	be	bandwidth	intensive,	wasteful	on	network	
resources	and	pose	data	throughput	concerns.	For	health	care	to	realize	benefits	from	
blockchain,	the	blockchain	would	need	to	function	as	an	access-control	manager	for	health	
records	and	data.			
	
The	information	contained	in	our	proposed	health	blockchain	would	be	an	index,	a	list	of	all	the	
user’s	health	records	and	health	data.		The	index	is	similar	to	a	card	catalog	in	a	library.		The	
card	catalog	contains	metadata	about	the	book	and	a	location	where	the	book	can	be	found.		
The	health	blockchain	would	work	the	same	way.		Transactions	in	the	blocks	would	contain	a	
user’s	unique	identifier,	an	encrypted	linked	to	the	health	record	and	a	timestamp	for	when	the	
transaction	was	created.		To	improve	data	access	efficiency,	the	transaction	would	contain	the	
type	of	data	contained	in	the	health	record	and	any	other	metadata	that	would	facilitate	
frequently	used	queries	(the	metadata	could	be	added	as	tags).		The	health	blockchain	would	
contain	a	complete	indexed	history	of	all	medical	data,	including	formal	medical	records	as	well	
as	health	data	from	mobile	applications	and	wearable	sensors,	and	would	follow	an	individual	
user	throughout	his	life.	
	
All	medical	data	would	be	stored	off	blockchain	in	a	data	repository	called	a	data	lake.		Data	
lakes	are	highly	scalable	and	can	store	a	wide	variety	of	data,	from	images	to	documents	to	key-
value	stores.		Data	lakes	would	be	valuable	tools	for	health	research	and	would	be	used	for	a	
variety	of	analysis	including	mining	for	factors	that	impact	outcomes,	determining	optimal	
treatment	options	based	on	genetic	markers	and	identifying	elements	that	influence	
preventative	medicine.		Data	lakes	support	interactive	queries,	text	mining,	text	analytics	and	
machine	learning.		All	information	stored	in	the	data	lake	would	be	encrypted	and	digitally	
signed	to	ensure	privacy	and	authenticity	of	the	information.		
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When	a	health	care	provider	creates	a	medical	record	(prescription,	lab	test,	pathology	result,	
MRI)	a	digital	signature	would	be	created	to	verify	authenticity	of	the	document	or	image.		The	
health	data	would	be	encrypted	and	sent	to	the	data	lake	for	storage.		Every	time	information	is	
saved	to	the	data	lake	a	pointer	to	the	health	record	is	registered	in	the	blockchain	along	with	
the	user’s	unique	identifier.		The	patient	is	notified	that	health	data	was	added	to	his	
blockchain.		In	the	same	fashion	a	patient	would	be	able	to	add	health	data	with	digital	
signatures	and	encryption	from	mobile	applications	and	wearable	sensors.	
	

	
	
b.	Access	Security	and	Data	Privacy	
The	user	would	have	full	access	to	his	data	and	control	over	how	his	data	would	be	shared.		The	
user	would	assign	a	set	of	access	permissions	and	designate	who	can	query	and	write	data	to	
his	blockchain.		A	mobile	dashboard	application	would	allow	the	user	to	see	who	has	
permission	to	access	his	blockchain.		The	user	would	also	be	able	to	view	an	audit	log	of	who	
accessed	his	blockchain,	including	when	and	what	data	was	accessed.		The	same	dashboard	
would	allow	the	user	to	give	and	revoke	access	permissions	to	any	individual	who	has	a	unique	
identifier.	
	
Access	control	permissions	would	be	flexible	and	would	handle	more	than	“all-or-nothing”	
permissions.		The	user	would	setup	specific,	detailed	transactions	about	who	has	access,	the	
allotted	time	frame	for	access	and	the	particular	types	of	data	that	can	be	accessed.		At	any	
given	time	the	user	may	alter	the	set	of	permissions.		Access	control	policies	would	also	be	
securely	stored	on	a	blockchain	and	only	the	user	would	be	allowed	to	change	them.		This	
provides	an	environment	of	transparency	and	allows	the	user	to	make	all	decisions	about	what	
data	is	collected	and	how	the	data	can	be	shared.		
	
After	a	health	care	provider	is	granted	access	to	a	user’s	health	information,	he	queries	the	
blockchain	for	the	user’s	data	and	utilizes	the	digital	signature	to	authenticate	the	data.	The	
health	care	provider	could	utilize	a	customized	best-of-breed	application	to	analyze	the	health	
data.		
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Identity	authentication	would	follow	the	best	practices	established	by	financial	institutions	and	
regulators.	Ideally,	biometric	identity	systems	would	be	utilized	as	they	offer	enhanced	security	
over	password	and	token	(smartcard)	based	methods	for	identity	authentication.	
	
Given	this	model,	the	user	has	singular	control	over	his	data	and	the	power	to	grant	access	to	
specific	health	care	providers	and/or	health	care	entities	for	communication	and	collaboration	
in	disease	treatment	and	prevention.	The	decentralized	nature	of	the	blockchain	combined	with	
digitally	signed	transactions	ensure	that	an	adversary	cannot	pose	as	the	user	or	corrupt	the	
network	as	that	would	imply	the	adversary	forged	a	digital	signature	or	gained	control	over	the	
majority	of	the	network’s	resources.	Similarly,	an	adversary	would	not	be	able	to	learn	anything	
from	the	shared	public	ledger	as	only	hashed	pointers	and	encrypted	information	would	be	
contained	within	the	transactions.		
	
VI.	Technical	Advantages	of	a	Health	Care	Blockchain	
	
Blockchain	technology	offers	many	advantages	for	health	care	IT.		Blockchain	is	based	on	open-
source	software,	commodity	hardware,	and	Open	API’s.		These	components	facilitate	faster	and	
easier	interoperability	between	systems	and	can	efficiently	scale	to	handle	larger	volumes	of	
data	and	more	blockchain	users.		The	architecture	has	built-in	fault	tolerance	and	disaster	
recovery,	and	the	data	encryption	and	cryptography	technologies	are	widely	used	and	accepted	
as	industry	standards.	
	
The	health	blockchain	would	be	developed	as	open-source	software.		Open-source	software	is	
peer-reviewed	software	developed	by	skillful	experts.		It	is	reliable	and	robust	under	fast-
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changing	conditions	that	cannot	be	matched	by	closed,	proprietary	software.		Open-source	
solutions	also	drive	innovations	in	the	applications	market.		Health	providers	and	individuals	
would	benefit	from	the	wide	range	of	application	choices	and	could	select	options	that	
matched	their	specific	requirements	and	needs.	
	
Blockchain	would	run	on	widely	used	and	reliable	commodity	hardware.		Commodity	hardware	
provides	the	greatest	amount	of	useful	computation	at	low	cost.		The	hardware	is	based	on	
open	standards	and	manufactured	by	multiple	vendors.		It	is	the	most	cost	effective	and	
efficient	architecture	for	health	and	genomic	research.	Excess	blockchain	hardware	capacity	
could	be	shared	with	health	researchers	and	facilitate	faster	discovery	of	new	drugs	and	
treatments.	
	
Blockchain	technology	also	addresses	the	interoperability	challenges	within	the	health	IT	
ecosystem.		Health	IT	systems	would	use	Open	API’s	to	integrate	and	exchange	data	with	the	
health	blockchain.		Open	API’s	are	based	on	industry	best	practices.		They	are	easy	to	work	with	
and	would	eliminate	the	need	for	development	of	complex	point-to-point	data	integrations	
between	the	different	systems.					
	
Blockchain	would	allow	patients,	the	health	care	community	and	researchers	to	access	one	
shared	data	source	to	obtain	timely,	accurate	and	comprehensive	patient	health	data.		
Blockchain	data	structures	combined	with	data	lakes	can	support	a	wide	variety	of	health	data	
sources	including	data	from	patients’	mobile	applications,	wearable	sensors,	EMR’s,	documents	
and	images.		The	data	structures	are	flexible,	extendable	and	would	be	able	to	accommodate	
the	unforeseen	data	that	will	be	available	in	the	future.			
	
Data	from	cheap	mobile	devices	and	wearable	sensors	is	growing	at	an	exponential	rate.		
Distributed	architectures	based	on	commodity	hardware	provide	cost	efficient	high	scalability.		
As	more	health	data	is	added	to	the	blockchain	cost	efficient	commodity	hardware	can	be	easily	
added	to	handle	the	increased	load.		Another	advantage	of	blockchains	distributed	architecture	
is	built-in	fault	tolerance	and	disaster	recovery.		Data	is	distributed	across	many	servers	in	many	
different	locations.		There	is	no	single	point	of	failure	and	it	is	unlikely	a	disaster	would	impact	
all	locations	at	the	same	time.		
	
Blockchain	works	with	standard	algorithms	and	protocols	for	cryptography	and	data	encryption.		
These	technologies	have	been	heavily	analyzed	and	accepted	as	secure	and	are	widely	used	
across	all	industries	and	many	government	agencies.	
	
VII.	Health	Care	Advantages	of	Health	Care	Blockchain	
	
Blockchain	technology	offers	many	advantages	to	medical	researchers,	health	care	providers,	
care	givers	and	individuals.	Creation	of	a	single	storage	location	for	all	health	data,	tracking	
personalized	data	in	real-time	and	the	security	to	set	data	access	permissions	at	a	granular	level	
would	serve	research	as	well	as	personalized	medicine.	
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Health	researchers	require	broad	and	comprehensive	data	sets	in	order	to	advance	the	
understanding	of	disease,	accelerate	biomedical	discovery,	fast	track	the	development	of	drugs	
and	design	customized	individual	treatment	plans	based	on	patient	genetics,	lifecycle	and	
environment.		The	shared	data	environment	provided	by	Blockchain	would	deliver	a	broad	
diverse	data	set	by	including	patients	from	different	ethnic	and	socio-economic	backgrounds	
and	from	various	geographical	environments.		As	blockchain	collects	health	data	across	a	
patient’s	lifetime,	it	offers	data	ideal	for	longitudinal	studies.			
	
A	health	care	blockchain	would	expand	the	acquisition	of	health	data	to	include	data	from	
populations	of	people	who	are	currently	under-served	by	the	medical	community	or	who	do	
not	typically	participate	in	research.		The	shared	data	environment	provided	by	Blockchain	
makes	it	easier	to	engage	“hard-to-reach”	populations	and	develop	results	more	representative	
of	the	general	public.	
	
Blockchain	data	structures	would	work	well	for	gathering	data	from	wearable	sensors	and	
mobile	applications	and,	thus,	would	contribute	significant	information	on	the	risks	versus	
benefits	of	treatments	as	well	as	patient	reported	outcomes.	Furthermore,	combining	health	
data	from	mobile	applications	and	wearable	sensors	with	data	from	traditional	EMR’s	and	
genomics	will	offer	medical	researchers	increased	capabilities	to	classify	individuals	into	
subpopulations	that	respond	well	to	a	specific	treatment	or	who	are	more	susceptible	to	a	
particular	disease.		Daily,	personalized	health	data	will	likely	engage	a	patient	more	in	his	own	
health	care	and	improve	patient	compliance.	Moreover,	the	ability	for	physicians	to	obtain	
more	frequent	data	(i.e.,	daily	blood	pressures	or	blood	sugar	levels	versus	only	when	a	patient	
appears	for	an	appointment)	would	improve	individualized	care	with	specialized	treatment	
plans	based	on	outcomes/treatment	efficacy.	
	
Blockchain	would	ensure	continuous	availability	and	access	to	real-time	data.		Real-time	access	
to	data	would	improve	clinical	care	coordination	and	improve	clinical	care	in	emergency	
medical	situations.	Real-time	data	would	also	allow	researchers	and	public	health	resources	to	
rapidly	detect,	isolate	and	drive	change	for	environmental	conditions	that	impact	public	health.	
For	example,	epidemics	could	be	detected	earlier	and	contained.		
	
The	real-time	availability	of	mobile	application	and	wearable	sensor	data	from	the	blockchain	
would	facilitate	continuous,	24	hour-a-day	monitoring	of	high	risk	patients	and	drive	the	
innovation	of	“smart”	applications	that	would	notify	care	givers	and	health	providers	if	a	
patient	reached	a	critical	threshold	for	action.		Care	teams	could	reach	out	to	the	patient	and	
coordinate	treatment	options	for	early	intervention.	
	
A	health	care	blockchain	would	likely	promote	the	development	of	a	new	breed	of	“smart”	
applications	for	health	providers	that	would	mine	the	latest	medical	research	and	develop	
personalized	treatment	paths.	The	health	provider	and	patient	would	have	access	to	the	
same	information	and	would	be	able	to	engage	in	a	collaborative,	educated	discussion	about	
the	best-case	treatment	options	based	on	research	rather	than	intuition.		
	

#11  - Linn/Koo - Use in Health IT



 9 

VIII.	Conclusion	
	
The	most	efficient	and	effective	approach	for	advancing	ONC’s	interoperability	objectives	
would	be	to	establish	a	national	technology	infrastructure	for	health	IT	based	on	open	
standards.		Open	API’s	based	on	industry	best	practices	are	vital	and	essential	to	addressing	
interoperability.		However,	open	API’s	are	essential	but	not	sufficient.		A	shared	distributed	
infrastructure	that	provides	a	comprehensive	view	of	an	individual’s	health	data	across	a	
lifetime	is	an	equally	essential	component	of	interoperable	health	IT	systems.			
	
Blockchain	technology	addresses	interoperability	challenges,	is	based	on	open	standards,	
provides	a	shared	distributed	view	of	health	data	and	will	achieve	widespread	acceptance	and	
deployment	throughout	all	industries.			
	
Utilization	of	the	proposed	health	blockchain	described	in	this	paper	has	the	potential	to	
engage	millions	of	individuals,	health	care	providers,	health	care	entities	and	medical	
researchers	to	share	vast	amounts	of	genetic,	diet,	lifestyle,	environmental	and	health	data	
with	guaranteed	security	and	privacy	protection.	The	acquisition,	storage	and	sharing	of	this	
data	would	lay	a	scientific	foundation	for	the	advancement	of	medical	research	and	precision	
medicine,	help	identify	and	develop	new	ways	to	treat	and	prevent	disease	and	test	whether	or	
not	mobile	devices	engage	individuals	more	in	their	health	care	for	improved	health	and	
disease	prevention.	
	
Blockchain	technology	definitely	has	a	place	in	the	health	IT	ecosystem,	and	the	ONC	should	
strongly	consider	basing	their	interoperability	strategy	on	blockchain	and	using	blockchain	to	
promote	the	advancement	of	precision	medicine.	
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Abstract

Sharing healthcare data between institutions is challenging. Heterogeneous data structures may
preclude compatibility, while disparate use of healthcare terminology limits data comprehension. Even
if structure and semantics could be agreed upon, both security and data consistency concerns abound.
Centralized data stores and authority providers are attractive targets for cyber attack, and establishing a
consistent view of the patient record across a data sharing network is problematic. In this work we present
a Blockchain-based approach to sharing patient data. This approach trades a single centralized source
of trust in favor of network consensus, and predicates consensus on proof of structural and semantic
interoperability.

1 Problem Statement

Cross-institutional sharing of healthcare data is a complex undertaking with the potential to significantly
increase research and clinical effectiveness[1]. First and foremost, institutions often are reluctant to share
data because of privacy concerns[2], and may fear that sending information will give others a competitive
advantage[3]. Next, even if privacy concerns could be addressed, there is no broad consensus around the
specific technical infrastructure needed to support such a task[4]. Finally, healthcare data itself is complex,
and sending information across institutional boundaries requires a shared understanding of both data struc-
tures and meaning. Even assuming data can be shared efficiently and securely, these interoperability issues
left unchecked will limit the utility of the data. Despite evidence that the value of healthcare data exchange
is large[5], these issues, described below, remain significant barriers.

1.1 Security

Failing to secure the patient record has financial and legal consequences, as well as the potential to impact
patient care. Securing the electronic medical record is a challenging task[6], and the ramifications of a breach
are a strong disincentive to sharing data. For this work, we focus on both privacy and anonymity and how
they apply to data sharing.

Data privacy involves ensuring only authorized parties may access the medical record. This impacts any
healthcare system, as patient privacy is not only an ethical responsibility, but a legal mandate[7]. Patient
data is also an asset to the institution, and unauthorized access could compromise competitive advantages
or reveal proprietary practices.

Data anonymity may also be used to secure the record. In this way, identifiable information is left out,
and only summary/partial data is shared. This can be acceptable, but is challenging, as it requires a large
number of attributes with potential resource or patient care value to be removed from the record in order
for it to be considered de-identified [8].

1.2 Infrastructure

A significant hurdle to sharing data is the agreement of the supporting technical architecture and infrastruc-
ture. Many attempts at data sharing require either (1) a centralized data source, or (2) the transmission
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of bulk data to other institutions. Both options introduce unique problems. Centralization increases the
security risk footprint, and requires centralized trust in a single authority, while bulk data transmission forces
institutions to yield operational control of their data.

1.3 Interoperability

Interoperability of healthcare records is the extent to which the clinical intent can be conveyed across
institutional boundaries. Given the complexities of data in the healthcare domain, this is inherently difficult
to achieve[9]. We examine interoperability within the context of two facets: Structure and Semantics, each
necessary for the successful exchange of healthcare data[10].

Data structure, or the attributes and data elements use to convey information, is an important part of
interoperability. Healthcare data is complex, and heterogeneous structures decrease the effectiveness of anal-
ysis and reduce understandability. To combat this, several industry-wide standards have been advanced[11].
While effective, there is no one authoritative standard, and aligning data encoded with disparate standards
is a non-trivial task.

Semantics refers to the use of terminologies and vocabularies to describe data meaning, or to codify the
data. This codification of healthcare data is important to its interpretation, but is only effective if all parties
agree upon the same codification schemes, or controlled terminologies[12]. Often, subsets of vocabularies are
used to scope a particular domain of interest. These subsets, called Value Sets, may be used in conjunction
with structural models to constrain the allowable codifications for attributes or attribute types.

2 Goals

The main goal of this work is to describe an approach to effectively and securely share healthcare information
within a data sharing network. We believe that a patient’s record should be consistent and available across
institutional boundaries, and the terms of its access strictly dictated by the patient. As a secondary goal,
this data should not only be shared, but shared in such a way that all interested parties can understand the
structure and meaning, ultimately leading to improved data utility and patient care.

3 Proposal

3.1 Assumptions

Below are general assumptions about healthcare stakeholders (or nodes) participating in a data sharing
network. These assumptions exclude any regulation/incentives that the network itself defines.

1. There is value in receiving external data from other nodes, but only if you can understand the data
structure and semantics.

2. Without guarantees of security and auditability, nodes will neither share nor receive data.

3. The patient ultimately controls their record, and authorizes who may access it and when.

3.2 Background

3.2.1 Blockchain

A blockchain is a distributed transaction ledger[13]. The blockchain itself is composed of blocks, with each
block representing a set of transactions. As a data structure, a blockchain has several interesting properties.
First, blocks are provably immutable. This is possible because each block contains a hash, or numeric digest
of its content, that can be used to verify the integrity of the containing transactions. Next, the hash of a
block is dependent on the hash of the block before it. This effectively makes the entire blockchain history
immutable, as changing the hash of any block n− i would also change the hash of block n.

The blockchain itself does not depend on a central, trusted authority. Rather, it is distributed to all nodes
participating in the network. Because no centralized authority may verify the validity of the blockchain,
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a mechanism for reaching network consensus must be employed. In Bitcoin, a Proof of Work function is
used to ensure network consensus[13]. This strategy requires that any node wishing to add a block to the
blockchain must complete a computationally expensive (but easily verifiable) puzzle first. At a high level,
this ensures consensus of the network because there is an opportunity cost (the computation time) to building
a block. There are several other techniques used, such Proof of Stake[14] and Proof of Activity[15], but all
are designed to drive the network to consensus on blockchain validity.

Miners are nodes that assemble the blocks and add them to the blockchain. It is through the miners that
the consensus strategy is enacted, usually via some incentivisation protocol. In Bitcoin, for example, miners
are incentivized by collecting transaction fees and also by a reward for adding the block to the blockchain.
In general, however, there should exist an incentive for them to only build on top of valid blocks, which in
turn drives the entire network to consensus.

3.2.2 Fast Healthcare Interoperability Resources

Fast Healthcare Interoperability Resources (FHIR)[16, 17, 18, 19] is an emerging standard that depicts data
formats and elements, along with providing publicly accessible Application Programming Interfaces (APIs)
for the purpose of exchanging Electronic Health Records. The standard was created and is managed by
the Health Level Seven International (HL7) healthcare standards organization. FHIR is licensed without
restriction or royalty requirements, which should serve to further facilitate its broader adoption. FHIR offers
the potential for increased utilization of mobile and cloud-based applications, medical device integration, and
flexible/customized healthcare workflows. FHIR enables the separation of EHR data elements into defined
structured data types known as resources. Two of the resource types pertain to identification (providers and
patients) and common clinical activities. The segmented resource constructs of FHIR facilitate the transfer of
portions of EHR data where appropriate or desired. FHIR resources follow Representational State Transfer
(ReST)[20] principles, and can be validated for structural conformance to the standard as well as further
refined by additional conformance statements called Profiles.

3.3 A Healthcare Blockchain

Because a blockchain is a general-purpose data structure, it is possible to apply it to domains other than
digital currency. Healthcare, we believe, is one such domain. The challenges of a patient record are not
unlike those of a distributed ledger. For example, a patient may receive care at multiple institutions. From
the patient’s point of view, their record is a single series of sequential care events, regardless of where these
events were performed. This notion of shared state across entities, inherent to the blockchain model, is
congruent with patient expectations. Also, it is reasonable to assume that each patient care event was
influenced by one or more events before it. For example, a prescription may be issued only after a positive
lab test was received. The notion of historical care influencing present decisions fits well into the blockchain
model, where the identity of a present event is dependent on all past events.

Figure 1 describes the structure of a block of healthcare data. Much like the Bitcoin approach, our block
is a Merkle Tree-based structure[21]. The leaf nodes of this tree represent patient record transactions, and
describe the addition of a resource to the official patient record. Transactions, however, do not include the
actual record document. Instead, they reference FHIR Resources via Uniform Resource Locators (URLs).
This allows institutions to retain operational control of their data, but more importantly, keeps sensitive
patient data out of the blockchain. FHIR was chosen as a exchange format not only because it is an emerging
standard, but also because it contains inherent support for provenance and audit trails, making it a suitable
symbiotic foundation for blockchain ledger entries. FHIR in conjunction with the blockchain can serve to
preserve the integrity and associated context of data transactions.

A transaction has the following characteristics:

– Hash: The SHA256 hash of the resource payload. Although the actual resource itself is not entered
into the blockchain, its content can be verified using the transaction hash upon retrieval.

– Contributor Signature: The digital signature of the originating node.

– FHIR URL: A reference to the actual FHIR resource location.
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– FHIR Profile: The URI of the FHIR Profile to which this resource conforms.

– Secure Index: An encrypted index allowing for data discovery without leaking information about
the record. See Section 3.6 for more information.

The hashes of all transactions in a block contribute to the hash of the Merkle Root, or Block Header. The
Block Header contains the following metadata used to validate the new block:

– Hash: The SHA256 hash of the block. Assume the Merkle Root has two children c0 and c1, with a
previous block bn−1. Let the hash of bn equal the hash of the hashed concatenation of the of the bn−1,
c0, and c1 hashes.

– Previous Block Hash: The hash of the previous block, for validation purposes.

– Contributor Signatures: For each node that contributed to the block, a digital signature is required.
This is to ensure that the block remains valid after it was assembled by the miner.

– Miner Elections: Each node that contributed to the block is required to provide a random number
encrypted with the node’s private key. This will be used to seed the election of the next miner, which
is discussed in section 3.5.

Figure 1: A healthcare blockchain block containing entries into the patient record.

3.4 Adding Data to the Blockchain

Figure 2 outlines the basic activities involved in adding data to the blockchain. In our system, much
like Bitcoin, a block is added to the blockchain at regular intervals of time. For Bitcoin, this interval is
determined by the difficulty of the Proof of Work function. For our network, we specify a constant interval
of time for creating a block, or a block period. Within this block period, the network undergoes four phases
of activity. First, during the Transaction Distribution phase starting at time Tα, transactions are sent to the
coordinating, or miner node. This phase continues until Tδ, when the miner node may stop accepting new
transactions for the block. The miner then assembles the new block and sends it to the nodes for review in
the Block Verification Request phase. This allows all nodes that have contributed at least one transaction
to digitally sign the block, indicating that they endorse its correctness. The block is then returned to the
miner in the Signed Block Return phase. The miner node then adds the block to its local blockchain, and
finally distributes the new blockchain in the last phase, New Blockchain Distribution.

Algorithm 1 describes this process in more detail. Transactions are collected starting at line 3. Note that
the miner cannot mine its own transactions, as shown in line 4 where it is excluded from the set of nodes
N . When signing the block, only nodes with at least one transaction in the block are required to sign. This
computation is shown in line 7. At the end of this algorithm, the blockchain is distributed to all nodes.
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Figure 2: The four phases of adding a block to the healthcare blockchain.

Algorithm 1: Creating a new block and adding it to the blockchain.

input : A set N of Nodes participating in the network.
input : A blockchain, B representing a sequence of {b0...bn} where bn is the current (last) block

on the chain.
input : Tδ, the end of the Message Distribution phase.

1 α← ElectMinerNode(bn, N);
2 P ← {}; //Begin with an empty set of pending transactions.

3 while CurrentTime() < Tδ do
4 foreach n ∈ N − {α} do
5 P ← P ∪ GetTransactionsFromNode(n);

6 bβ ← AssembleBlock(P);
7 N ′ ← {n ∈ N |(∃t)[t ∈ P ∧ IsOriginator(n,t)]}; //N ′ is all nodes with >= 1 transaction.

8 foreach n ∈ N ′ do
9 SignBlock(bβ , n);

10 B′ ← AddBlock(B, bβ)

11 foreach n ∈ N do
12 DistributeBlockchain(B′, n);

3.5 Mining

We use the term Mining to refer to adding blocks to the blockchain. The general intent is similar to that of
Bitcoin, but our use case demands a substantially different approach. An overarching goal of the network is to
avoid a Proof of Work model, where network computational power is expended without providing something
intrinsically valuable. Rather, we aim to arrive at network consensus by forcing nodes to provide proof that
the data a transaction references can be meaningfully interpreted, while at the same time requiring nodes to
verify these validity proofs. This mechanism, described below, not only ensures blockchain consistency, but
incentivizes interoperability among the nodes.

3.5.1 Proof of Interoperability

Proof of Interoperability is an alternative method for network consensus that avoids some of the of disadvan-
tages of Proof of Work. Specifically, it is designed to leverage the effort required to reach network consensus
to do something intrinsically valuable: to verify that incoming messages are interoperable with regard to a
known set of structural and semantic constraints. For our use case, the mechanism for designating these
interoperability constraints is the FHIR Profile. Profiles in FHIR are a mechanism to further constrain a
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FHIR resource by introducing a model for computable conformance statements. This conformance is both
structural and semantic, allowing not only structural constraints on attributes such as cardinality and type,
but semantic constraints using value sets.

Algorithm 2 describes the process in greater detail. Given a transaction, the specified FHIR Profile

is compared to the known set of allowable Profiles. If the Profile is recognized, conformance to the Profile
is checked via the CheckProfileConformance function. This operation will use the FHIR URL to make a
validate1 request to the FHIR server. The result of this request is a FHIR OperationOutcome response,
which can then be inspected for conformance by the Conforms function.

Algorithm 2: Proof of Interoperability.

input : A set P of pending transactions.
input : A set F of network agreed-upon FHIR Profile URIs.
input : bβ , the current block being assembled.
output : A set V of valid transactions.

1 V ← {}; //Begin with an empty set of valid transactions.

2 foreach t ∈ P do
3 u← GetFhirURL(t);
4 p← GetFhirProfile(t);
5 if p ∈ F then
6 result← CheckProfileConformance(u,p); //Using the FHIR ‘validate’ operation.

7 if Conforms(result) then
8 V ← V ∪ {t};

Proof of Interoperability does require the network to reach consensus on the set of allowed FHIR Profiles,
including the content of the attendant value sets. This consensus cannot, however, be reached programmat-
ically. Network agreement is most likely a human-based process, where network participants negotiate and
collaborate with the help of both terminology specialists and clinicians. This type of collaboration necessi-
tates a centralized, well known repository. For the value sets, we propose the use of the Value Set Authority
Center (VSAC)[22] as a value set repository.

3.5.2 Miner Election

In a Proof of Work scenario, miners compete for the right to add a block to the blockchain. We instead
employ a system of guaranteed mining share, similar to the system employed by MultiChain[23]. This
system has several advantages. First, nodes know at the start of the block period who the next miner will
be, so transactions may be sent directly instead of distributed to the entire network. Next, it ensures that
the mining work required to keep the network consistent is distributed evenly. Finally, by eliminating the
competition of Proof of Work, we eliminate wasted computational effort.2

The Miner Election process is described in Algorithm 3. Recall that the last step of adding a block to
the blockchain is for the participating nodes to sign it (see Algorithm 1). During this signing process, each
node is required to submit a random number to be used for miner election. This set of random numbers is
collected on line 1, and is hashed together with the block hash to produce a new number. The next miner
then becomes the node whose Public Key is closest to this value. This process serves two purposes: (1) The
probability of becoming a miner for any node in the network N should be 1/|N |, and (2) the random number
used for election is seeded by all participating nodes in the network. This prevents a node from generating
a non-random number and electing itself or a chosen collaborator.

1https://www.hl7.org/fhir/resource-operations.html#validate
2We do not assert that Proof of Work effort is strictly wasted. The work expended by nodes in a Proof of Work system

certainly has value, as it is the mechanism by which the network stays consistent.
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Algorithm 3: Miner Election.

input : A set N of Nodes participating in the network.
input : The current (last) block on the blockchain, block bn.
output : A randomly elected miner node α.

1 S ← GetRandomSeed(bn);
2 h← GetBlockHash(bn);

3 foreach s ∈ S do
4 h← Hash(h+ s);

5 α← where |GetPublicKey(n)− h| is minimized for node n;

3.6 Data Discovery and Access

Even though the block itself does not contain the actual record data, searchability and discoverability
remain requirements, as well as a mechanism to access data once the appropriate transactions are found.
External entities, with the appropriate permissions, may query the blockchain using keywords in the Secure

Index field of the transaction. These keywords may be encrypted to prevent data leakage while still being
searchable[24, 2]. Once the transactions of interest are located, the FHIR URL can be used to retrieve the
actual resource.

3.7 Security

As stated above, data security (both privacy and anonymity) are fundamental priorities for the system. A
multi-faceted approach to security for our proposed network includes:

Blockchain Encryption. Nothing in the blockchain should be stored in plain text. Public information,
or information intended for all nodes in the network, is expected to be encrypted by a network-shared key,
while sensitive information should be encrypted by the originating node.
Privacy Preserving Keyword Searches. To facilitate data searchability and discoverability, Privacy
Preserving Keyword Searches[24] are used. In this way, an external entity may request a set of transactions
from the blockchain matching some criteria, with both the query and the transactions remaining encrypted.
Smart Contracts. In reality, the security landscape around the patient record is much more nuanced than
simply encrypting data. Patients may authorize access to their record only under certain conditions or for
a specific reason. This notion of the codification of usage agreements is called smart contracts[25]. There is
precedent for their use on a blockchain (e.g., the Ethereum project[26]), and given the complexities involved
with our healthcare use case, smart contracts will play an important role. The intent is to ensure that
patient authorization is codified and executable – for example, a patient may want their data shared only
for research of a certain type, or for a given time range. These smart contracts can be placed directly on the
blockchain as transactions[27], providing not only assurances of validity but an audit mechanism as well.

3.8 Patient Identification

Consistently identifying a patient between institutions is a non-trivial problem. Many approaches involve
some variation of a centralized Master Patient Index (MPI)[28], or a single trusted identifier source. This
approach has many of the same disadvantages as centralizing patient data – mainly, it requires centralized
trust and consolidates valuable information in a single, known place. While a robust MPI discussion is
beyond the scope of this work, we can apply some of the design approaches used here. Borrowing from the
Bitcoin model, we can think of data on the blockchain assigned to addresses, not patients, with patients
controlling the keys to these addresses. The advantage to this approach is that consensus on a single identifier
does not need to be reached – a patient may hold multiple blockchain addresses for different institutions.
This notion requires the patient to manage and maintain keys to these addresses via an electronic wallet,
and is a significant deviation from current practices where institutions assign and own patient identifiers.
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4 Business Value

Both the patient and the provider are positioned to benefit from a robust data exchange platform. Viewed
from both perspectives, one may see that the quantifiable benefits gained by providers and organizations[5]
are paralleled by greater convenience and better care outcomes for the patient.

Patient Perspective:

– Patients no longer need to coordinate the tedious and frustrating task of gathering records from various
providers to send to their specialist. Instead, they would provide the specialist access to the blockchain,
enabling them access to the data as they see fit.

– Patients retain control of their data without having to be data stewards – meaning, they no longer
have to spend time and energy keeping their data managed and up to date. They also no longer need
to manually reconcile the data when they visit multiple providers, which can be a non-trivial task.

– Ultimately, better and more available data leads to better care for the patient.

Provider and Organization Perspective:

– The true collaborative nature of creating and sharing data would eliminate many of the challenges of
existing Health Information Exchange approaches.

– Healthcare organizations do not have to fight for a data-driven competitive advantage, because they
all have access to the same information. This approach will enable organizations to collaborate on care
coordination and outcomes-based care.

– Through existing trust/contracts with patients and partner hospitals/organizations, nodes can broad-
cast alerts or potential threats.

– Data can be shared for research activities including clinical trials, enabling larger and more diverse
patient populations.

5 Summary

The challenges of data sharing within the healthcare domain are significant. Simply sharing data is not
enough – we’ve shown that effective data sharing networks require consensus on data syntax, meaning, and
security. We’ve proposed that a blockchain can play a fundamental role in enabling data sharing within a
network, and have defined the high level structures and protocols necessary to apply this new technology to
healthcare. Building on techniques used successfully by other blockchain applications, we’ve introduced a
new consensus algorithm designed to facilitate data interoperability. Finally, we have applied extra measures
of security on the blockchain such as network-wide keys and smart contracts, keeping security a top priority.
Ultimately, we believe that a blockchain-based data sharing network is a tenable solution for the complex
problem of sharing healthcare data.

6 Future Directions

6.1 Aggregate Blockchains

In this work, we’ve explored how nodes in a data sharing network may interact. Intuitively, we can con-
ceptualize these nodes as individual institutions or providers. This mental model aligns to current Heath
Information Exchanges, which tend to be (at least in the United States) groupings of regional providers[29].
But what if we reconsider our definition of a node in the network? Envision a node not as a single institution,
but as an entire blockchain-based data sharing network. We can now imagine not only cross-institutional
sharing, but cross-network sharing as well. This would enable the institution/provider-based networks to
grow and evolve, at the same time allowing them to connect to similar networks. This notion of aggregation,
or nested blockchains, may be an approach to extending the reach of collaborations and sharing beyond local
networks.
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6.2 Machine Learning

With the rapid improvement in computational power and machine learning algorithms, blockchain technol-
ogy can help facilitate a mechanism to compensate an Artificial Intelligence (AI) service provider for the
development and execution of novel machine learning algorithms. For example, developing machine learning
algorithms that can look at a radiology image or CT scan and make diagnosis predictions are time con-
suming to develop, but once developed are easy to execute. By leveraging blockchain technology, one can
envision a world in which a service provider publishes FHIR DiagnosticReports of radiology images to the
blockchain. An AI service provider that specializes in developing novel machine learning algorithms with
which the hospital has partnerships would be allowed to run their algorithm over the images and publish
the AI diagnosis output back to the blockchain.

The radiologist at the hospital could then use this result as an independent reference to compare his or
her own diagnosis. The AI providers get compensated when their diagnosis matches that of the radiologist,
so there is an incentive for the AI providers to refine and keep improving the accuracy of their algorithms.
The blockchain also provides an irrefutable trail of what the AI provider diagnosed and the final official
diagnosis.
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Abstract—The recent trends in Accountable Care based 

payment models have necessitated the adoption of new process 

for care delivery that requires the co-ordination of a “network” 

of care providers who can engage in shared risk contracts. In 

addition, the need for sharing in the savings generated equitably 

is key to encourage the network providers to invest in improved 

care paradigms. Current approaches to digitize healthcare focus 

on improvement of operational efficiency, like electronic records 

as well as care collaboration software. However, these 

approaches are still based on the classical centralized 

authorization model, that results in significant expense in 

implementation. These approaches are fundamentally limited in 

their ability to fully capitalize on the peer-to-peer digital work-

flow revolution that is sweeping other segments of industry like 

media, e-retail etc. In this paper we formulate a new digital 

health care delivery model that uses block chain as the 

foundation to enable peer-to-peer authorization and 

authentication. We will also discuss how this foundation would 

transform the scalability of the care delivery network as well as 

enable payment process via smart contracts, resulting in 

significant reduction in operational cost and improvement in care 

delivery. In addition, this block-chain based framework can be 

applied to enable a new class of accountable tele-monitoring and 

tele-medication devices that would dramatically improve patient 

care adherence and wellness.  Finally, the adoption of block chain 

based digital-health would enable the creation of varifiable 

“personalized longitudinal care” record that can form the basis 

of personalized medicine. 

 
Index Terms—BlockChain; Telemonitoring; Telemedication; 

Healthcare Asset; Authentication and Authorization; Deep Data 

Creation; Personalized Data Control; Healthcare Marketplace; 

Healthcare Security & Reliability; Personalized Healthcare; 

Two-way Data Authentication; Comprehensive Data Repository.  

I. THE HEALTHCARE LANDSCAPE  

HE last decade has seen a significant change in health care 

ranging from a dramatic shift in the payment method from 

a “pay-for-service” model to “outcome based” model to a 

focus on population “wellness” from a focus on “specialized” 

procedures. This new payment model based on effective care 

along with a focus on healthy living, called the “Accountable 

Care” paradigm, outlines the “new” goal for delivery of 

healthcare in the US [1]. This realignment from a “procedure” 

based focus to “holistic care of the individual” necessitates 

that Care Providers form “networks” that work together 

towards a common goal of improving the care outcome of 

patients under care, for post-Acute Care episodes or between 

Acute Care episode. The need for cooperation between care 

providers ranging from specialist to primary care physician, 

post-acute care providers to wellness providers (like 

nutritionist and rehabilitation nurses) has resulted in increasing 

digitization of patient care data in order to seamlessly 

communicate patient data. Over the last decade this has led to 

increased adoption of Electronic Health Records (EHRs) 

systems as well as development of care collaboration software 

that enables the co-ordination of care across the various care 

providers. Though these solutions have significantly improved 

the tracking and efficiency for delivering care, they have 

resulted in creating islands of information. Hence, co-

ordination of information between these systems has presented 

a significant challenge causing the delay of both the adoption 

of this new healthcare paradigm as well as posed serious 

challenges for  health systems in developing scalable 

“networks” of providers.  

The tsunami of data captured in Electronic Medical Record 

(EMR) systems in hospitals and doctor’s offices as well as 

information from labs, pharmacies, home care and nursing 

systems plus the general growth in awareness of taking care of 

one’s wellness has resulted in individuals capturing personal 

wellness data ranging from biometric vitals like blood sugar, 

blood pressure as well as keeping track of the exercise and 

food intake via Personal Health Records (PHRs). This 

behavior is not limited to individuals that have chronic 

condition but also, extends to individuals who are interested in 

pursuing a continued high functioning lifestyle.[2][3] 

  Though, there has been an increasing sense of 

“individualized” information both on the clinical as well as 

wellness front from the accumulation of data by care providers 

and individuals, including their hereditary profiles, these have 

not translated into “personalized” plans of care. Furthermore, 

even though there is a plethora of data, the overall healthcare 

payors and systems seem to be incapable of “assigning” a 

value or risk to this information to help better predict future 

cost of care for the individual or credit him for his focus on 

actively managing his health. [4] 

The key elements that prevent the lingering delay in dramatic 

transformation of the healthcare landscape are discussed 

below.  

A. Data Silos & Accountability/ Authorization  

There has been a lot of health and wellness related data that 

has been collected by care providers and individuals but it has 

not been converted in consumable formats that enable a 

comprehensive individualized care plan that contributes to 

effective long term patient wellness. This stems from the key 

issue that most of these data are in individual silos of a given 
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care provider and is not readily accessible by their “network” 

partners engaged in the care of their patient.[5] 

 Furthermore, the accountability and authorization for 

accessing and modifying of a given patient’s data is limited to 

these individual silos. This results in each organization 

“modifying” its copy of patient data on their interaction with 

the patient. This has led to the “network” of care providers to 

be in the constant task of “updating” the patient profile and 

always trying to catch up the illusive “latest valid profile” of 

the individual. This has further been exacerbated by minimal 

authorization from the individual whose data is being 

modified, leading to erroneous information being introduced 

into his/her records resulting is both clinical and economic 

woes. 

Another key factor in ensuring sustained wellness, is the 

active involvement by the individual in their care regime. This 

has been proven to be challenging, as patients feel that they 

don’t have an appropriate access and incentives to engage in 

care management, leading to a frustrating experience for both 

providers and patients. Hence, this has led to a complete 

breakdown in the overall accountability of all involved in 

yielding optimal care outcomes.  

B. Liability & Shared Compensation 

The providers in the healthcare industry are very weary of 

whether that data being used for clinical prescription is 

“accurate” as they expose themselves to significant liabilities 

unlike other industries if they are found to have made an error. 

Therefore, they are insistent on “appropriate validation” of the 

generation of data to ensure that they are not exposed to any 

liabilities stemming from erroneous information. Hence there 

is averseness towards using information that has not been 

collected by an entity that is deemed reliable and is a “liable” 

participant in their network. This has resulted in “forced 

aggregation” of health care data which in turn has led to 

increased costs and delays in care delivery, while still not 

illuminating data errors. The standard approach, adopted is by 

the dominant provider mandating that his network partners 

enter the information into his system which is then the “golden 

record” for the patient and can only be used by others. 

Though, this avoids the liability issue it still does not address 

the fact that the network provider, needs information in a 

timely manner. This problem is further exacerbated in chronic 

patients with two or more issues and this has led to a crisis in 

delivering coordinated care for these patients.  

An additional issue in ensuring effective health care delivery 

is the accountability associated with who has reviewed the 

data, accessed and authorized the recommended changes and 

finally executed care delivery. As most of the healthcare EHR 

systems were built to address a single domain of care 

providers it was only designed for one “key” individual to 

access and authorize changes. This was adequate when most 

of health care providers delivered comprehensive care for an 

individual with in a single provider system which gathered all 

data from their “client” the patient. However, with the 

emerging trend where in many a case this data is collected and 

processed by a number of providers and intermediaries like 

labs, technicians, home health care worker or even a family 

member, this approach is limiting. Furthermore, with the 

formation of Accountable Care networks, wherein the 

penalties are high for bad outcomes resulting in non-

collaborative behavior, it is imperative that effective 

automation of these care coordination capabilities is vital [6]. 

Finally, in the emerging Accountable Care landscape of 

healthcare, compensation will be based on how effectively the 

network of providers’ work together to ensure improvement in 

the quality of care and wellness outcome while at the same 

time reducing associated care cost. Hence, to truly incentivize 

different participants in the network to pro-actively create 

better care regimes there needs to a merit based compensation 

of shared savings. To effectively allocate a proportionate share 

to the provider in the network that contributed the most 

towards the overall savings a clear tracking of their 

contribution is vital. Else, it would lead to “least effort” 

approach by all providers in the network resulting in overall 

loss of income for care providers and an adverse effect in care 

quality of patients. 

C. Portability & Privacy 

As the Care Delivery Model is shifting to “outcome based” 

accountable care, there is an increasing need for the patient 

data to move “fluidly” across various approved care providers 

in the care network without sacrificing the privacy of the 

patient data. However, the single domain nature of EHR 

systems, which limits the portability of health data has 

resulted in significant challenges. Hence, providers have 

mandated that patients sign a HIPPA waiver to ensure timely 

care is being delivered to patients. This has led to the leakage 

of patient Health information resulting in unscrupulous 

providers targeting patients at their most vulnerable time 

during need for medical care. [7] 

This problem is exacerbated due to the fact that upon 

receiving this wavier information has been transferred via 

paper copies leading to this information tending to linger a 

long time in the care giver community. This has led to 

persistent fraud practices that effect payor and patients 

adversely for a long period of time. 

Though there have been many efforts via the Health 

Information Exchanges (HIE) to address the portability of this 

information across providers in a secure and timely manner it 

has fallen flat because of the incredible amount of upfront cost 

and effort and the need for all vendors to participate to provide 

any meaningful impact. 

Hence the current solutions pursued by the Health Care 

technology industry has resulted in a difficult choice between 

care and privacy/economic fraud for patient. We see this issue 

greatly expanding as more and more mental health services are 

being delivered to individuals.  

II. BACKGROUND 

A number of approaches have been proposed to deal with the 

issues identified in the previous section associated with the 

Centralized Data Model. Though, these solutions are 

temporary fixes to leverage the existing care delivery model 

and Health Care IT infrastructure they are fundamentally 

limited in addressing the significant change that is sweeping 

health care at a national and global level.  

Figure 1, illustrates the core architecture of current Electronic 
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Health Record (EHR) systems and the associated challenges 

with the existing architectural design. As illustrated, by Figure 

1(a), EHR systems are based on an isolated credential 

validation architecture in which patient data is kept in each of 

the separate systems. This has resulted in one-to-one care co-

ordination software “add-ons” solutions to these systems to 

enable the co-ordination of care across other providers and 

ancillary health organizations as illustrated in Figures 1(b). 

 

 
Figure 1(a) 

 
Figure 1(b) 

Figure 1: The Centralized Health System Model 

 

However, as is illustrated by the figure the access of the 

information from the Principal Provider organization to the 

other organizations is only via limited capability like to Read, 

to Submit, to Send or to Notify. Furthermore, the 

Patient/Consumer has very limited interaction or involvement 

in this exchange of information. In addition, any error related 

to the miss-communication or error is very hard to rectify. 

In the sections below we discuss how the limitation presented 

by these systems has been augmented to accommodate for 

Care Service Optimization or Payment management under the 

new Paradigm. We will discuss how these augmentations have 

impacted care delivery. 

A.  Care Service Optimization 

The new health care paradigm demands the need for effective 

and optimal care delivery for patients to yield better care 

outcomes. This requires that Principal Care providers are able 

to actively co-ordinate and collaborate with other care 

providers involved and ancillary health organizations like 

Labs and Pharmacy in care delivery.  

This requires that the patient records are updated and modified 

in a timely manner. Thought there are a number of add-ons 

that have been implemented based on new emerging 

healthcare data standards, this add-on collaboration software 

still relies on the Principal Care Provider “orchestrating” the 

care. Furthermore, this software only provides a limited 

capability of exchange of information from one system to 

another and usually requires a designated individual who is 

capable of such information transfer. This has led to an 

increasing amount of delay between organizations in 

delivering care for the patient and also resulted in the overall 

decrease in quality of delivery of care services to the patient. 

Also, as care providers are spending more of their time 

involved in coordination of care their effectiveness in 

treatment of patients and workload has significantly increased 

resulting in a counterintuitive impact in care outcomes for 

patients.   

In addition, given that many doctors don’t want patients to 

access EHRs, has resulted in the patient adopting a passive 

role in tracking their health, and resulting in them feeling a 

lack of control and ownership of their health leading to the 

patient becoming frustrated and being disengaged in their care. 

Though there has been a recent increase in Mobile Health 

Care apps helping individuals track their vitals and health 

parameters, the novelty has not translated to improved patient 

care or adherence and outcomes as it too faces the challenges 

of getting integrated into EHRs.  

B. Payment Management 

Another key impact of the new health care paradigm is the 

compensation model where-in the providers are eligible for 

receiving additional compensation beyond the care delivered. 

This compensation is the result of savings that are generated 

based on how effectively the providers manage the care of the 

patient’s health outcome. Any savings generated through 

efficient management of the patient’s care can be retained by 

the providers and their network partners as part of the shared 

savings aspect of the new healthcare paradigm. 

To realize these savings, a provider has to effectively track all 

the costs associated with the care of the patient and actively 

work with his partners to ensure timely health outcome. 

However, this requires that all the providers enter the care 

costs in near real-time while delivering care, which is very 

difficult to achieve based on the current EHR architecture. In 

addition, it is very hard for the principal care provider to divvy 

up the savings across the “key” provider partners to 

appropriately incent them to explore new care approaches. 

Though, the new healthcare policies provide the potential to 

incentivize providers to work together to improve care 

pathways, the current EHRs architectures come short of 

enabling this ability. 

C. Centralized Care Delivery 

To take advantage of the new healthcare paradigm healthcare 

providers have adopted two aggressive approaches to ensure 

that they can fully take advantage of the opportunity. The first 

approach is to   try to consolidate all of the care providers as 

part of a centralized health care system. This, ensures that all 

providers are within their centralized EHR thus enabling them 

to actively manage all the aspects of the care offerings for a 

patient. The second approach has been for “regionally 

dominant” providers to “persuade” other providers and 

ancillary health providers to assimilate within their health 

system by using their EHR. Though these two approaches 
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provide the desired trifecta goals stipulated by the new 

healthcare paradigm, it however results in reducing the 

choices for both patients and innovation of healthcare. 

Furthermore, tough “dominant” regional healthcare providers 

can consolidate the delivery of health care, but in the long run 

overall improvement in patient health can be achieved only by 

the inclusion of consumer wellness service providers like 

nutritionist, exercise providers and other such service 

providers, who would be difficult to assimilate. Furthermore, 

this model will not be applicable at a national level as there 

are many second and third tier cities and rural areas where 

care is delivered by a number of independent care providers. 

In addition, there are specialist care provider groups who 

value their dedication towards improvement of patient care 

and would resist assimilation into a single health system. 

 

To conclude, in this section, we have described that though the 

current Centralized Health Care Data management approach is 

applicable in the short-term, in the long-term it results in 

significant impediments for the enablement of innovation and 

motivation for sustained patient health as intended by the 

Affordable Care Act. 

III. TENETS FOR A NEW APPROACH 

In this section we discuss the two fundamental tenets toward 

realizing the full potential of the objectives of the new health 

care paradigm which are: (i) strengthening healthcare delivery; 

(ii) advance scientific knowledge and innovation; (iii) 

advanced health, safety and well begin of patients; and (iv) 

improve efficiency, transparency, accountability and 

effectiveness. 

The first of the two tenets that we will be discussing is Patient 

Centered Care that focuses on providing individual specific 

care needs for one and all, while enabling their long term well-

being. The second tenet is the capability of an infrastructure 

that can truly enable advanced innovation and deliver 

seamless transparency and accountability for all participating 

in the delivery of care. 

A. Person Centered Care 

To achieve effective superior care, a person centric approach 

is important. Such an approach should take into account not 

only the clinical aspects but the social and economic factors 

that impede one’s ability to successfully engage in care 

compliance and healthy living to yield sustained wellness. 

 

Outcome and Wellness Optimization 

To yield effective care outcomes requires clearly identifying 

the barriers of individual health and life situations. With the 

growing number of patients having 2+ co-morbidities, the 

“siloed” one-type of care fits-all care delivery approach is not 

conducive in motivating and addressing effective care 

outcomes. Hence a more flexible care model tailored to 

include patients’ multi-faceted health and wellness needs has 

to be considered. This requires that a comprehensive, dynamic 

interactive care plan in which the patient can actively track, 

manage and participate in his care is vital.    

 

Distributed and Scalable “Care Network”  

To deliver Person Centric Care requires that Care delivery 

network can include a wide variety of Care Providers and not 

just a predefined set of select providers. Such a restriction 

would limit the ability of patients to seek care via the most 

optimal path. For example, most of the folks that are most 

vulnerable to health care issues typically work multiple jobs 

with no standard hours. In addition, many of the most 

vulnerable patients either have limited transport options or live 

in “healthcare deserts”. Hence it is necessary to be able to use 

alternate care delivery partners like paramedics or visiting 

nurse to help address these challenges. That said the general 

concern that is raised is the aspect of ensuring that these “non-

traditional” care providers are well vetted. This limitation is a 

result of inadequate infrastructure and not a resource issue, 

which we will address in subsection B of this section. 

Data Portability and Privacy 

The final aspect to achieve effective Patient Centric Care is 

the need to be able to send data to a care provide just in time 

so that he can deliver the appropriate care. Furthermore, while 

we desire this capability it is also important that we maintain 

the patients’ privacy. It has been repeatedly stated that these 

two aspects are mutually orthogonal. However, this seems to 

be a fallacy limited only to the health care industry. Other 

industries like e-retail, finance and even media have 

transformed their entire infrastructure to let consumers have 

the flexibility to choose their vendor of choice with minimal 

liability.   We believe that by leveraging some of the similar 

infrastructure concepts already being implemented in other 

industry sectors but adding a higher level of data protection 

we can achieve both data privacy and portability. 

B. Accountable Care Networks  

In this subsection we will discuss the tenets of an Accountable 

Care Network infrastructure that is needed to ensure the four 

healthcare objectives listed earlier. Any infrastructure that is 

being deployed to achieve these objectives should have built-

in ability to ensure all the facets of a collaborative nature of 

the new care relationships are seamlessly enabled. In the 

subsection below we will discuss these aspects. 

 

Liability Protection and Accountability 

In any Care network it is necessary to ensure that participants 

who are collaborating together can depend on each other to 

deliver the necessary services that are expected of them. To 

achieve that, there has to be a means to ensure accountability 

of task and services that are expected to be delivered in a 

timely manner and also associated liability if they are not 

delivered in a timely manner at the level of quality that is 

expected. Hence, any Health Care infrastructure has to be 

capable of  seamlessly being able to monitor the necessary 

information to enable the Primary Care Provider to evaluate 

his Care network. Furthermore, as the Care network grows and 

these interaction between network care providers increase the 

Health Care infrastructure should be capable of effectively 

addressing this scale.  
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Care and Expenses Auditability 

One key aspect is the auditability of Care providers on two 

fronts. The first is the verification of whether the care provider 

actually delivered the care that he was obliged to deliver to the 

speciation of the referring physician and at the same time the 

validation that the patient actually received it. Furthermore, in 

addition to the delivery of the care the financial expense 

incurred as part of this care should also be audited so as to 

ensure that care was appropriately paid and the charges were 

accurate. Tying the Care Auditability with the payment 

auditability provides the key advantage of reducing the 

significant fraud that currently plaques our healthcare system. 

 

Compensation and Ownership Rights  

It is important that care providers that provide superior care 

that yield better patient care outcomes be compensated 

proportionally to their effort in the resulting shared savings. If 

this were not ensured it would not motivate care providers to 

innovate new care methods as well as go beyond the basic care 

requirements for a patient. Furthermore, if a care provider has 

innovated a new care procedure, he should be able to protect 

his rights to his invention and be able to get duly compensated 

for his efforts. So an Accountable Care infrastructure should 

be able to track and compensate the designer of the care 

pathway so that health systems that adopt it can duly 

compensate the innovator for the benefits that avail. An 

infrastructure that preserves these aspects will enable 

continued innovation in healthcare. 

In this section we outlined the two main tenets that are 

necessary for delivering the promise of the new healthcare 

paradigm. In the next section we will discuss how these tenets 

can be realized via a block-chain peer-to-peer architecture 

approach [8]. 

IV. IMPLEMENTATIONS 

In this section we will describe a peer-to-peer architecture 

which in contrast to the centralized architecture described in 

section II. The proposed architecture is highly scalable and 

distributable. 

 

 
Figure 2: The Peer-to-Peer Health System Model 

 

Figure 2 illustrates the basic framework for this peer-to-peer 

model. Also illustrated is the two or three key validation 

model. In the subsections below we will describe in detail the 

various aspects of this model and also how the block chain 

architecture with modification is very suited to accomplish 

this framework. 

A. Peer-to-Peer Authentication & Authorization 

The key aspect to building a highly scalable and distributed 

Care Management system is a peer-to-peer architectural 

framework. Such a framework has already been used in a 

number of industry segments like, media, e-retail, supply-

chain, etc. Furthermore, recent technologies like block-chain 

have also enabled this framework to be adopted in other 

segments in which security is of prime concern like finance. 

Furthermore, it has been shown that block-chain can easily be 

an add-on software connector to existing centralized 

frameworks [9]. This has led us to explore using the block 

chain framework for its applicability to help with enabling a 

peer-to-peer framework for healthcare. 

Block-chain holds the promise of validating two or more 

entities engaged in a “healthcare transaction”. This provides 

two key attributes compared to a centralized authentication 

model. The first being, that interested parties can engage with 

each other at a “transaction level” of “trust relationship”. The 

second is that the liability exposure in such a relationship is 

limited to only “transaction level” engagement. This is very 

useful as it limits the access of information and liabilities 

between parties involved and at the same time enables a party 

to get into a transaction relationship with a number of other 

providers based on their specific capabilities and type of care 

needed to be delivered to the patient. This is significantly 

better than a conventional centralized systems needing to limit 

the number of providers for a wide range of patient needs due 

to effort required to manage the access and liabilities.  This is 

very much akin to Amazon being able to create a wide range 

of relationships with a variety of suppliers based on their 

customers’ needs versus Walmart having to limit themselves 

to a limited number of suppliers. 

B. Two-way/+ Validation  

Another key aspect of a peer-to-peer architecture is the ability 

to involve two or more parties in the validation of a 

transaction which may be necessary in the case of healthcare. 

A prime example is where a payor incentivizes a provider and 

a consumer in a three-way agreement to provide better 

compensation if they (provider, patient) jointly work together 

in reducing the overall cost of healthcare. Another alternative 

is when a primary provider engages another ancillary provider 

like a nutritionist to help train a patient adopt to a “low 

sodium” diet. Such a three-party agreement can also be 

validated by using block-chain technologies. 

C. Smart Contracts 

The new healthcare paradigm promises the opportunity for 

care providers as well as the patient to engage in a 

collaborative relationship that improves overall health of the 

patient and participate in the savings achieved. However, to 

effectively compensate all the key participants in a manner in-

line with their contribution any contractual framework should 

be able to validate the milestones and their contributions. In a 

classical centralized data model this requires significant effort 

to manage such a contribution and as the number of parties 
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involved increase the process becomes more complicated. In 

the case of a peer-to-peer framework using block-chain as the 

validation model this is doable as smart contracts can be 

embedded in the block-chain [10]. Furthermore, the fact that 

such an arrangement can also be quickly monetized by parties 

involved provides the added incentive for providers to engage 

in such arrangements.   

D. Personalized Control 

Since block-chain uses personalized keys to validate 

transactions any of the participants can ensure that only folks 

that are deemed to be authorized have access to the patient 

health data. This avoids the “un intentional” leak of patient 

health data due to carte-blanch HIPPA releases that are 

currently signed by patients in order to receive care services. 

Thus the application of block-chain peer-to-peer frameworks 

enable the patient to have better control of their health data 

while providing access to those they deem necessary to be 

involved in their care. Furthermore, having such control also 

enables patients to provide “complete health information” 

about themselves in contrast to snapshots of information held 

in different systems. 

E. Application of Block-Chain 

As described above the block-chain framework provides all 

the necessary ingredients for building a peer-to-peer 

healthcare system as described earlier. However, to ensure that 

it is truly doable a serious concerted effort needs to be 

embarked on at a national level through a strategic partnership 

between, both public and private payor, healthcare providers, 

technology and solutions providers and patient. We further 

believe that though there is great potential in pursuing such an 

effort there is also significant effort required to extend block-

chain technology to be adapted in a manner that enables 

healthcare centralized frameworks to be seamlessly 

transitioned to the new peer-to-peer world. 

 

In this section we have discussed how block-chain promises 

the possibility of developing a peer-to-peer health care 

framework that would significantly accelerate the goals 

outlined by healthcare reform. In the following section we 

elaborate briefly on the evolution that such an infrastructure 

would provide in the future to the healthcare landscape. 

V. FUTURE OUTCOMES 

In this section we briefly discuss the future outcome that are 

possible via the successful implementation of peer-to-peer 

health care framework using block chain. We believe that 

there are significant tangible benefits that can be achieved by 

such an implementation and also such an endeavor would lead 

to a transformational impact to the healthcare landscape in the 

future. Some of these are discussed below. 

A. Benefits 

The keys benefits that result from the adoption of a block-

chain based peer-to-peer framework are in the areas of fraud 

prevention, achieving high quality healthcare, affordable care, 

and health care based on an individual’s clinical and socio-

environmental factors and enabling adoption of a wellness 

lifestyle by the masses. We briefly elaborate on these benefits 

in the subsequent subsections. 

Patient and Provider accountability 

Ensuring a framework that tracks and rewards patients and 

providers for taking ownership of care will drastically reduce 

the overuse and misuse of care services. By being able to track 

the care being delivered allows prevention of fraud and also 

hold both the patient and provider accountable for “validating” 

the care services being delivered at the stipulated quality in a 

real-time manner. This would significantly reduce the 

significant burden placed on payors, providers and patients 

because of a few malicious healthcare participants.  

 

Shared Liability and Savings lower care costs 

The ability to seamlessly track and manage smart contracts in 

which the benefits can be redeemed with significant ease 

provides the necessary “carrot” for providers and patients to 

actively engage in a symbiotic collaboration. In contrast if one 

or more participants tend to misbehave appropriate penalties, 

via liabilities, can also be levied with similar ease.  This 

“carrot/stick” approach we believe would provide the 

necessary push that is needed to shift the healthcare industry 

from a sickness management mindset to a wellness lifestyle 

mindset. 

Personalized medicine and sustained wellness 

A key challenge is the inability of current frameworks to track 

“individual” impact on prescribed care plans. This framework 

enabling “individualized health information” to be easily 

accessed provides the necessary building block for the 

creation or real-time personalized care plans that are tailored 

based on an individual clinical and socio-economic 

challenges. Furthermore, access to such an individual centric 

care plan also enables real-time correction of the plan resulting 

in a focus on prevention yielding to a path to sustained  

wellness. 

TeleCare a Lifestyle not a fad 

Finally, through there has been a huge rise in self-care via the 

use of TeleCare devices like fit-bit, Apple/Samsung watch and 

vital monitoring devices, these devices have not been 

effectively integrated into the mainstream aspect of healthcare. 

The implementation of block-chain at such a low cost as that 

demonstrated by the newly emerging P2P payments using a 

modified version of block-chain implemented on chip cards 

and smart phones holds the promise that future TeleCare 

devices could come embedded with this capability, thus 

becoming an integral part of the peer-to-peer healthcare 

framework. 

B. Impacts 

In this subsection we will discuss the long-term 

transformational impact that we believe could be possible with 

the implementation of peer-to-peer healthcare framework built 

on block-chain technologies.  

Enablement of Personalized Medicine 

Given that a block-chain based peer-to-peer healthcare 

framework has the potential of being able to formulate a  
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complete horizontal patient health information (PHI) profile 

relatively inexpensively it holds the promise of providing 

specific care plans and care regimes tailored to the 

individual’s needs. This capability of generating complete 

PHIs holds the promise of eventually achieving personalized 

medical treatment for the masses.  

Enablement of “care” innovations  

The capability to track and validate specific care regimes that 

yield significant improvement in care outcomes combined 

with the fact that the care provider could be adequately 

compensated for his efforts would provide the necessary 

impetus to rejuvenate “care” innovations. Furthermore the 

ability for a care provider to “license” his care methodology to 

any interested individual or care provider system via a peer-to-

peer arrangement further holds the promise  that entrepreneurs 

will pursue “innovative clinical” solutions that  target a large 

number of individuals and will be cost prohibitive for care 

regimes.  

Access to targeted Clinical Sets 

The significant cost associated with the creation of new drugs 

or clinical solutions is linked to the ability to get validated data 

sets from patients. Significant amounts of money is spent is 

developing and capturing such data sets. With the use of a 

peer-to-peer network with the ability to get a well validated 

PHI, it becomes very affordable to garner large data sets as 

well as individuals interested in participating in clinical trials. 

Thus such a framework holds the potential of significantly 

reducing the cost of developing new drugs and clinical 

regimes.  

VI. SUMMARY AND CONCLUSION 

In this paper we present a discussion of  transformational 

possibilities of a peer-to-peer healthcare framework built on 

the block-chain technology. An overview of how one would 

go about building such a framework was also discussed along 

with the benefits that this framework would provide. We also 

discuss how such an endeavor would dramatically enhance 

and accelerate the impacts promised by the new health care 

paradigm. Finally, we briefly review the long-term impacts of 

this pursuit in transforming the healthcare landscape. 
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SUMMARY OVERVIEW  
Blockchain technology has the potential to address many of the privacy, security, and 
interoperability problems that plague health IT and indeed health research. In this paper, 
we introduce a specific blockchain-based innovation: the smart health profile. This 
profile uses such blockchain tools as tokens, wallets, smart contracts, and oracle services 
as a foundation for rethinking the way that individual health and financial information is 
accessed and used across a wide variety of systems and applications. To introduce the 
smart profile, we focus on a solution to the specific problem of churning in the Medicaid 
program—that is, the constant exit and reentry of beneficiaries as a result of eligibility 
changes. However, as a sophisticated tool in the blockchain toolkit, the smart health 
profile can also prepare health IT and health research to take advantage of emerging 
artificial intelligence systems and may eventually lead to entirely new models of health 
care delivery.  
 
INTRODUCTION 
Blockchain technology is creating a new infrastructure for managing flows of money, 
information, and activity without a centralized database or administrator. It enables 
interoperable distributed systems that allow people and machines to use data without 
collecting it or even seeing it. It supports smart contracts that can automatically perform 
financial or other data transactions when specified conditions are met. Through so-called 
encrypted pseudonymous accounts, it allows individuals to control their own data and 
privacy needs, while providing a permanent and public transparent ledger that tracks the 
veracity of information. 
 
The affordances of this new technology make it well suited to solving some of the most 
complex problems in health data, health financing, and health care. Consider specifically 
the following promises of blockchain solutions: 
 

• Protection of privacy: A foundational idea in blockchain solutions is the zero-
knowledge proof—that is, the ability to verify the data in a record without ever 
actually seeing the contents of the record. This ability makes it possible for people 
and machines to act on sensitive health, financial, family, and citizenship data 
without actually revealing it. 

• Protection against fraud: The immutability of records is a well-known feature of 
blockchains. Blockchains run on networks of many personal computers (or other 

                                                
1 For more information about the Blockchain Futures Lab at IFTF, see http://www.iftf.org/blockchainfutureslab/ 
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devices), and every record is held by multiple devices. If someone tries to alter a 
specific record—for example, to erase a medical test result or change the amount 
of a direct-deposit to an account—the record is immediately flagged as potentially 
fraudulent. 

• Interoperability across diverse systems and data formats: Blockchains can 
reduce all kinds of data to a series of transactions that can be represented as 
tokens. Tokens can represent currency (as in the case of Bitcoins), but they can 
also represent data, such as YES/NO responses to questions like, “Does the 
person associated with this account qualify for benefits?” So-called oracle 
services can translate data from existing databases in a variety of formats into 
tokens that can then be tracked and accessed in the blockchain. No single grand 
scheme is necessary to assure interoperability. 

• Control of access: Blockchains use encryption keys to access the records in the 
blockchain. Usually, there are two encryption keys—a private key and a public 
address. The public address makes the existence of the record visible. It might 
reveal, for example, all the instances of tests for hepatitis C. The private key 
might unlock the test results to the holder of the key. This basic formula creates 
great flexibility for controlling access to records and the data they represent.     

• Pseudonymity: Anonymous data is often used in health research to compile the 
results of therapies or measure the extent of disease in a population, for example. 
It can be used to create relatively complex profiles that reveal correlations 
between diseases and behaviors or treatments and outcomes. However, if you 
want to use a profile to manage a specific individual’s health care, a 
pseudonymous profile is better suited to act as a broker between the individual 
behind the profile and a host of services that interact with that profile.  

 
Taken individually, each of these blockchain promises is clear enough. However, taken 
together, they open the door to an entirely new way of thinking. And this is what we 
propose to do with this paper—to suggest a new way of thinking about an individual’s 
personal records that will ultimately create both opportunities and challenges for existing 
health institutions and markets of all kinds. At the heart of this new way of thinking is the 
concept of a smart health profile. 
 
THE SMART PROFILE:  
PSEUDONYMOUS APPROACHES TO A DISTRIBUTED IDENTITY 
When we think of a profile in the traditional world of databases, we often think of it as a 
repository or a container of all the relevant information about an individual—like a web 
page on a social media platform or a Mint account that keeps your financial profile up to 
date by aggregating all your expenditures and sources of income in one place. That 
profile is uniquely linked to you, and even though it’s password-protected, it is 
vulnerable to identity theft, hacking of the contents, or abuse by advertisers of every ilk. 
 
In the world of blockchains, a profile is not really a repository. The blockchain is simply 
a distributed record of transactions. It’s dynamic. It tracks flows of money or information. 
As such, it invites us to rethink our basic concept of a profile, not as a container of 
information, but as a service that provides on-demand access to specific information that 
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may reside anywhere. This information may be represented as transactions on the 
blockchain or as records in traditional databases. The services may be simple, as in the 
case of Bitcoin wallets that can transfer coins to your health care providers. Or they could 
be quite sophisticated, aggregating and verifying data from a wide variety of sources to 
respond to a specific question about whether or not you’re currently qualified to receive 
Medicaid insurance.  
 
At the heart of the blockchain profile is a truly distributed identity. It would be possible 
to set up the profile to aggregate the many blockchain markers of your identity in one 
place, but then it would then be vulnerable to all the same problems as a traditional 
database profile. However, by thinking of the blockchain profile simply as a broker that 
can answer questions about you as the need arises, your identity remains distributed. No 
one can ever see everything about you at once, including yourself.  
 
What makes the profile smart is that the services it provides can be quite intelligent. It 
can make sophisticated queries and actually trigger an action when certain conditions are 
met. For example, suppose you had a smart drug dispenser that recorded every dose you 
take as a transaction on the blockchain. A profile service might check everyday to see if 
you’ve taken your pill and automatically order a refill when you’ve used up all the pills. 
Over time, however, an AI service might become much more sophisticated to use a 
combination of information about your vital statistics from your wearable device and 
population studies of people using the various medications for your condition and either 
recommend a different regimen to your physician or simply cut out the middleman and 
direct your pharmacist to deliver you a new prescription.  
 
Note that your smart profile, acting as your broker, would never need to know who you 
actually are. In the scenario just described, it would simply send the new prescription to 
an encrypted address; only you and your pharmacist would have the private key to unlock 
the prescription. This is the practical meaning of a pseudonymous profile: it presents a 
face to the world on your behalf, a face that only you can claim. 
 
To understand the specific technologies behind this smart profile—and its potential 
power as a fundamental building block in a blockchain solution to health IT and 
research—let’s look at an example where the it could be implemented at a scale that 
might actually change the health outcomes for millions of people. Let’s see how it would 
work to solve the problem of churning in the Medicaid program. 
 
THE PROBLEM: 
CHURNING IN THE MEDICAID PROGRAM 
Unlike Medicare, Medicaid is a means-tested program in which eligibility is determined 
based on income thresholds and financial guidelines determined by state governments. As 
a result, millions of low-income adults struggle to maintain continuous coverage and 
continuity of care as a result of the rules of enrollment and re-qualification. A complex 
application process may require a waiting period of up to 45 days to verify eligibility. 
Depending on which state is administering the Medicaid program, eligibility may be 
certified for various periods up to a year, during which recipients must report changes in 
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income, dependents, residence, and other information that could alter their eligibility. If 
they become ineligible, even for a short time, they must reapply, and in any case, they 
must requalify when the certification period runs out. If they do not report changes or 
requalify in a timely manner, they must reapply again with the initial 45-day waiting 
period. As a result of this turnover—often referred to as “churning”—the average adult in 
the Medicaid system is covered for only about four-fifths of the year.2 
 
The interruptions in coverage are costly across all the stakeholders in the Medicaid 
program. For patients, gaps in coverage can mean that they lose access to care that could 
prevent more serious illness and even death. The relationships they’ve established with 
existing health care professionals may be interrupted, and they may lose access to long-
term prescription drugs. For the health care professionals who care for Medicaid 
beneficiaries, churning means that they need to continuously check for eligibility or 
potentially incur loss of income. For the Medicaid program, churning means higher 
average costs per person in the system. Studies show that the average monthly Medicaid 
cost per person drops by nearly 50% when coverage is continuous for even 12 months—
from $597 to $345 per person per month. In addition, the reapplication process carries a 
high administrative cost for the program.3 
 
Ultimately the result of all these costs is poorer health outcomes for a significant portion 
of the poor adult population and a higher health burden on society as a whole. Clearly, an 
information infrastructure that could streamline the qualification, requalification, and 
interim coverage options for poor adults would greatly improve the overall functioning of 
the Medicaid system, improve the lives of millions of people, and even build greater 
productivity of the social economy. 
 
At the same time, the obstacles to grand solutions are many. Chief among them is the 
distributed nature of the many records that feed the decisions of patients, providers, and 
Medicaid administrators. The qualification process must rely on financial information to 
be verified by banks and other financial institutions; on employment information to be 
verified by diverse employers; on medical information from patient records (for example, 
regarding qualifying disabilities); and on citizenship information from different 
government agencies, ranging from the Social Security Administration to Motor Vehicle 
Bureaus and others that can provide proof of residence. Furthermore, the burden for 
assembling this information and granting permissions to access it rests with applicants 
who are often ill-prepared to navigate the complex bureaucracy necessary for 
verification.  
 
These obstacles—distributed data sources, a high need for simultaneous privacy and 
transparency, the requirements for verification, and the need for intelligent assistance in 
much of the process—are precisely the obstacles that a distributed blockchain solution 
like the smart health profile can address.  
 
                                                
2 Leighton Ku and Erika Steinmetz, “Bridging the Gap: Continuity and Quality of Coverage in Medicaid.” School of 
Public Health and Health Services, George Washington University, September 10, 2013, p 1.  
3 Ibid., p 5. 
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THE FOCUSED SOLUTION: 
A SMART HEALTH PROFILE FOR MEDICAID APPLICANTS AND RECIPIENTS 
The smart health profile offers a robust solution to the problem of churning in the 
Medicaid system. As already explained, the profile is not a data repository. Instead, it’s a 
series of services that access encrypted information about the recipient’s age, citizenship 
status (including social security number and current residence), family income, and 
family composition, as well as medical information, such as disabilities. It makes this 
data available for specific purposes. Through a client application, the profile also 
provides user services, such as notifying the owner of the profile when his/her Medicaid 
status changes and automatically reapplying for benefits or insurance options. 
 
We will describe the technological approach that assures privacy, interoperability, 
verification of all the necessary information, and immutability of the records below, but 
first consider three possible scenarios that such a profile might enable: 
 

Scenario 1: Loss of benefits. If a person has been receiving Medicaid and increases 
his/her income, reduces family dependents, or recovers from a disabling illness, the 
pseudonymous profile automatically notifies the owner and the Medicaid 
qualification system of the change in qualification status. At the same time, the 
profile writes an insurance policy that is prequalified to maintain continuity of 
treatment with existing providers (if possible), that is affordable given the financial 
information available, and that optimizes for the kinds of illnesses the owner has 
suffered from in the past. 
 
From the owner’s point of view, there is a simple notification by text or mobile app 
that gives the owner the option to approve or disapprove the new insurance contract. 
If the owner approves, the profile forwards relevant, provable, and time-stamped data 
associated with the pseudonymous profile through end-to-end encrypted channels to 
the insuring agency, alerting the primary care physician of the change in insurance. 
All approvals are logged in an immutable record of coverage, which can be 
referenced in further inquiries. The profile effectively acts as a smart broker for health 
insurance. If the owner disapproves, the profile offers a series of options for P2P gap 
insurance or perhaps a P2P lenders fund where blockchain investors can invest in the 
profile, providing a fund for the owner to draw against for interim medical care. 
 
Scenario 2: Reinstatement of benefits. In this scenario, the owner of the profile 
loses a job, takes on a new dependent, or is diagnosed with a medical condition that 
qualifies as a medical disability. The profile immediately notifies the owner, who can 
file for reinstatement with a simple YES response, or can decline Medicaid. If s/he 
declines, the owner has the option to continue the existing insurance or seek a new 
plan through a mobile app or web interface. If the owner approves the reinstatement 
action, the relevant, provable, and time-stamped qualifying information is forwarded 
to the Medicaid reinstatement system, and when it is approved, the existing health 
care insurance or lenders fund is discontinued automatically. 
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Scenario 3: Change of state of residence. In this scenario, the owner of the profile 
moves to a new state where the rules for qualifying are different and Medicaid 
recipients need to reapply. To manage this situation, the profile flags any change of 
address transaction and prequalifies the profile owner under the new rules. It alerts 
the owner with a simple text or mobile app interface that s/he either qualifies or 
doesn’t. If the owner qualifies, s/he can simply respond YES, and application is 
activated. In the gap between application and acceptance, the profile offers a series of 
options for P2P gap insurance or a P2P lenders fund where blockchain investors can 
invest in the profile, as in Scenario 1. 

 
In none of these scenarios is the Medicaid office or the insurance company ever privy to 
the actual identity of the recipient. They are transacting entirely with the pseudonymous 
profile, which serves as a confidential broker between all the services, both private and 
public. The medical record carries a flag that indicates the insurance/Medicaid status of 
the patient, and the flag is updated by a periodic pull from the profile, but the medical 
professional or health care organization never sees the complete profile. In fact, the 
owner does not ever see the entire profile either. 
 
Technically, this solution might be enabled by a three key blockchain components: a 
highly deterministic (HD) wallet, one or more smart contracts, and an oracle service. 
Let’s look at each of these in turn. 
 

The HD wallet. In the world of blockchain transactions, a wallet is a service that 
helps a user manage ownership and transfer of their virtual assets. In order to verify 
ownership of these assets and authenticate transfers, the wallet must establish an 
identity for the user. To do so, it provides a pseudonymous identity comprised of two 
cryptographic components: a public key and a private key. The public key serves as a 
publicly shared address to which other people and machines can send virtual assets 
and queries about those assets. The private key is kept secret, but can be combined 
with the public key to validate actions taken on behalf of the user, including transfer 
of funds or submitting data. 
 
A Bitcoin wallet, for example, verifies the owner’s bitcoin balance and transfers 
bitcoins (tokens) according the owner’s instructions, once the private key is provided. 
It provides a simple interface for Bitcoin owners to track and spend their coins. But a 
wallet could just as easily hold virtual “tokens” representing validated data from an 
application form, for example. A token, in this case, might indicate whether or not 
someone has been diagnosed with a chronic condition like asthma by a certified 
docator. If the condition is certified, the person would receive a token representing 
this condition, just as they might receive a bitcoin. These validated bits of data could 
then be transferred between the owner and parties with whom the owner is 
interacting, including healthcare providers and financial institutions. 
 
Early blockchain wallets created a single static address as the public key. This 
presented a security concern, as analytical tools could track ongoing public use of the 
profile, to construct a high-level picture of the account user and their relationship to 
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other account holders. An HD wallet enhances the security and privacy of these early 
wallets by using a single seed to algorithmically generate a new address for each 
transaction. This offers the ability to maintain ownership and privacy of the wallet if 
one of the owner’s transactions are de-anonymized or otherwise compromised. More 
important for our Medicaid scenarios, it assures that all the data transactions managed 
by the wallet are never visible as a whole (even to the owner), while they can still be 
exchanged with so-called zero-knowledge proofs for validation. 
 
This means that “tokens” linked to the wallet can be spent—or more conceptually, the 
information in the profile can be verified—without anyone, including the owner, ever 
seeing the totality of the data that is linked to the wallet (that is, the profile). For 
example, the profile can verify that the owner has a unique and valid social security 
number without revealing the actual number. A profile could verify that a user’s 
blood pressure is above a certain threshold, without seeing the blood pressure reading 
itself. 
 
The smart contract. The second enabling technology of the profile is the smart 
contract. Smart contracts were implemented in more recent blockchain systems, most 
notably by Ethereum. They allow code instructions, as well as data inputs and 
outputs, to be held, verified, and executed by a network of computers, rather than one 
trusted computer. In its simplest form, a smart contract executes a transfer of tokens 
when one or more conditions are met. In our profile scenario, the smart contract 
might be used to execute the following types of transactions: 
         

• If a valid and unique social security is number is linked to the profile, send a 
YES token to the prequalification service. 

• If a direct deposit account is linked to the profile, send a YES token to the 
prequalification service. 

• If income in the direct deposit account decreases, send a YES token to the 
prequalification service. 

• If a medical record is linked to the profile, send a YES token to 
prequalification service. 

• If a qualifying disability exists in the medical record, send a YES token to the 
prequalification service. 

• If the owner of the profile is pre-qualified for reinstatement, send a YES token 
to the owner notification service. 

 
In this design, services might be conceived as smart contracts, formalizing their 
processes as automated computer code. For example, the pre-qualification service 
might be a series of algorithms that process the tokens to determine if the profile 
qualifies for reinstatement, in which case, the service might simply send a YES token 
to the notification service to activate a series of interactions with the owner of the 
profile. However, the profile (and its smart contracts) may also need to interact with 
non-blockchain processes or databases in order to execute their transactions. 
Interoperability between blockchain and non-blockchain services thus requires our 
third enabling technology: oracle services. 
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Oracle services. The third important enabling technology for the profile in this 
solution is the oracle. The oracle validates information needed for the smart contracts, 
pulling from a diverse set of data sources. It draws both from databases through API’s 
and from in-person interactions (like blood pressure levels during a doctor’s visit). 
The oracle is a trusted third party, either human or algorithmic, that makes sure 
information is provided without corruption from either the user or validator. 
Importantly, oracles allow the profile solution to work without complete 
interoperability of the many systems the profile must monitor. 
 
The oracle introduces a key point of vulnerability into the profile solution, however. 
What if it returns the wrong result? What if the data source itself is not trustworthy? 
What if the oracle itself (or an outside hacker) deliberately tampers with the data? The 
solutions to this kind of vulnerability involve building a consensus of multiple data 
sources and a consensus network of oracles. 
 
The smart contract can use formulas that set a standard of consensus among multiple 
oracles for any particular data point (token). This standard need not be 100% 
agreement in all cases. While we would want 100% agreement that a given social 
security number is valid and is being used by one and only one individual, we might 
be more tolerant of a 90% agreement on the birth city. This tolerance would allow for 
a degree of flexibility when the contract is faced with mistakes in existing historical 
records. To assure the honesty of the oracles themselves, we might leverage so-called 
M-of-N multi-signature transactions to create a consensus network of oracles. 
Multiple oracles would be called by the smart contract, each with just one private key 
that can be used to sign the data transaction. Because these oracles are competing in 
the marketplace, they would have an incentive to provide the most accurate and 
honest data to the smart contracts. 
 
Oracle solutions are at the cutting edge of efforts to build interoperable and integrated 
blockchain solutions, and innovations in this technology are likely to rapidly improve 
the security and verifiability of blockchain. 

 
The functional advantages of the blockchain profile solution for Medicaid qualification 
are many. The profile provides a single-point interface to what in reality is a distributed 
identity, without creating the kinds of vulnerabilities or potential for abuse of centralized 
databases. The profile removes the burden on the individual of managing an increasingly 
complex digital identity without compromising the individual’s privacy. 
 
Such a profile is also able to provide a wide range of verified and essential data to a 
multitude of extensible services (smart contracts) that further reduce the risk and burden 
on personal health insurance management. It not only streamlines the complex 
bureaucratic (and often hampering) processes currently involved in securing Medicaid 
and other health insurance products; it enables a set of user-friendly products, such as 
mobile apps, that can proactively assist Medicaid applicants and recipients in managing 
their health insurance. 
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The profile further supports the potential for new kinds of peer-to-peer insurance and 
health financing products. By linking the Medicaid information to other health 
insurance opportunities, it can create an on-demand market for custom-tailored health 
insurance products. For example, it could theoretically configure a plan that provides 
the best coverage for a nontraditional family with one or more outstanding health 
requirements—and offer it as an investment opportunity across a wide network of non-
traditional insurers. At the same time, it directly addresses the problem of continuity of 
coverage between Medicaid and other health insurance plans. 
 
In addition, because the profile is also linked to medical records, it can help in the 
discovery of the best providers when medical conditions change or when the owner 
moves to a new location. It can even facilitate initial choice of new primary care 
physicians and set up orientation appointments. For impoverished health care recipients, 
this kind of support would greatly reduce the health care burden on individuals, 
presumably leading to much improved health outcomes and lower overall costs to the 
Medicaid system. 
 
One of the key advantages of the blockchain profile-as-broker solution is 
interoperability of data. In the near term, the profile offers the ability to solve a specific 
problem like churning in the Medicaid program without having to guarantee 
interoperability across the many divergent data systems that currently define what we 
might think of as a patient’s Medicaid identity. In the longer term, however, it also lays 
the foundation for a much more comprehensive solution to a distributed health 
infrastructure. 
 
THE COMPREHENSIVE SOLUTION: 
A DISTRIBUTED INFRASTRUCTURE FOR HEALTH 
It should be clear from this description of advantages that the smart health profile is not 
simply a solution to the specific problem of churning in the Medicaid system. It is 
actually a template for building out a distributed infrastructure for health. A smart 
pseudonymous profile could become a basic building block for people to manage their 
health and health care, supporting the following innovations: 
 

Integration of intelligent algorithms: As a collection of digital services, organized 
around access to information and smart contracts that can activate functions based on 
that information, smart profiles can lay the foundation to take full advantage of a 
wide range of custom-tailored applications that make personal health management 
and health care services easier to provide and easier to access, likely leading to better 
health outcomes. The AI prescription generator mentioned earlier is an example. 
 
Accessible health records: Access to medical records currently varies widely across 
the country. While the ability to obtain copies of specific medical records is a basic 
right at present, the rules and processes for getting those records can vary from state 
to state and even institution to institution. And while some states currently have 
enabled exchange of electronic medical records across providers under some 
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conditions, the systems are not integrated in many states. Users must often explicitly 
request transfer of records, sometimes using burdensome procedures. Smart profiles, 
coupled with user-facing applications, could enable real-time authorization of records 
transfer or even real-time user querying of records for specific information, such as, 
“When was the last time profile X had a thyroid test and what was the result?”  
 
Virtual medical consultant: With the advent of the internet, online sites have 
become important (if sometimes misleading) tools for people who are trying to 
interpret their symptoms, their test results, or their risks for certain diseases. Without 
ever compromising the user’s medical privacy, a smart profile could match symptoms 
with medical records and other user data to provide personalized rather than generic 
medical advice. Combined with intelligent voice interfaces, this basic building block 
could become the basis of a voice-activated virtual medical assistant, allowing users 
to ask questions like: What is my current risk for diabetes? Should I consider 
alternative thyroid treatments at this time? The assistant could even draw on Auger-
like prediction services to compile answers to these kinds of questions. These answers 
might likewise become part of a user’s medical profile, alongside more traditional 
medical records. 
 
New models of health care delivery: Already, many of the sectors of the economy 
have been disrupted by on-demand models that match service providers with service 
users in real-time. Matching doctors with patients with specific symptoms in real time 
is clearly a more complex and privacy-sensitive task than matching drivers with riders 
or other gig workers with tasks. However, with a smart pseudonymous profile, it 
would be possible for providers to pre-check the patient records to determine their 
own ability to respond and for patients to check ratings of doctors, also drawn 
potentially from a pseudonymous profile.   
 
Medical pattern recognition: Smart profiles could support new medical and 
epidemiological research practices. Again, without creating vulnerable collections of 
personal medical data linked to a particular individual, researchers could query 
millions of profiles to gain high-resolution views of patterns of illness and response to 
therapies. These queries could include not only medical data, but also all the 
financial, family, residence, and age information that could reveal a much more 
complex picture of the correlations among these factors and health outcomes. Some 
of these patterns could be tracked in real time to manage epidemics. 

 
Clearly such innovations would ultimately reorganize the health and healthcare sector in 
the profound ways that we’re already seeing in other sectors where automation is 
streamlining services, creating new kinds of workers, and undermining traditional 
institutions. Theoretically, all of these changes could occur without the blockchain. But 
the smart pseudonymous profile, with its zero-knowledge proofs and its ability to tap into 
diverse data streams that are verified through consensus oracle networks, provides a core 
building block. This building block might be analogous to the html web page that 
launched the Internet revolution, and might similarly just as rapidly and as extensively 
launch widespread system change in health and health care. 
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Blockchain technology has the potential to 

assist organizations using alternative payment 

models in developing IT platforms that would 

help link quality and value. Differing from 

traditional IT databases and models, 

blockchains seek to create a “single source of 

truth” which can be securely accessed by its 

members. The likely use cases for blockchain 

will be focused on ACOs because of the lack of 

ACO specific software and lack of legacy 

applications. Blockchain will not be a panacea 

for interoperability issues, but will provide a 

robust platform to help advanced alternative 

payment models if used in the right application. 

Blockchain technology (hereafter referred to as 
blockchain) has had increasing news coverage 
as the technology behind Bitcoin, a digital 
payment network that has had a revolutionizing 
effect on many industries, particularly finance. 
The hype behind the technology has increased 
proportionally to the news stories inspired by 
Bitcoin and its associated alt-coin community. 
From the shutdown of Silk Road to the heist of 
Ether from the Decentralized Autonomous  

 

 

 

 

 

 

 

 

 

 

 

Organization, each news story spreads 
awareness of Bitcoin and the far-reaching 
effects the technology behind Bitcoin can have 
on multiple industries. Healthcare has been 
targeted by many blockchain startups and 
enthusiasts, but many of the possibilities 
presented to the public seem to be a solution in 
search of a problem. 

This whitepaper will seek primarily to address 
how blockchain technology can effectively 
enable or assist alternative payment models 
(APMs) as our current information technology 
infrastructure tend to be insufficient in terms of 
speed or scope for APM to succeed. This paper 
assumes a basic understanding of encryption. 

Blockchain is the underlying technology behind 
Bitcoin, a famous cryptocurrency that has 
surged in popularity and has been touted as a 
currency that retains relative anonymity while 
being accessible anywhere with Internet 
connectivity. At its core, blockchain is a 
distributed database secured by cryptography 
that ensures only people with the right key 
have access to the amount of currency over 
which they have authorized control. An 
alternative way to think about blockchain is 
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that it is a protocol for solving the Byzantine 
Generals’ Problem, a famous computer science 
problem that aims to achieve consensus with a 
decentralized system. Blockchain’s potential 
applications go far beyond Bitcoin. Bitcoin is an 
application specific instance of the technology, 
whose very value is determined by the 
limitations set by its founder. By setting 
limitations such as fifteen million Bitcoins as 
the maximum amount of Bitcoins ever possible 
to be in existence, there is an artificial 
constraint on the Bitcoin supply. This limitation 
preserves its value as a currency, but it is not 
useful if the blockchain framework is used as 
anything other than a currency system.  

At its most simplistic level, blockchain 
technology is a distributed database secured by 
cryptography. In traditional databases, 
authority and access is governed by a 
centralized authentication system. Unless you 
have the right credentials given by this 
centralized authentication system, you will be 
unable to even access the database in any 
capacity. In blockchains, data is secured 
primarily by encryption. All transactions are 
encrypted into blocks by the relevant 
encryption and added to the front of the chain 
of blocks (hence the name “blockchain”). 
Ownership of the encryption key is the 
authority to access certain records. Rather than 
having a central authority, blockchains rely on 
the encryption system to maintain trust. A 
more detailed technical description of how 
blockchains work is beyond the scope of this 
whitepaper as this paper intends to describe 
the applications of blockchain rather than the 
technical architecture. However, for those 
readers proficient in programming, a 
blockchain can be thought of as a database 
created as a linked list of encrypted 
transactions that uses a hash rather than a 
pointer. 

A comparison between a traditional database 
and a blockchain can be found by imagining a 
room full of records and how it might be 
secured. A traditional database is similar to a 
room filled with filing cabinets with few to no 
locks, all “secured” by a clerk staffing the room 
and its filing cabinets at all times and adding, 
updating, and eliminating records as well as 
checking the credentials of anyone making any 
requests to do the same. A blockchain instead 
replaces the clerk with a series of security 
deposit boxes and anyone with the right key 
will be able to open a particular safety deposit 
box and edit the record inside of that box 
deposit box. In this way, blockchains create 
trust in lieu of the clerk by using encryption.   

The main benefit of blockchain technology is 

that there is no central authority, yet the 

database can still represent a single source of 

truth. Unlike conventional database technology 

which requires a central keeper of information 

to verify whether the information being placed 

into the database is valid, blockchains spread 

the processing of the database over different 

nodes, or processing units, and trust is 

maintained through encryption and the power 

of the network. Conflicting database 

transactions are negated through the 

blockchain architecture, and there is a high cost 

to revoke any transaction. This allows the 

blockchain to remain a source of truth that can 

be accessed by multiple individuals as long as 

each has the right encryption key. 

While there are other benefits of blockchain, 

such benefits are application specific and less 

applicable to all situations relating to 

healthcare. 

Blockchain is traditionally difficult to apply to 

the healthcare setting because of the opposite 

emphasis of transparency and privacy. While 
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the blockchain can be secured with encryption, 

the idea of having an entire encrypted database 

downloadable by anyone may be seen as 

anathema by most healthcare organizations. 

Healthcare organizations would rather have 

everything secured behind firewalls with 

limited access because of regulations and the 

public’s perception and insistence on absolute 

security of their healthcare records. As such, 

blockchain will not likely to be deployed in 

healthcare unless there are limitations to how a 

user can access the blockchain.  

The other main drawback is that blockchains 

are highly dependent on their encryption keys. 

If a user’s private encryption keys are lost, 

there is no way to recover them. This is 

especially complicated with healthcare data 

because the value of healthcare data is not only 

transactional but also longitudinal. If a person’s 

medical record is partly missing, it is 

exponentially less valuable. Tracking a patient 

through multiple records across different 

organizations is already difficult, but the threat 

of losing a key is large enough that it is unlikely 

blockchain applications for healthcare will 

involve patient involvement initially. Lastly, if 

an user’s private encryption key were to be 

hacked or stolen, the hacker would have all the 

information ever stored by the original user. 

While there are security measures for 

encryption keys such as interface software (i.e. 

wallets), the interface software adds additional 

attack vector for hackers and increase security 

concerns for blockchain implementers. 

Blockchain setups can be classified first into 

two main types depending on the level of 

access to the blockchain. Blockchains can then 

be classified further by the differing levels of 

control each node has over the blockchain.  

Public blockchains are totally open to the public 

and can be accessed by the public. The only 

protection is provided by encryption.  

Private blockchains are blockchains that only 

certain participants have access to. There are 

varying levels of control of who can access the 

data, who can modify the data, and who 

ultimately has authority in the system. 

The issue with public blockchains is that the 

public is not yet ready to use this technology. 

As the large number of hacks on Bitcoin 

exchanges have shown, loss of control is 

possible and losses are usually all or nothing. 

Since private encryption keys do not change, 

any hack or loss of the key represents a security 

hole that is not reversible and the victim of the 

hack or loss must start over with new accounts.  

Additionally, since public blockchains are, by 

definition, publically available, there will be no 

future protection against technological 

progress in decryption methods unless 

additional security measures are regularly 

patched to the entire blockchain network. A 

hacked key in the Bitcoin blockchain has the 

limited downside of an individual losing all of 

his or her Bitcoins, which is not personal in 

nature. A hacked or stolen encryption key in a 

public blockchain designed for healthcare 

would expose healthcare data that is unique 

and personal. 

Private blockchains, with some level of control 

over access, would likely be the norm in 

healthcare settings. Many of the issues of 

healthcare IT have less to do with technical 

interoperability and more to do with business 

agreements and bureaucracy. Private 

blockchains can be designed to follow the rules 

and authority laid out by business agreements. 

The mix of security and flexibility is more suited 
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towards healthcare than the militant 

transparency in a public blockchain. 

Ethereum is advertised as a “decentralized 

platform for applications that run exactly as 

programmed without any chance of fraud, 

censorship or third-party interference.”1  

Ethereum can be considered a more advanced 

platform than the blockchain technology used 

to power the Bitcoin system. Among Ethereum 

features is the smart contracts feature, which 

allows the blockchain to execute small 

computer applications as part of the blockchain 

process. This feature allows the blockchain to 

be more than a simple database of information 

– it becomes a distributed computer system 

with a database.  Essentially, a blockchain 

powered by Ethereum is like a one-stop shop 

for running a host of applications with an 

emphasis on transparency and without any 

chance of fraud or interference by malicious 

parties. 

For these reasons, some startups focusing on 

healthcare, like Gem Health, are using 

Ethereum as their blockchain framework. 

Smart contracts act as small applications that 
can automatically affect the data in the 
blockchain without the need for any external 
applications. While it is possible to do the same 
thing as smart contracts through external 
means, having the process automated through 
smart contracts preserves transparency and 
removes the possibility of human error as it is 
triggered by conditions set ahead of time in the 
smart contract and the code in the smart 
contract is made public. 

                                                           
1 Ethereum Project, retrieved 1 August 2016 from 
https://www.ethereum.org/ 

Some sample use cases for smart contracts that 
affect alternative payment models or 
Accountable Care Organizations (ACOs) are 
simple applications for pre-authorizations, or 
more complicated use cases such as real-time 
HEDIS measures reporting. 

Gas is another feature of Ethereum that makes 
it ideal for healthcare in a private blockchain 
network. Gas is a feature that is used to 
prevent smart contract applications from 
running forever on the blockchain because of 
coding or scope issues. A side benefit of this 
architecture is that gas is a good measure of 
usage and can be used to divide the cost of 
running the blockchain infrastructure equitably 
amongst participants. 

Alternative payment models (APMs) is the next 
step for healthcare to take to rein in spending 
and control healthcare costs. In order for the 
US to move away from the fee-for-service 
model, there has to be a healthcare IT 
infrastructure that allows organizations to link 
quality, value and effectiveness of medical 
interventions.  

Traditional infrastructures with a central 
database typically take a long time to deploy 
and connect. There are issues with business 
agreements about usage of data and trust 
issues about exposure of healthcare data from 
multiple stakeholders. Controlling access to 
centralized databases are difficult enough that 
the method for delivering data from one 
organization to another is typically done 
through extract-transform-load (ETL) 
operations that typically involve large amounts 
of redundant files being sent to different 
stakeholders. 
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By replacing traditional IT infrastructure, a 
blockchain can process data in a limited parallel 
capability. As well, since every node already has 
a constantly updated copy of the blockchain, no 
files are needed to be transferred between 
organizations. As blockchains are by nature 
decentralized, blockchains are fault tolerant2 
and may be more reliable than onboarding a 
participant in the traditional central database 
model.  

Accountable care organizations (ACOs), 
typically lightweight organizations, are using 
information technology to link organizations 
together to increase quality and value. While 
ACOs are the most likely organizations to adopt 
blockchain as they are not hindered by legacy 
infrastructure and ACO specific IT platforms 
have not been fully developed, payers and 
health insurance exchanges (HIEs) can use 
blockchain in limited applications to increase 
engagement with their healthcare partners. 

Some of the ideas presented below are the 
likely use cases of blockchain in the healthcare 
IT space. These use cases were selected based 
on the ease of development of the blockchain 
towards the use case, the alignment of values 
of the use case with the blockchain values, and 
the marginal effectiveness of blockchain over 
the existing traditional model. As mentioned 
above, none of these use cases relate directly 
to the patient as the technology is not yet 
mature enough to allow patients direct access 
to the blockchain. 

Currently, claims data is one of the datasets 

suitable for blockchain. Unlike clinical data 

which is typically implemented in many 

                                                           
2 Blockchains vs centralized databases, retrieved 1 
August 2016 from 
http://www.multichain.com/blog/2016/03/blockchains-
vs-centralized-databases/ 

different ways, claims data is relatively 

standardized and follows strict formatting 

rules. Claims are a major part of the healthcare 

revenue cycle and there is payer investment in 

how services are billed and money is collected. 

Typically, claims systems are the more 

advanced parts of any healthcare setting 

(source). Additionally, the government is a 

large player in the reimbursement and claims 

system, allowing a standard to be implemented 

more rigidly. Lastly, the end goal is 

straightforward. Claims data is used to 

distribute money properly and getting paid is a 

binary result – either payment is distributed 

properly or improperly. Unlike treating a 

patient, claims data has only enough 

information to ensure getting paid properly is 

the end result. 

Claims IT systems are well-suited to be 

powered by a blockchain. Claims IT systems are 

typically robust and claims data flows through 

multiple organizations. Each exchange of data 

from one organization to another creates a new 

need to verify that the data is correct since 

each organization has personal incentives to 

ensure no errors occur in their respective data. 

These exchanges between different 

organizations introduce costly time delays. The 

typical claims period is usually one month after 

the clinical event the claim actually references. 

By decentralizing the system, blockchain will 

allow claims information to be processed at a 

much faster rate than previous and current 

rates, and data will be collected into a single 

location as part of the blockchain process itself. 

Traditionally, claims data has taken a long time 

to process as there is only a single database to 
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process everything. Through blockchain 

technology, claims can be added to the 

database in real-time, allowing updates to 

analytics that may have needed months to 

collect and process. Some features that can be 

part of this blockchain by using smart contracts 

include real-time HEDIS reporting and 

automating and making prior authorization 

actions transparent because the code in smart 

contracts is typically open to any user. Errors 

would be fixed quickly if the users see any 

discrepancies. 

By placing the claims clearinghouse into a 

blockchain, the real-time nature of the 

blockchain allows many other applications to 

exist and allow organizations that rely on claims 

for analytics to have access to real-time 

reporting. The possibilities of real-time claims 

can power a multitude of different quality 

improvement programs designed to increase 

value and quality of medical interventions. 

Provider directories are typically unwieldy 
databases of names, locations and affiliations 
that are hard to maintain because of the 
arrangements different providers have with 
each other and with hospitals. Add in multiple 
NPI numbers, NCQA credentialing, and 
different contracting requirements payers have 
with their provider networks, and we have 
provider directories that are typically out of 
date as soon as they are generated or printed. 

By putting a provider directory in a blockchain, 
it is possible to create a single interoperable 
provider directory that is valid over large 
geographies. Since there is no PHI involved, this 
blockchain can be made public and will have 
the transparency that is distinctive of public 
blockchains. Automated smart contracts 
controlled by payers can automatically 
invalidate providers as soon as their contract 
with payers expires. Providers can be trusted to 

update certain parts of their own information 
such as their office locations, business hours, 
and whether they are accepting new patients. 

Once a provider directory is on the blockchain, 
the blockchain’s real-time nature will allow 
further development of new features by linking 
the directory to other systems. Imagine a 
provider directory that is updated with reviews 
in real-time or connected to the providers’ 
scheduling systems so that a patient can 
schedule appointments as soon as the patient 
confirms that the provider selected is an in-
network provider. 

Accountable care organizations typically have 
patient members who have standardized care 
plans that help the ACOs coordinate care and 
create cost savings by being more efficient. 
Typically, care plans are relatively static 
information that is transactional in nature – a 
care plan for a patient typically is not directly 
affected by a care plan that that patient had 
previously. When ACO staff updates a care 
plan, they usually do so in response to the 
patient’s current condition. This means that the 
information in the latest version of the care 
plan for the patient matters, indicating that this 
type of information fits well with the modular 
nature of a blockchain. 

By placing a patient directory into a blockchain, 
there are several advantages such as being able 
to quickly deploy a service for providers to 
verify if an incoming patient has a care plan 
from the ACO to follow. More revolutionary is 
the ability to update the care plan by using 
smart contracts in real time based on different 
encounters that are recorded in the blockchain. 
If a patient is frequently checked by ER 
departments over a short period of time, smart 
contracts in the blockchain may add a flag in 
the care plan to ask the ER departments to 
consider putting this patient into an ER 
diversion program to avoid frequent ER re-
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admittance. This type of automatic program in 
the blockchain may help reduce burdens of the 
ER while reducing the overall cost of care for 
patients in general. 

Many advocates of blockchains in healthcare 

have pushed for blockchain as a solution for 

interoperability. By incorporating medical 

records directly into the blockchain, advocates 

claim that medical records can be transferred 

and controlled via the blockchain (i.e. Gem 

Health). The reality is that most clinical data is 

not normalized into a set standard with many 

variations in how the medical record standard 

is implemented. Different electronic health 

record systems (EHRs) use multiple ways of 

implementing fields in the medical record. The 

blockchain does not provide any major 

innovation to the existing query portals and 

secure transport methods such as DIRECT. 

While there may be minor improvements, the 

interoperability issues inherent in current 

health information organizations (HIOs) will 

remain the same if blockchains were used 

instead of current query portal and DIRECT mail 

platforms. 

Aside from the complicated formatting issues in 

clinical data, blockchains are much better for 

transactional data, which, by nature, is 

comprised of data points that are independent 

from each other.  Blockchains allows data to be 

stored independently in a modular fashion, 

which fits the single block nature of information 

in blockchains. Clinical data is not transactional. 

The whole idea of alternative payment models 

is to link quality and value of medical 

interventions, which means each data point is 

connected. Clinical data is longitudinal. While it 

is possible to put medical records in 

blockchains, there is a lot of extra data besides 

the transaction that needs to be included in 

order for clinical records to be useful for use as 

an EHR. The more information included would 

also increase the size of the record, which 

would negatively affect the efficiency of the 

blockchain. There are no major benefits that 

offset the drawbacks of putting the medical 

record on a blockchain. 

The idea of using a public blockchain containing 

patient demographics to be used as a patient 

identification system will not be easy to 

implement. While blockchain advocates may 

claim that a public facing blockchain will 

encourage transparency and allow patients to 

update information in real time (source), access 

to single accounts on blockchains by patients 

may easily become unrecoverable whenever 

encryption keys are lost. While a blockchain 

allows for a public single source of truth for 

patient ID and data, it does not have significant 

advantages over existing Master Patient Index 

(MPI) models which match patients to clinical 

information and medical histories using a host 

of different demographics in a statistical 

matching model. While patients may not be 

able to directly access the MPI compared to the 

blockchain model, patients already indirectly 

update their demographics in a MPI through 

admit-discharge-transfer (ADT) messages 

anytime they check into a hospital or clinic and 

fill out paperwork with personal data that staff 

then enter into their hospital or clinic patient ID 

and data systems. 

Blockchains will likely not revolutionize 

healthcare immediately. Blockchain uses are 

quite specific in what they can do well. 

Blockchains will likely enter the market 
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discreetly, making certain parts of the industry 

more efficient. Similar to how EHRs, MPI 

systems, and analytics are slowly changing 

workflows by increasing the capabilities of staff 

in healthcare organizations, blockchains will 

enable healthcare staff to get information in a 

shorter time frame without file transfers, 

allowing more efficient workflows to evolve out 

of existing workflows. 

Below is a description of how an organization 

may likely adopt blockchain into its 

infrastructure. (This sample is set in the context 

of a hypothetical ACO trying to adopt 

blockchains for its collections of hospitals.) 

Polaris, an ACO consisting of seven hospitals 

and fourteen smaller clinics, realized that many 

of its hospitals were using different EHR 

systems that were not interconnected. As a first 

step in trying to identify if patients going to the 

hospital and clinics were part of the ACO, 

Polaris implemented a blockchain. By setting a 

blockchain with nodes at each of the hospitals 

and clinics, plug-ins and interface engines were 

used to connect the blockchain with the 

different EHR systems at each point of care 

setting.  

Any time a patient is registered into a point of 

care setting, the EHR system sends an ADT 

message to the MPI to identify the patient if 

possible. In our example, Patient A is in 

registration at Sunnybrook hospital. The 

following journey is illustrated in Figure 1. 

1. Patient A’s ADT message is sent to the 

MPI and the care plan in the blockchain 

is returned when Patient A is identified 

as an ACO patient. 

2. Patient A is admitted and is discharged 

after the hospital checkup. 

3. The ADT messages are sent during the 

admission time and discharge time 

respectively to the blockchain.  

4. The smart contracts in the blockchain 

automatically updates Patient A’s care 

plan. 

5. The blockchain adds a recommendation 

to put Patient A into an ER diversion 

program after noticing that the 

discharge message was for a minor 

diagnoses and this has marked three ER 

visits for minor diagnoses in the last 

month. 

 
Figure 1. Blockchain use by hospital for Patient A 
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Meanwhile, Patient B is not a Polaris patient. 

The staff checks in patient. The MPI finds no 

record of patient B, suggesting patient B is not 

a Polaris patient. Noticing this, staff asks if 

Patient B wants to sign up and quickly enrolls 

Patient B through a web interface on the 

intranet that connect to the blockchain. 

After noticing the success of the patient 

directory, Polaris is looking to see how else the 

blockchain can be used in its clinical system 

setting. In order to become more analytical 

about costs, they decide to put claims data 

onto the blockchain and link patients and their 

claims through the MPI. Each of the hospitals 

and clinics of the ACO used the interface engine 

to connect the claims system to the blockchain. 

Through smart contracts, they were able to 

make a dashboard with rolling quality measures 

adapted from HEDIS scores to measure the 

quality of care the ACO was providing while 

tracking costs. 

Certain hospitals outside the ACO were 

interested in the system as well to measure 

their own quality of care and costs. St. Peters 

Hospital, for example, was allowed access to 

the blockchain by paying a fee to the ACO, 

setting up a blockchain node with lower 

authority and connecting a claims feed to the 

blockchain. In return, Polaris was allowed to 

generate aggregate comparison reports of 

quality measures of St. Peters for comparison 

to its own hospitals. St. Peters knows that its 

individual medical records and patients’ privacy 

was maintained because of the encryption of 

blockchain. St. Peters knows that only the 

smart contracts can access the data in 

aggregate because the coding for the smart 

contracts is transparent and is readable on the 

blockchain. These analytics reports help both 

the Polaris ACO and St. Peters to develop better 

quality care and know what areas they need to 

improve on based on their own respective 

quality measures. 

After these successes, Polaris has a multitude 

of ways to incorporate blockchain into its 

workflows. While none of the applications of 

the blockchains were a direct solution to 

interoperability or single-handedly enabling 

alternative payment models, the blockchain 

was able to provide information with a single 

source of truth. Future phases are expected to 

be similar: incremental innovations that 

eventually become indispensable because of 

the programs the information enable. 

Eventually, even payers and Bitcoin may be 

connected to private blockchains so that people 

have a one-stop shop to pay multiple doctors 

and departments immediately without the 

need to wait for invoices from multiple doctors 

and departments. 

Blockchain is not limited to just Bitcoins. While 

not a pancreas for interoperability, blockchain 

provides incremental improvement to existing 

workflows by making a trustful system that can 

be decentralized and fully automatic, increasing 

speed and accuracy while reducing human 

error. More importantly, blockchain may help 

organizations understand where there are 

barriers arising from policy, regulation or 

business models as slow workflows will no 

longer hide inefficiencies. Technology is only 

part of the solution. But if blockchains are 

utilized in the right application, they can 

provide the information needed to drive 

programs and process that enable alternative 

payment models to achieve their aim of linking 

value and quality.  
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